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ABSTRACT
Machine learning models are often implemented in cohort with
humans in the pipeline, with the model having an option to defer
to a domain expert in cases where it has low con�dence in its infer-
ence. Our goal is to design mechanisms for ensuring accuracy and
fairness in such prediction systems that combine machine learning
model inferences and domain expert predictions. Prior work on
“deferral systems” in classi�cation settings has focused on the set-
ting of a pipeline with a single expert and aimed to accommodate
the inaccuracies and biases of this expert to simultaneously learn
an inference model and a deferral system. Our work extends this
framework to settings where multiple experts are available, with
each expert having their own domain of expertise and biases. We
propose a framework that simultaneously learns a classi�er and
a deferral system, with the deferral system choosing to defer to
one or more human experts in cases of input where the classi�er
has low con�dence. We test our framework on a synthetic dataset
and a content moderation dataset with biased synthetic experts,
and show that it signi�cantly improves the accuracy and fairness
of the �nal predictions, compared to the baselines. We also collect
crowdsourced labels for the content moderation task to construct
a real-world dataset for the evaluation of hybrid machine-human
frameworks and show that our proposed framework outperforms
baselines on this real-world dataset as well.
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els; • Computing methodologies! Machine learning.

KEYWORDS
Deferral models; Fairness; Hybrid human-machine frameworks

ACM Reference Format:

Vijay Keswani, Matthew Lease, and Krishnaram Kenthapadi. 2021. Towards
Unbiased and Accurate Deferral to Multiple Experts. In Proceedings of the
2021 AAAI/ACM Conference on AI, Ethics, and Society (AIES ’21), May 19–
21, 2021, Virtual Event, USA. ACM, New York, NY, USA, 17 pages. https:
//doi.org/10.1145/3461702.3462516

Permission to make digital or hard copies of all or part of this work for personal or
classroom use is granted without fee provided that copies are not made or distributed
for pro�t or commercial advantage and that copies bear this notice and the full citation
on the �rst page. Copyrights for components of this work owned by others than ACM
must be honored. Abstracting with credit is permitted. To copy otherwise, or republish,
to post on servers or to redistribute to lists, requires prior speci�c permission and/or a
fee. Request permissions from permissions@acm.org.
AIES ’21, May 19–21, 2021, Virtual Event,USA
© 2021 Association for Computing Machinery.
ACM ISBN 978-1-4503-8473-5/21/05. . . $15.00
https://doi.org/10.1145/3461702.3462516

1 INTRODUCTION
Real-world applications of machine learning (ML) models often
involve the model working together with human experts [19, 33].
For example, a model that predicts the likelihood of a disease given
patient information can choose to defer the decision to a doctor
who can make a relatively more accurate diagnosis [43, 67]. Simi-
larly, risk assessment tools work together with judges and domain
experts to provide a baseline recidivism risk estimate [22, 29]. Other
examples of such hybrid decision-making settings include �nancial
analysis tools [78] and content moderation tools for abusive speech
detection [60] and fake news identi�cation [70].

Human-in-the-loop frameworks are often employed in settings
where automated models cannot be trusted to have high quality
inferences for all kinds of inputs. Beyond the incentive of improved
overall accuracy, having human experts in the pipeline also ensures
timely audits of the predictions [72] and helps �ll gaps in the train-
ing of the automated models [48, 61]. A case in point is the study
done by Chouldechova et al. [12] which showed that erroneous
risk assessments by a child maltreatment hotline screening tool
were frequently �agged as being incorrect by the human reviewers,
implying that automated tools may not always cover the entire
feature space that the domain experts use to make the decision.

However, the interaction between an ML model and a human ex-
pert is inherently more complicated than an entirely-automated
pipeline. Prior studies on settings where human-in-the-loop frame-
works have been implemented provide evidence of such complex-
ities [2, 16, 27, 56]. One serious complication is the possibility of
aggravated biases against protected groups, de�ned by attributes
such as gender and race.With increasing utilization of ML in human
classi�cation tasks, the problem of biases against protected groups
in automated predictions has received a lot of interest. This has led
to a deep exploration of social biases in popular models/datasets
and ways to algorithmically mitigate them [4, 53]. Nevertheless, a
number of such biased models and datasets are still in use [58]. In
a pipeline that involves an interaction between a possibly-biased
ML model and a human, the biases of the human can aggravate
the biases of the model [64]. For example, in a study by Green and
Chen [29], participants were given the demographic attributes and
prior criminal record of various defendants, along with the model-
predicted risk of recidivism associated with each defendant, and
asked to predict the risk. They found that the participants associ-
ated a higher risk with black defendants, compared to the model
prediction. In this case, the possible biases of the human in the
pipeline seem to exacerbate the bias of the model prediction. Simi-
lar ethical concerns regarding the interplay between the biases of
model and humans have been highlighted in other papers [11, 68].



Motivated by the challenges discussed above, we focus on mecha-
nisms for ensuring accuracy and fairness in hybrid machine-human
pipelines. We consider the setting where a classi�cation model is
trained to either make a decision or defer the decision to human
experts. Most machine-human pipelines employed in real-world ap-
plications have multiple human experts available to share the load
and to cover di�erent kinds of input samples [12, 30]. Therefore, the
hybrid decision-making framework will have an additional task of
appropriately choosing one or more experts when deferring. Each
expert may also have their own area of expertise as well as possible
biases against certain protected groups, characterized by their prior
predictions on some samples. Correspondingly, the training of a
machine learning model in such a composite pipeline has to take
into account the domain expertise of the humans, and delegate the
prediction task in an input-speci�c manner. Hence, our goal is to
train a classi�er and a deferral system such that the �nal predictions
of the composite system are accurate and unbiased.

Our Contributions. We study the multiple-experts deferral set-
ting for classi�cation problems, and present a formal joint learning
framework that aims to simultaneously learn a classi�er and a
deferrer. The job of the deferrer is to select one or more experts
(including the classi�er) to make the �nal decision (§2.1). As part
of the framework, we propose loss functions that capture the costs
associated with any given classi�er and deferrer. We theoretically
show that, given prior predictions from the human experts and true
class labels for the training samples, the proposed loss functions
can be optimized using gradient-descent algorithm to obtain an
e�ective classi�er and deferrer. Our framework further supports
the settings where (a) number of experts that can be consulted
for each input is limited, (b) each expert has an individual cost of
consultation, and/or (c) expert predictions are available for only
a subset of training samples (§2.2). To ensure that the �nal pre-
dictions are unbiased with respect to a given protected attribute,
we propose two fair variants of the framework (joint balanced and
joint minimax-fair) that aim to improve error rates across all pro-
tected groups. Our framework can handle both multi-class labels
and non-binary protected attributes.

We empirically demonstrate the e�cacy of our framework and
its variants on multiple datasets: a synthetic dataset constructed
to highlight the importance of simultaneously learning a classi-
�er and a deferrer (§3.1), an o�ensive language dataset [17] with
synthetically-generated experts (§3.2), and a real-world dataset con-
structed to speci�cally evaluate deferral frameworks with multiple
available experts (§4). The real-world dataset consists of a large num-
ber of crowdsourced labels for the o�ensive language dataset, and is
also a contribution of this paper. Unlike most crowdsourced datasets
where the goal is simply to obtain accurate annotations, this dataset
explicitly contains a dictionary of crowdworker (anonymized) to
predicted labels, ensuring that the decision-making ability of each
crowdworker can be inferred and consequently used to evaluate the
performance of a hybrid framework like ours. We plan to publish
this dataset as this will provide a strong empirical benchmark to
foster future work. For all datasets, our framework signi�cantly
improves the accuracy of the �nal predictions (compared to just
using a classi�er and other baselines, such as task allocation algo-
rithms of Li and Liu [45] and Qiu et al. [65] from crowdsourcing

literature), and for the o�ensive language datasets, the fair variants
of the framework also reduce disparity across the dialect groups.

Related Work. Given the di�culty of constructing and analyzing
a human-in-the-loop framework, prior work has looked at human-
in-the-loop settings from various viewpoints. One direction of re-
search has explored the idea of the classi�er having a “reject”/“pass”
option for contentious input samples [13–15, 25, 37, 46, 49]. While
such an option is usually provided to ensure that low con�dence
decisions can be deferred to human experts, the penalty of abstain-
ing from making a decision in these models is �xed, and therefore,
they do not take into account whether the expert at the end of the
pipeline has the relevant knowledge to make the decision or not.

On the other hand, papers that take the biases and/or accuracies of
the human experts into consideration are inherently more robust,
but also more di�cult to train and analyze. Prior theoretical models
for learning to defer [18, 51, 55, 66, 75] have constructed explicit
loss functions/optimization methods to model the combined inac-
curacies and biases of the classi�er and the human expert. Unlike
the classi�ers with reject option, they use a non-static loss func-
tion for the human expert and ensure that the penalty of deferring
to a human expert is input-speci�c. However, [3, 18, 51, 55, 75]
work with a single expert, assuming that the expert in the pipeline
will be �xed and remain the same for future classi�cation. Such
an assumption is inhibitory in the settings where multiple experts
are available [12], as di�erent human experts can have di�erent
prediction behaviours [31]. Raghu et al. [66] model an optimization
problem for the hybrid setting as well, but they learn a classi�er and
a deferrer separately, which (as shown by [55] and discussed in §3)
cannot handle a large variety of input settings since the classi�er
does not adapt to the experts. In comparison, our method learns a
classi�er and a deferrer simultaneously, and can handle multiple
experts.

Empirical studies in this direction [12, 19, 29, 41, 41, 79] often in-
herently use multiple experts since the results are based on crowd-
sourced data, but do not aim to propose a learning model for the
pipeline. They, however, do highlight the importance of taking the
domain knowledge of experts into account to improve the accuracy
and fairness of the entire pipeline.

Another �eld that studies the problem of task allocation among
di�erent humans is crowdsourcing. Crowdsourcing for data col-
lection is a popular approach to label or curate di�erent kinds of
datasets [44]. Since crowdworkers employed for such annotation
tasks come from diverse backgrounds, prior work in crowdsourc-
ing has looked at the related issue of e�cient distribution of input
amongst the available workers [38, 45, 57, 59, 61, 65, 73, 74, 76]. The
main di�erence between this line of work and our setting is the
presence of the automated classi�er. In our setting, the classi�er is
expected to handle the primary load of prediction tasks and the role
of human experts is to provide assistance for input samples where
the classi�er cannot achieve reasonable con�dence. Crowdsourc-
ing models, however, do not usually involve construction of any
prediction model. One can alternately pre-train the classi�er and
treat it as another crowdworker to use task-allocation algorithms
from crowdsourcing literature to distribute the samples among the



experts. The main issue with this approach is that training the clas-
si�er and deferrer separately can lead to an ine�ective prediction
pipeline. In our empirical analysis (§3), we assess the performance
of two task-allocation algorithms from crowdsourcing literature
[45, 65], and demonstrate the necessity of simultaneous training.
See Appendix B for detailed discussion on these crowdsourcing
methods.

2 MODEL
Each sample in the domain contains a class label, denoted by . 2
Y, =-dimensional feature vector (default attributes) of the sample
used to predict the class label, denoted by - 2 X, and additional
information about the sample that is available only to the experts,
denoted by, 2 W., can represent di�erent human factors that
often assist in decision-making, such as training or background
of the expert for the given task. Let �. denote the vertices of
the simplex corresponding to the unique class labels in Y and let
conv(�. ) denote the simplex and its interior. Every sample also
has a protected attribute / 2 Z associated with it (e.g., gender or
race); / can be part of default attributes - or additional attributes
, , depending on the context.

Our framework consists of a classi�er and a deferrer. The clas-
si�er � : X!conv(�. ), given the default attributes of an input
sample, returns a probability distribution over the labels of Y. Let
!clf (� ;- ,. ) denote the convex loss associated with the prediction
of classi�er � at point (- ,. ). For ✓ > 0, we will call !clf an ✓-
Lipschitz smooth function if for all classi�ers � ,

r2
�

�
E- ,.!clf (� ;- ,. )

� 4 ✓ · I.
Intuitively, Lipschitz-smoothness characterizes how fast the gra-
dient of !clf changes around any point in the parameter space of
the classi�er; this characterization crucially helps determine the
step-size required for the gradient-descent optimization of the loss
function and will be useful for convergence rate bounds in our
setting as well.

The framework also has access to<�1 human experts⇢1, . . . , ⇢<�1 :
X⇥W ! �. who can assist with the decision-making. The output
of the expert will be a vector with 1 for the index of the predicted
class and 0 for all other indices (one-hot encoding). The experts are
assumed to have access to the additional information (from domain
W) that can be used to make the predictions more accurately;
however, deferring to an expert will come at an additional cost
which wewill quantify later.We also assume that there is an identity
expert which just returns the decision made by the classi�er � ;
therefore, in total we have < experts (⇢< (- ,, ) = � (- )) (see
Figure 2 in Appendix). For any given input- , the following notation
will denote all the decisions,

.⇢ (- ,, ) := [⇢1 (- ,, )>, . . . , ⇢<�1 (- ,, )>, � (- )>] .
The goal of the deferral system ⇡ : X ! {0, 1}< , given the input,
is to defer to one or more experts (including the classi�er) who
are likely to make accurate decision for the given input. Given any
input, ⇡ will choose a committee of experts and the �nal output of
the framework will be based on the entries of the following matrix-
vector product: .⇢ (- ,, ) · ⇡ (- ) (the speci�c aggregation method
used is speci�ed in the §2.1). If the committee chosen contains

only the identity expert, then the output of the framework is the
output of the classi�er � ; otherwise, the output of the model is the
aggregated decision of the chosen committee.

R����� 2.1. The di�erence between a human-in-the-loop setting and
setting with composition of multiple prediction models [6, 10, 23] is
the access to additional information, ., represents the decision-
making assistance available to the experts that is not available to the
prediction model either due to computational limits on the prediction
model or due to lack of availability of this data for training. This
assumption crucially implies that, in most cases, we cannot construct
a suitably-accurate model to simulate the predictions of the experts
since the importance assigned to the additional information, is
unknown. In the absence of, , one can only try to identify the input
samples for which the expert is expected to be more accurate than the
trained classi�er; identifying such input samples using - is exactly
the job of the deferrer in our framework. This distinction separates our
problem setting from one where expert labels are used to bootstrap a
classi�er [61].

2.1 Simultaneous Learning Classi�er &
Deferrer

We �rst present our framework for the case of binary class label
and later discuss the extension to multi-class setting.

Binary class label, i.e,Y = {0, 1}. Suppose the classi�er � is �xed
and, given the < experts, we need to provide a mechanism for
training the deferral system (we will generalize this notion for
simultaneous training shortly). For any given input - , the deferrer
output ⇡ (- ) is expected to be a vector in the discrete domain
{0, 1}< . For the sake of smooth optimization, we will relax the
domain of the output of ⇡ to include the interior of the hypercube
[0, 1]< , i.e., ⇡ (- ) will quantify the weight associated with each
expert, for the given input - . Since we consider the binary class
label setting, we can simplify our notation further for this section.
Let.⇢,1 (- ,, ) denote the second row of the 2⇥< matrix.⇢ (- ,, );
this simpli�cation does not lead to any loss of representational
power since the sum of �rst and second row is the vector 1. Along
similar lines as logistic regression, using⇡ (- ) one can then directly
calculate the output prediction (probabilistic) as follows: .̂⇡ :=
f (⇡ (- )>.⇢,1 (- ,, )), where f (G) := 4G/(4G + 41�G ). We can then
train the deferrer to optimize the standard log-loss risk function:

min
⇡

�E- ,.

h
. log

⇣
.̂⇡

⌘
+ (1 � . ) log

⇣
1 � .̂⇡

⌘i
.

The expectation is over the underlying distribution; the empirical
risk can be computed as mean of losses over any given dataset
samples (i.e., expectation over empirical distribution). For any input
sample, the output prediction of the framework is 1 if
f (⇡ (- )>.⇢,1 (- ,, )) > 0.5 else 0.

While the above methodology trained � and ⇡ separately, we can
combine the training of the two components as well. To train �
and ⇡ simultaneously, we introduce hyper-parameters U1,U2, and
merge the loss functions for the classi�er � and deferrer ⇡ linearly



using these hyperparameters.

!(� ,⇡) = U1E- ,. [!clf (� ;- ,. )]

� U2E- ,.

h
. log

⇣
.̂⇡

⌘
+ (1 � . ) log

⇣
1 � .̂⇡

⌘i
.

The choice of hyperparameters is context-dependent and is dis-
cussed later. The goal of the framework is then to �nd the (classi�er,
deferrer) pair that optimizes min� ,⇡ !(� ,⇡) . We will refer to this
model as the joint framework. The joint learning framework extends
the standard logistic regression method, and hence, exhibits some
desirable properties.

P���������� 2.2. !(� ,⇡) is convex in � and ⇡ , given a convex loss
function !clf.

The convexity of the function enables us to use standard gradient-
descent optimization approaches [7] to optimize the loss function.
In particular, we will use the projected-gradient descent algorithm,
with updates of the following form:

�C+1 = �C � [ · m!

m�

����
�=�C

,

⇡C+1 = proj{0,1}<

 
⇡C � [ · m!

m⇡

����
⇡=⇡C

!
,

where [ > 0 is the learning rate and proj{0,1}< (·) operator projects
a point to its closest point in the hypercube {0, 1}< . Further, we
can show that the gradient of the loss function assigns relatively
larger weight to more accurate experts.

T������ 2.3 (D������� �������� �������). Suppose that U1,U2
are independent of the parameters of ⇡ . Let .⇢ 2 {0, 1}< denote the
decisions of the experts and classi�er for any given input, and let .
denote the class label for this input. Then, for any 8 2 {1, . . . ,<},

� m!

m⇡

(8)
/

8>>><
>>>:

41�⇡
>.⇢,1 , if . = 1,. = . (8)

⇢,1 ,

�4⇡>.⇢,1 , if . = 0,. < . (8)
⇢,1 ,

0, otherwise.

Here D (8) denotes the 8-th element of vector D.

The above theorem states that gradient descent moves in a direc-
tion that rewards more accurate experts. Conditional on . = 1, the
di�erence between the weight updates of a correct and an incorrect
expert is proportional to 41�⇡

>.⇢,1 . Similarly, conditional on . = 0,
the di�erence between the weight updates of a correct and an incor-
rect expert is proportional to 4⇡

>.⇢,1 . We next provide convergence
bounds for the projected gradient descent algorithm in our setting
when !clf is Lipschitz-smooth and U1,U2 are constants.

T������ 2.4 (C���������� �����). Suppose !clf is ✓-Lipschitz
smooth and U1,U2 are constants. Let (�¢,⇡¢) := argmin� ,⇡ !(� ,⇡).
Given starting point �0, such that k�0��¢k  X , step size [ =
2 (✓+<)�1, for an appropriate constant 2 > 0, and Y > 0, the projected-
gradient descent algorithm, after ) = $

⇣
(✓+<) (X2+<)

Y

⌘
iterations,

returns a point ��,⇡�, such that

!(��,⇡�)  !(�¢,⇡¢) + Y .

Note that for <=1 (just the classi�er), we recover the standard
gradient descent convergence bound for ✓-Lipschitz smooth loss
function !clf, i.e., $ (✓X2/Y) iterations [7]. For <>1, additionally
�nding the optimum deferrer results in an extra (<(X2+✓)+<2)/Y
additive term. With standard classi�ers and loss functions, we can
use the above theorem to get non-trivial convergence rate bounds.
For example, if � is a logistic regression model and !clf is the log-
loss function, Lipschitz-smoothness parameter ✓ is the maximum
eigenvalue of the feature covariance matrix. Our theoretical results
show that, given prior predictions from the experts and true class
labels for a training set, loss function ! can be used to train a clas-
si�er and an e�ective deferrer using gradient descent. Appendix A
contains the proofs of all theoretical results.

Multi-class label. The above framework can be extended to multi-
class settings aswell. In this case, thematrix-vector product.⇢ (- ,, )·
⇡ (- ) is a |Y|-dimensional vector. Similar to the binary case, we
extract the probability of every class label and represent it using
.̂⇡ , where the 9-th coordinate of .̂⇡ represents the probability of
class label being 9 , i.e,

.̂ ( 9)
⇡ :=

4⇡ (- )>.⇢,9 (- ,, )
Õ |Y |

9 0=1 4
⇡ (- )>.⇢,90 (- ,, )

.

The loss function !(� ,⇡) in this case can be written as

U1E- ,. [!clf (� ;- ,. )] � U2E- ,.

266664
|Y |’
9=1

[.= 9] log .̂ ( 9)
⇡

377775
.

The �nal output of the framework, for any given input, is argmax .̂⇡ .
The above loss function retains the desired properties from the bi-
nary setting; it is convex with respect to the classi�er and deferrer,
and the indicator formulation ensures that each gradient step still
rewards the experts that are correct for any given training input.
Additional costs considered in cost sensitive learning [80], e.g.,
di�erent penalties for di�erent incorrect predictions, can also be
incorporated in our framework by simply replacing the indicator
function [. = 9] with the penalty function [55]. For the sake of
simplicity, we omit those details from this version of the paper.

Choice of hyperparameters. U1 and U2 can either be kept con-
stant or chosen in a context dependent manner. First, note that,
since .̂⇡ includes the classi�er decision as well (scaled by theweight
assigned to the classi�er), keeping U1 = 0 would also ensure that
the classi�er and deferrer are trained simultaneously. However,
due to the associated weight, classi�er training with U1 = 0 can
be slow and, since the initial classi�er parameters are untrained,
the classi�er predictions in the initial training steps can be almost
random. This will lead to the deferrer assigning low weight to the
classi�er. Correspondingly, depending on the complexity of the pre-
diction task, it may be necessary to give the classi�er a head-start
as well. One way is to use time-dependent U1,U2. set U1 = 1 and
U2 = 1 � C�2 , where C 2 Z+ is the training iteration number and
2 > 0 is a constant. This choice ensures that in the initial iterations
� is trained primarily and in the later iterations � and ⇡ are trained
simultaneously.



There is a natural tradeo� associated with this head-start approach
as well. The simultaneous training of � and ⇡ is crucial because
the goal is to defer to experts for input where the classi�er can-
not make an accurate decision without the additional information.
Therefore, a large head-start for the classi�er can lead to a sub-
optimal framework if the classi�er tries to improve its accuracy
over the entire domain.1 Another choice of hyperparameters that
can address this domain-partition setting is the following: set U1=1
and U2= [argmax � (- )<. ] so that the deferrer is trained on train-
ing samples for which the classi�er is incorrect.

2.2 Variants of the Joint Framework
We propose several variants of the joint learning framework that
are inspired by the real-world problems that a human-in-the-loop
model can encounter.

Fair Learning. The above joint framework aims to use the ability
of the experts to ensure that the �nal predictions are more accurate
than just the classi�er. However, a possible pitfall of this approach
can be that it can exacerbate the bias of the classi�er, with respect
to the protected attribute / . Prior work has shown that misrep-
resentative training data [8, 42] or inappropriate choice of model
[58], along with the biases of the human experts [29, 69] can lead to
disparate performance across protected attribute types. An exam-
ple of such disparity in our setting would be when, in an attempt
to decrease the error rate of the prediction, the joint framework
assigns larger weights to the biased experts, leading to an increase
in disparity of predictions with respect to the protected attribute.
We provide two approaches to handle the possible biases in our
framework and ensure that the �nal predictions are fair.

Balanced Error Rate. One way to address the bias in �nal predictions
is to give equal importance to all protected groups in our loss
function. For protected attribute type I, let

!I (� ,⇡) := U1E- ,. |/=I [!clf (� ;- ,. )]

� U2E- ,. |/=I
h
. log

⇣
.̂⇡

⌘
+ (1 � . ) log

⇣
1 � .̂⇡

⌘i
.

Then the goal of this fair framework is to �nd the optimal solution
for min� ,⇡

Õ
I2Z !I (� ,⇡) . The above method is also equivalent to

assigning group-speci�c weights to the samples [26, 39]. We will
refer to this framework as the joint balanced framework.

Minimax Pareto Fairness. Martinez et al. [52]’s proposed Pareto
fairness aims to reduce disparity by minimizing the worst error rate
across all groups. In other words, minimax Pareto fairness proposes
solving the following optimization problem:min� ,⇡ maxI2Z !I (� ,⇡) .

We will employ this fairness mechanism as well and refer to this
framework as the joint minimax-fair framework. To understand the
intuition behind this framework, we theoretically show that, in
case of a binary protected attribute, the solution to the minimax
Pareto fair program reduces the disparity between the risks across
the protected attribute types.

1The synthetic experiment in §3.1 and the examples in Mozannar and Sontag [55] (for
a single expert setting) highlight the necessity of simultaneously learning the classi�er
and deferrer.

T������ 2.5 (D�������� �� ������������ ��������). Suppose
Z = {0, 1}. Let �¢,⇡¢ := argmin� ,⇡ maxI2Z !I (� ,⇡) denote the
joint minimax-fair framework optimal solution and let ��,⇡� :=
argmin� ,⇡ !(� ,⇡) denote the joint framework optimal solution. Then��!0 (�¢,⇡¢)�!1 (�¢,⇡¢)

��  ��!0 (��,⇡�)�!1 (��,⇡�)
�� .

The proof is presented in Appendix A. Note that minimax Pareto
fairness is a generalization of fairness by balancing error rate across
the protected groups, but is also more di�cult and costly to achieve.
Furthermore, minimax Pareto fairness can handle non-binary pro-
tected attributes as well; we refer the reader to Martinez et al. [52]
for further discussion on the properties of the minimax-fair solu-
tion. For our simulations, we will use the algorithm proposed by
[20] to achieve minimax Pareto fairness (implementation available
at https://github.com/amazon-research/minimax-fair).

Depending on the application, other fairness methods can also be
incorporated in the framework. For example, if the fairness goal
is to ensure demographic parity or equalized odds, then fairness
constraints [9, 23], regularizers [40], or post-processing methods
[34, 63] can alternately be employed.

Sparse Committee Selection. The joint framework could assign
non-zero weight to all experts. In a real-world application, requiring
predictions from all of the experts can be extremely costly. To
address this, we propose a sparse variant to choose a limited number
of experts per input.

The number of experts consulted for any given input can be limited
by using the weights from ⇡ (- ) to construct a small committee.
Suppose we are given that the committee size can be at most : .
Then, for any input - , we construct a probability distribution over
the experts with probability assigned to each expert being propor-
tional to its weight in ⇡ (- ), and sample : experts i.i.d. from this
distribution. The �nal output can be obtained by replacing ⇡>.⇢ in
.̂⇡ by the mean prediction of the committee formed by this subset
(scaled by the sum of weights in ⇡). We refer to this framework as
the joint sparse framework, when using the simple log-loss objective
function, or joint balanced/minimax-fair sparse framework, when
using either balanced or minimax-fair log-loss objective function.
We can show that the expected error disparity between joint normal
and joint sparse solutions indeed depends on the properties of the
distribution induced by ⇡ (- ).

T������ 2.6 (P���� �� ��������). Suppose Y = {0, 1} and let ⇡
denote the deferrer output and .̂⇡ denote the prediction of the joint
framework for a given input. Given : 2 [<], let random variable .̃⇡,:
denote the prediction of the joint sparse framework for this input. The
expected di�erence of loss across the two predictions can be bounded
as follows:

E
��log .̂⇡� log .̃⇡,:

�� < B⇡ k⇡ k1 +max (2k⇡ k1, 1) ,
where B⇡ denotes the mean absolute deviation [28] of the distribution
induced by ⇡ .

B⇡ characterizes the dispersion of the distribution induced by ⇡
and if ⇡ has low dispersion, then the expected di�erence of loss
from choosing a committee from distribution induced by ⇡ is low.



The proof is presented in Appendix A. One could also, alternately,
select the experts with the :-largest weights for each input [36].

Dropout. Given the possible disparities in the accuracies of the ex-
perts at the end of the pipeline, training a joint learning framework
with diverse experts can su�er from the generalization pitfalls seen
commonly in optimization literature [54]. If one expert is relatively
more accurate than other experts the framework can learn to assign
a relatively larger weight to this expert for every input compared
to other experts. This is, however, quite undesirable as it assigns a
disproportionate load to just one (or a small subset) of experts.

To tackle this issue, we introduce a random dropout procedure
during training: an expert’s prediction is randomly dropped with a
probability of ? and the expert’s weight is not trained on the input
sample for which it is dropped. This simple procedure helps reduce
dependence on any single expert and ensures a relatively balanced
load distribution.

Additional Regularization. As mentioned earlier, the experts
can have individual costs associated with their consultation. Let
⇠⇢1,...,⇢<�1 : X ! R<�1 refer to the vector of input speci�c cost of
each expert consultation. Assuming that the costs of the experts are
independent of one another, we can take these costs into account in
our framework by adding _ ·⇠⇢1,...,⇢<�1 (- )>⇡ (- )�1 as a regularizer
to the loss function, where⇡ (- )�1 denotes the �rst (<�1) elements
of the vector ⇡ (- ) and _ > 0 is a hyperparameter.

3 SYNTHETIC SIMULATIONS
We �rst test the e�cacy of the joint learning framework and its
variants on synthetic settings. We use a synthetic and a real-world
dataset for these simulations, and synthetically generate expert
predictions for each input sample. For all datasets, !clf will be the
log-loss function and classi�er � will be the standard logistic func-
tion.

3.1 Synthetic Dataset
Dataset and Experts. Each sample in the dataset contains two
features, sampled from a two-dimensional normal distribution, and
a binary class label (positive or negative). There are two available
experts; their behaviour is described below.

Let ` ⇠ Unif(0, 1)2 denote a randomly sampled mean vector and let
⌃ 2 R2⇥2 denote a covariance matrix that is a diagonal matrix with
diagonal entries sampled from Unif(0, 1). The data has 3 clusters,
represented by colors orange, blue, and green. The orange cluster
has two further sub-clusters: the �rst sub-cluster is sampled from
the distribution N(`, ⌃) and is assigned class label 1, while the
second sub-cluster is sampled from the distributionN(` + 3, ⌃) and
is assigned label 0. Since the sub-clusters are well-separated, this
orange cluster can be accurately classi�ed using the two dimensions.

The blue cluster is sampled from the distribution N(` + 6, ⌃), and
each sample is assigned a class label 1 with probability 0.5. Expert
1 is assumed to be accurate over the blue cluster, i.e., if a sample
belongs to the blue cluster, expert 1 returns the correct label for that
sample; otherwise it returns a random label. Similarly, the green
cluster is sampled from the distributionN(` + 9, ⌃), each sample is

Figure 1: (§3.1 simulations) The �rst plot shows the data-
points in the synthetic dataset. The next three plots show
the weights assigned to classi�er, expert 1 and expert 2 re-
spectively for di�erent clusters by the joint learning frame-
work.

assigned a class label 1 with probability 0.5 and Expert 2 is assumed
to be accurate over the green cluster and random for other clusters.

We construct a dataset with 1000 samples using the above process,
with an almost equal proportion of samples in each cluster; the
samples are randomly divided into train and test partitions (80-20
split). The distribution of the data-points is graphically presented
in Figure 1. Suppose the hypothesis class of classi�ers is limited
to linear classi�ers. The ideal solution (in the absence of any ex-
pert costs) is for the classi�er to accurately classify elements of
the orange cluster, and defer the samples from blue cluster to ex-
pert 1 and the samples from green cluster to expert 2. If the linear
classi�er is learnt before training the deferrer, then it will try to
reduce error across all clusters, and resulting framework will not be
accurate over any cluster, since clusters blue and green cannot be
linearly separated. By studying the performance for this synthetic
dataset we can determine if the joint learning framework accurately
deciphers the underlying data-structure.

We also report the performance of two crowdsourcing algorithms:
(a) LL algorithm [45] which tackles the worker selection problem,
given the reliability and variance of all the workers, and (b) Crowd-
Select [65], which aims to model the behaviour of the workers to
appropriately allocate a subset of workers to each task. For both
crowdsourcing algorithms, the classi�er is pre-trained using the



train partition, and treated as just another worker. The details of
these algorithms are provided in Appendix B.

Implementation Details. We use projected gradient descent,
with 3000 iterations, learning rate [ = 0.05, and U1 = 0,U2 = 1.
As discussed before, U1 = 0 can also train the classi�er and deferrer
simultaneously.

Results. A baseline SVM classi�er trained over the entire dataset
has accuracy around 0.67 (accurate for one cluster and random over
the other two). In comparison, the joint learning framework has
perfect (1.0) accuracy. If the sparse variant of the joint learning
framework is used with :=1 (defer to single expert), the accuracy
drops to 0.91. To better understand the performance of the frame-
work, Figure 1 presents the weights (normalized) assigned to the
di�erent experts (and classi�er) for the test partition (bottom three
plots).

Starting with the green cluster, the lowest plot shows that expert 2
is assigned the highest weight for samples in this cluster, implying
that the prediction for this cluster is always correctly deferred to
expert 2. Similarly, the prediction for the blue cluster is always
correctly deferred to expert 1. For most of the samples in the or-
ange cluster, the weight assigned to the classi�er is larger than
the weights assigned to the two experts. For some samples in this
cluster, however, a non-trivial weight is also assigned to expert 1,
which is why the accuracy for the sparse variant is lower than the
accuracy of the non-sparse variant. This can be prevented using
non-zero expert costs, which we employ in the next simulation.

The baseline LL algorithm achieves an accuracy of 67% on this
dataset; this is because it associates a single measure of aggregated
reliability with each worker, which in this case is unsuitable since
each worker has their speci�c domain of expertise. The CrowdSelect
algorithm achieves the best accuracy of around 83%; in this case,
the error models for each expert and the classi�er are constructed
individually. Due to this, the algorithm is unable to perfectly stratify
the input space amongst the experts (and classi�er).

Discussion. The purpose of this simulation was to show that the
deferrer can choose experts in an input-speci�c manner. The results
show that the deferrer can indeed decipher the underlying structure
of the dataset, and accordingly choose the expert(s) to defer to for
each input (addressing the drawback of LL). The important aspect
of the problem to notice here is that the cluster identity is the
additional information available only to the experts. The cluster
identity is crucial for the experts as it re�ects their domain of
expertise and helps them make the correct prediction if the sample
lies in their domain. On the other hand, the cluster identity is useful
to the deferrer only to defer correctly; even if the cluster is part of
the input, the framework cannot use it to make a correct prediction,
but can use it to defer to the correct expert. In other words, the
framework can use the available information to identify samples
that need to be deferred to an expert (addressing the drawback of
CrowdSelect). This sub-problem of directly identifying contentious
input samples is also related to prior work by Raghu et al. [67].

3.2 O�ensive Language Dataset
Dataset. Our base dataset consists of around 25k Twitter posts
curated by Davidson et al. [17]; all posts are annotated with a label
that corresponds to whether they contain hate speech, o�ensive
language, or neither. We set class label to 1 if the post contains hate
speech or o�ensive language, and 0 otherwise. Using the dialect
identi�cation model of Blodgett et al. [5], we also label the dialect
of the posts: African-American English (AAE) or not. Around 36%
of the posts in the dataset labeled as AAE. We treat dialect as the
protected attribute in this case.

Experts. The experts are constructed to be biased against one of
the dialects. We generate< synthetic experts, with b3</4c experts
biased against AAE dialect and d</4e experts biased against non-
AAE dialect. To simulate the �rst b3</4c experts, for each expert
8 2 {1, . . . , b3</4c}, we sample two quantities: ?8⇠Unif(0.6, 1) and
@8⇠Unif(0.6, ?8 ). For expert 8 , ?8 will be the its accuracy for the
non-AAE group and @8 will its accuracy for the AAE group. To
make a decision, if the input belongs to the non-AAE group then
this expert outputs the correct label with probability ?8 and if the
input belongs to the AAE group then this expert outputs the correct
label with probability @8 . By design, the �rst b3</4c experts can
have a certain level of bias against the AAE group since @8 < ?8 for
all 8 2 {1, . . . , b3</4c}. The same process, with �ipped ?8 and @8 , is
repeated for the remaining d</4e experts, so that they are biased
against the non-AAE group.

Baselines. There are three simple baselines that can be easily
implemented: (1) using the classi�er only, (2) randomly selected
committee - a committee of size d</4e is randomly selected (in
this case, the predictions are expected to be biased against the AAE
dialect since most of the experts are biased against the AAE dialect
- see §C), and (3) random fair committee - i.e., if the post is in AAE
dialect, the committee randomly selects from experts with higher
accuracy for AAE group, and if the post is in non-AAE dialect, the
committee randomly selects from experts with higher accuracy for
non-AAE group. This committee selection should ensure relatively
balanced accuracy across the dialects, and can therefore be used to
judge the fairness of the joint learning framework. We also imple-
ment and report the performance of LL and CrowdSelect algorithms
for this dataset.

Implementation Details. The dataset is split into train and test
partitions (80-20 split). For both classi�er and deferrer, we use a sim-
ple two-layer neural network, that takes as input a 100-dimensional
vector corresponding to a given Twitter post (obtained using pre-
trained GloVe embeddings [62]). The experts are given a cost of
1 each, i.e., ⇠⇢1,...,⇢<�1 = 1 and _ = 0.05 (the regularizer used is
_ · E[⇠⇢1,...,⇢<�1 (- )>⇡ (- )�1]). Inspired by prior work on adap-
tive learning rate [21], exponent 2 of parameter U is set at 0.5 and
dropout rate at 0.2. We present the results for< = 20 in this section
and discuss the performance for di�erent<, _, and dropout rate in
Appendix C. We use stochastic gradient descent for training with
learning rate [ = 0.1 and for 100 iterations with batch size of 200
per iteration. For the sparse variants with< = 20, we sample : = 5
experts from the output distribution. The process is repeated 100



Method Overall Accuracy Non-AAE Accuracy AAE Accuracy

Baselines
Classi�er only .89 (.00) .86 (.00) .96 (.00)
Randomly selected committee .84 (.07) .83 (.10) .85 (.01)
Randomly selected fair committee .88 (.06) .86 (.11) .93 (.03)
LL .96 (.03) .97 (.03) .95 (.04)
CrowdSelect .91 (.04) .89 (.06) .93 (.04)

Joint learning frameworks
and fair variants

Joint framework .92 (.02) .89 (.03) .97 (.00)
Joint balanced framework .94 (.01) .92 (.02) .98 (.00)
Joint minimax-fair framework .98 (.01) .98 (.01) .97 (.01)

Sparse variants of joint
learning framework

Joint sparse framework .92 (.01) .90 (.02) .96 (.01)
Joint balanced and sparse framework .92 (.01) .89 (.01) .97 (.00)
Joint minimax-fair and sparse framework .98 (.01) .97 (.01) .98 (.00)

Table 1: Overall and dialect-speci�c mean accuracies (standard error in brackets) for simulations in §3.2.

times, with a new set of experts sampled every time, and we re-
port the mean and standard error of the overall and dialect-speci�c
accuracies.

Results. The results for the joint learning framework and its vari-
ants, along with the baselines are presented in Table 1. The joint
learning framework has a larger overall and group-speci�c average
accuracy than the classi�er. The best group-speci�c and overall
accuracy is achieved by the joint minimax-fair framework (and
its sparse variant), showing that it is indeed desirable to enforce
minimax-fairness in this setting as it leads to an overall improved
performance across all groups. The sparse variations of all joint
frameworks, as expected, still have better performance than the
classi�er and random-selection baselines, and are quite similar
to the non-sparse variants. Joint fair (balanced and minimax-fair)
frameworks also have similar or lower accuracy disparity across
the groups than random fair committee baseline. This shows that
the learnt deferrer is also able to di�erentiate between biased and
unbiased experts to an extent. Due to the non-zero _ parameter
used, on average, the classi�er is assigned around 5% of the de-
ferrer weight per input sample. This implies that, when creating
sparse committees with : = 5, the classi�er is consulted for around
25% of the input samples. This fraction can be further increased by
appropriately increasing _.

Further, due to our use of dropout, more accurate experts are not as-
signed disproportionately high weights, exhibiting the e�ectiveness
of load balancing using dropout. This is demonstrated in Figure 3
in Appendix, which presents variation of the weights assigned by
the joint framework to the experts vs the accuracies of the experts
for a single repetition.

The LL algorithm is able to achieve very high overall accuracy (�
95% for both groups) for this setting. However, our joint minimax-
fair sparse framework has two advantages over LL algorithm. First,
it achieves relatively better accuracy for both dialect groups. Second,
LL pre-selects the most accurate experts to whom all the inputs
are deferred. This is problematic and ine�cient since LL only uses
: out of< experts; in comparison, our algorithm distributes the
input samples amongst all experts to reduce the load on the most
accurate experts (see Figure 3 in Appendix). CrowdSelect, on the

other hand, achieves lower overall and group-speci�c accuracies
than joint minimax-fair frameworks.

4 SIMULATIONS USING REAL-WORLD DATA
FOR THE OFFENSIVE LANGUAGE DATASET

The simulations in the previous sections highlighted the e�ective-
ness of the joint learning framework in improving the accuracy
and fairness of the �nal prediction. In this section, we present the
results on a similar real-world dataset of Twitter posts, annotated
using Mechanical Turk (MTurk).

Dataset. We use a dataset of 1471 Twitter posts for the MTurk
survey. This is a subset of the larger dataset by Davidson et al.
[17]. Importantly, this dataset is jointly balanced across the class
categories used in Davidson et al. [17] and the two dialect groups
(as predicted using Blodgett et al. [5]). Once again, the labels from
Davidson et al. [17] are treated as the gold labels for this dataset.

MTurk Experiment Design. The MTurk survey presented to
each participant started with an optional demographic survey. This
was followed by 50 questions; each question contained a Twitter
post from the dataset and asked the participant to choose one of
the following options: ‘Post contains threats or insults to a certain
group’, ‘Post contains threats or insults to an individual’, ‘Post
contains other kinds of threats or insults, such as to an organization
or event’, ‘Post contains profanity’, ‘Post does not contain threats,
insults, or profanity’. The options presented to the user are along
the lines of the taxonomy of o�ensive speech suggested by Zampieri
et al. [77]. The �rst four options correspond to o�ensive language in
the Twitter post, while the last option corresponds to the post being
non-o�ensive. As in the synthetic simulations, the participants are
also provided the predicted dialect label of the post. The participants
were paid a sum of $4 for completing the survey (at an hourly rate
of $16).

MTurk Experiment Results. Overall, 170 MTurk workers par-
ticipated in the survey and each post in the dataset was labeled by
around 10 di�erent annotators. Since each participant only labels
a fraction of the dataset, we will treat this setting as one where
there are missing expert predictions during the training of the joint



Method Overall
Accuracy

Non-AAE
Accuracy

AAE
Accuracy

Classi�er only .78 (.02) .76 (.05) .80 (.04)
Joint framework .85 (.03) .87 (.04) .83 (.03)
Joint balanced framework .84 (.03) .87 (.03) .81 (.04)
Joint minimax framework .85 (.02) .87 (.02) .83 (.02)

Table 2: Results of the joint learning framework and fair
variants on the MTurk dataset.

learning framework. The inter-rater agreement, as measured using
Krippendor�’s U measure, is 0.27. As per heuristic interpretation
[32], this level of interrater agreement is considered quite low for a
standard dataset annotation task. However, it is suitable for our pur-
pose since our framework aims to address situations where there
is considerable disparity in the performances of di�erent humans
in the pipeline, and the goal of the joint learning framework is to
choose the annotators that are expected to be accurate for the given
input.

The overall accuracy of the aggregated responses (i.e., taking a
majority of all responses for every post and comparing to the gold
label) is around 87%, which is close to the accuracy of the automated
classi�er in §3.2 (84% for AAE posts and 91% for non-AAE posts).
The high accuracy shows that using crowdsourced annotations
in this setting is quite e�ective and the hypothetical aggregated
crowd annotator can indeed be considered an expert for this content
moderation task. However, the individual accuracies of the experts
is arguably more interesting and relevant to our setting.

The average individual accuracy of a participant is 77% (±13%).
The minimum individual accuracy is ⇡ 38% while the maximum
individual accuracy is 98%. The wide range of accuracies evidences
large variation in annotator expertise for this task. The individual
accuracies for posts from di�erent dialects also presents a similar
picture. The average individual accuracy of a participant for the
AAE dialect posts is 76% (±15%) and average individual accuracy
of a participant for the non-AAE dialect posts is 78% (±14%).

While mean individual accuracies for the two dialects are quite sim-
ilar, most annotators do display a disparity in their accuracy across
the two groups. 92 of the 170 participants had a higher accuracy
when labeling posts written in a non-AAE dialect. The average
di�erence between the accuracy for non-AAE dialect posts and
AAE dialect posts for this group of participants was 8.5% (±6.6%).
75 participants had a higher accuracy when labeling posts written
in the AAE dialect. The average di�erence between the accuracy
for AAE dialect posts and non-AAE dialect posts was 7.1% (±5.5%).
Three remaining participants were equally accurate for both groups.
The disparate accuracies here are quite similar to those in the early
synthetic simulations. We next analyze the performance of joint
learning framework on this dataset.

Joint Learning Framework Results on MTurk Dataset. We
perform �ve-fold cross validation on the collected dataset. For each
fold, we train our joint learning framework (with [ = 0.3) on the
train split and evaluate it on the test split. Since expert decisions are

available only for a subset of the dataset, we do not use dropout or
expert costs. Results are shown in Table 2. As before, the overall ac-
curacy of the joint learning frameworks is higher than the accuracy
of the classi�er alone. Amongst the fair variants, even though the
accuracy for both dialect groups is larger when using the balanced
or minimax loss function (compared to the classi�er alone), it does
not lead to signi�cantly di�erent group-speci�c accuracies vs. sim-
ple joint learning framework. The performance of sparse variants is
presented in Appendix D. Since a relatively small number of prior
predictions is available for each expert, the task of di�erentiating
between experts here is tougher. Hence, sparse variants perform
similar or better than the classi�er when committee size : is around
60 or greater.

Discussion. The wide range in accuracy observed across anno-
tators con�rms the expectation that di�erent humans-in-the-loop
will naturally bring varying levels and domains of expertise. Their
accuracy will be a�ected by not only the training they receive,
but also by their background. For example, native speakers of a
given dialect are naturally expected to be better annotators for lan-
guage examples from that dialect. However, despite the di�culty
of the task and the disparity in group accuracies, our joint learning
framework is still able to identify the combination of experts that
are suitable for any given input and, correspondingly, increase the
accuracy and fairness of the �nal prediction.

5 DISCUSSION, LIMITATIONS, AND FUTURE
WORK

Our proposed framework addresses settings that involve active
human-machine collaboration. Having shown its e�cacy for syn-
thetic and real-world datasets, we next highlight certain limitations
and fruitful directions for future work.

Fairness of the Framework. It is crucial that the framework
is fair with respect to the protected attribute. We proposed two
methods for ensuring that the predictions are unbiased: by try-
ing to achieve a balanced error rate for all groups, or by trying to
minimize the maximum group-speci�c error rate (minimax Pareto
fairness). Both fairness mechanisms can handle multi-class pro-
tected attributes, which helps generalize our framework to settings
beyond simple binary protected attributes (e.g., multiple racial cate-
gories). An additional advantage of using these fairness de�nitions
is that the protected group labels are not required for test or future
samples, addressing the issue of their possible unavailability due to
policy or privacy restrictions [24].

As mentioned in §2.2, other fairness mechanisms can also be incor-
porated into our framework. For most applications, the choice of
fairness mechanism and constraint is often a context-dependent
question. An uninformed choice of these variables can possibly lead
to a degradation of both accuracy and fairness [47] and, therefore,
it is important to take the impact of any fairness constraint on the
user population into account before its implementation. Similarly,
in our setting, it is important to �rst decide whether the goal of
fairness is minimizing the worst group error, demographic parity,
etc., and then choose the mechanism to implement it.



Real-world Benchmark Dataset. We created an MTurk dataset
for evaluating human-in-the-loop prediction frameworks with mul-
tiple experts for detecting hate speech. The goal of constructing
this dataset was to facilitate the learning and evaluation of hybrid
frameworks, since having a large number of annotations for each
input better enables a learning procedure to di�erentiate between
annotators with di�erent abilities. Existing datasets have often re-
leased only aggregate labels, such as by majority voting, which
supports ML model training but does not allow modeling individ-
ual annotators. To be able to release such data, we have replaced
annotator platform IDs with automatically generated pseudonyms.

Our new dataset has important limitations. First, in order to obtain
a large number of annotations for each Twitter post, we kept the
dataset size relatively small. Furthermore, since the dataset is a
subset of the dataset constructed by Davidson et al. [17], it cannot
be considered representative of the larger population of Twitter
posts/users and the performance demonstrated in our simulations
may not translate to larger Twitter datasets. The number of human
annotators (170) in our survey is also larger than desired, even
though each annotator labels 50-100 posts. Our framework aims
to learn the domain of expertise of the human experts using only
the prior decisions of the experts. However, it is not completely
clear how many prior decisions are needed to accurately determine
the domain of expertise of every annotator. The gap between the
performance using synthetic experts (§3) and real-world experts (§4)
partially shows that it might be necessary to get more predictions
for each expert.

Poursabzi-Sangdeh et al. [64], in a position paper on human-in-
the-loop frameworks in facial recognition, argue the necessity of
real-world empirical studies of such frameworks to justify their
widespread use. They also list the technical challenges associated
with such empirical studies. The real-world dataset we provide at-
tempts to initiate a real-world empirical study of human-in-the-loop
frameworks for content moderation but, at the same time, faces sim-
ilar challenges as highlighted by Poursabzi-Sangdeh et al., i.e., issues
with data availability and generalizability of participants/context.

MTurk Experiment Generalizability. Similar to any other study
done using MTurk participants, questions can be raised about the
generalizability of the results to a larger population. While MTurk
participants do seem suitable for detecting o�ensive language in
Twitter posts (as seen from the performance of the aggregated
crowdworker in §4), they may not accurately represent how a lay
person would respond to a similar survey or how a domain expert
would judge the same posts. The performance of domain experts
(people with more experience in screening o�ensive language)
will most likely be better than the accuracy of an average crowd
annotator. Correspondingly, our framework with better trained
content moderation experts can be expected to have similar or
better performance. Nevertheless, as pointed out in prior work
[1, 64], experimental design and choice of participants will play a
much bigger role in simulating human-in-the-loop frameworks in
settings where human experts cannot be imitated by volunteers.

Replaceable Experts. An extension of our model that can be fur-
ther explored is addition/removal of experts. If a new expert is
added to the pipeline and the domain of expertise of this expert is

di�erent than the domain of the replaced/existing experts, then the
framework might need to be retrained to appropriately include the
new expert. This overhead of retraining can, however, be avoided.
For instance, one could train the framework using a basis of experts,
i.e., divide the feature space into interpretable sub-domains andmap
the experts to these sub-domains. Then if we train the framework
using sample decisions of experts with disjoint sub-domains of ex-
pertise, we can ensure that the entire feature space is covered either
by the classi�er or the deferrer (in a similar manner as §3.1), and
any new expert could be mapped to the corresponding sub-domain.
Approaches from prior work [50, 71] can be potentially used to
learn these sub-domains and extend our joint learning framework
for such settings.

Improved Implementation. Like other complex frameworks in-
volving many decision making components, our framework can
also su�er from issues that arise from real-world implementations.
For instance, dropout reduces overdependence on any particular
expert, but does not consider the load on any small subset of experts.
Alternate load distribution techniques (e.g., Nguyen et al. [57]) can
be explored further, at the risk of inducing larger committee sizes.
Another extension that can be pursued is to keep the committee
size small but variable; this can help with load distribution as well
as better committee selection.

6 CONCLUSION
We proposed a joint learning model to simultaneously train a clas-
si�er and a deferrer in the multiple-experts setting. The code and
dataset are available at https://github.com/vijaykeswani/Deferral-
To-Multiple-Experts. Our framework can help increase the applica-
bility of automated models in settings where human experts are an
indispensable part of the pipeline. At the same time, by addressing
the domains and biases of the model and the humans, we ensure
that its utilization is thoughtful and context-aware.
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