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Abstract
LLM judges are increasingly used to evaluate
open-ended responses, but their scores depend
strongly on the rubrics that condition them. A
vague rubric asking for a response to be “help-
ful and factual” can reward polished answers
that invent facts or violate user intent. We
treat reusable rubrics as measurement speci-
fications: changing the rubric changes the re-
sponse quality measurement induced by a fixed
judge. We introduce PREMISE, a framework
that, given pairwise human-preference data,
(i) discovers a policy-level rubric set, and (ii)
audits any rubric set under LLM-judge use
along four axes: structural adequacy, relia-
bility, preference fit, and adversarial robust-
ness. We evaluate PREMISE on four pub-
lic human-preference corpora – UltraFeedback,
Arena-Expert-5K, HelpSteer3, and HH-RLHF
– across six rubric sources and three open-
weight judges spanning 32B to 1T parame-
ters. Across rubric sources no raw source is
simultaneously reliable, preference-predictive,
and adversarially robust; and high inter-rater
agreement does not imply low exploitability.
PREMISE is the only rubric source to score
non-trivially on applicability, specificity, and
effective dimensionality simultaneously. We
contribute two audit-targeted repair operations:
preference-rank selection raises held-out cross-
source, cross-judge mean accuracy on paired
responses from 65.0% to 68.6%, competitive
with the strongest rubric-discovery baselines
and leading on two of three judges in our
cross-judge sweep; reliability-constrained re-
finement reduces the rate at which exploit re-
sponses receive high scores from 46.4% to
36.0% with little change in inter-judge agree-
ment (α=.531→ .519).

1 Introduction

LLM evaluation is increasingly a problem of mea-
suring open-ended response quality. Where out-
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Figure 1: Six policy-rubric methods evaluated through
their rubric-conditioned judges, on the four PREMISE
audit axes, with preference fit expanded into its three
structural sub-axes (applicability, specificity, effective
dimensionality; §4.3). Each spoke is normalized within-
axis so the leader anchors at the outer hexagon; rim
badges mark the spoke leader. No method leads every
spoke; PREMISE is the only rubric with non-trivial
applicability, specificity, and effective dimensionality
simultaneously.

puts admit a verifiable correctness signal–math
derivations, executable code–quality can often be
checked directly. For writing, dialogue, safety, and
other open-ended tasks, the de facto substitute is
an automatic judge conditioned on a written rubric:
criteria such as factual support, instruction follow-
ing, safety, or edge-case handling. Rubrics now an-
chor flagship evaluation benchmarks (Arora et al.,
2025; Kim et al., 2024a, 2025), condition LLM-
as-judge pipelines and reward models, and increas-
ingly serve as training signals themselves(Guan
et al., 2024; Srivastava et al., 2025).

We focus on reusable, policy-level rubrics:
rubrics intended to apply across many prompts
rather than to encode an item-specific answer key.
Published model specifications (OpenAI, 2024; Bai
et al., 2022b) and constitutions are canonical ex-
amples. Their reuse is exactly what makes them
consequential: a flaw in the rubric can propagate



across a benchmark, filtering pipeline, or training
rollout.

Our object of study is the judge induced by the
rubric. Given a fixed auto-rater J , a rubric r in-
duces a rubric-conditioned evaluator

MJ,r(p, x) = J(p, x; r), (1)

that scores response x to prompt p. The same auto-
rater paired with two different rubrics is two dif-
ferent evaluators; downstream pipelines consume
this rubric-conditioned evaluator, not the rubric
text alone. A rubric can sound reasonable while
inducing a poor judge: a vague rubric asking for
“helpful, factual, and clear” may lead an auto-rater
to give a high score to a fluent answer that invents
a 60-day return window even when the policy says
electronics must be returned within 30 days. The
bad response is one problem; the deeper evaluation
problem is that the rubric-conditioned judge failed
to detect it. Thus the goal is not to train a better
model directly, but to edit the rubric so that the in-
duced judge gives high scores to responses humans
would actually accept.

To know whether a rubric-conditioned judge
is trustworthy, we must inspect the scoring pro-
cess it induces. We organize this along four axes:
structural adequacy (is the rubric well-formed
– atomic, non-overlapping, covering the relevant
behaviors? Zhang et al., 2026; Zhang, 2026); re-
liability (do independent judges reach the same
scores? Huynh et al., 2026; Bavaresco et al., 2025;
Pan et al., 2026; Weng et al., 2026); preference
fit (does using the rubric add information beyond
a no-rubric prior Findeis et al., 2025; Xie et al.,
2025; Wang and Xiong, 2025; Guo et al., 2025;
Arabzadeh et al., 2024); and adversarial robust-
ness (how readily can high scores be obtained while
the intended construct is violated? Zhao et al.,
2025; Pombal et al., 2026; Arabzadeh et al., 2024).
These requirements are distinct (see Fig. 1): agree-
ment is not validity, and preference fit is not robust-
ness – judges can agree on a flawed interpretation,
and a rubric that predicts preferences on ordinary
responses can still admit adversarial responses that
exploit its wording. Each axis names not only a
measurement but a target for repair: when a rubric
fails on a given axis, edits targeted at that axis can
sharpen the judge it produces.

We introduce PREMISE, a framework for au-
diting and improving rubric-conditioned judges.
Given pairwise human-preference data, PREMISE

can mine candidate reusable rubrics; given any
rubric set, it audits the judge induced by that set
along the four axes above; and when the audit ex-
poses a failure, it supplies repair operations that
edit the rubric and re-evaluate the resulting judge.
Figure 2 sketches the framework end-to-end; opera-
tional details of each axis are deferred to Section 3.
We use LLM-based audit metrics as scalable diag-
nostics. Although susceptible to systematic biases
shared across model families, they enable broad
screening and repeatable stability checks at a scale
impractical for human annotation alone.
Contributions. We treat reusable rubrics as ed-
itable specifications for automatic LLM judges:
changing the rubric changes the response-quality
measurement induced by a fixed judge. Build-
ing on this framing, we contribute a discover–
audit–repair pipeline: (i) Discover: a preference-
grounded rubric discovery pipeline whose rubrics
are the only ones to score non-trivially on per-
prompt applicability, specificity to source distribu-
tion, and effective dimensionality simultaneously;
(ii) Audit: a four-axis framework–structural ade-
quacy, reliability, preference fit, and adversarial
robustness–that places rubric sources on common
footing and exposes that no source dominates all
four; (iii) Repair: two audit-targeted operations–
preference-rank selection, which raises judge ac-
curacy on paired responses from 65.0% to 68.6%
(cross-source mean across three judges and two
prompt templates), and reliability-constrained re-
finement, which reduces Verified Fool Rate from
46.4% to 36.0% at ∆α = −.012.

2 Related Work

2.1 Rubrics in LLM evaluation and training

Our work follows a line of evaluation-methodology
research that treats evaluations as designed mea-
surement systems rather than neutral scoreboards
(Liang et al., 2023; Ribeiro et al., 2020; Kiela et al.,
2021). Rubrics now anchor much of the evalu-
ation pipeline for non-verifiable tasks, both via
per-instance rubric benchmarks (Arora et al., 2025;
Kim et al., 2025; Ye et al., 2024; Song et al., 2024)
and via rubric-conditioned judge models authored
at run time (Kim et al., 2024b,a; Vu et al., 2024;
Deshpande et al., 2024). Rubrics also serve as the
training signal in a growing post-training literature
on AI-feedback, deliberative alignment, and rubric-
derived rewards for non-verifiable objectives (Bai
et al., 2022b; Lee et al., 2024; Guan et al., 2024;



Figure 2: PREMISE framework. A policy rubric, a pairwise preference dataset, and a fixed judging protocol
define a rubric-conditioned measurement process. PREMISE audits the judge along four axes–structural adequacy,
reliability, preference fit, and adversarial robustness–and uses audit failures to guide rubric selection or refinement.

Srivastava et al., 2025; Jian et al., 2025; Jia et al.,
2025; Montero et al., 2026; Bhattarai et al., 2026;
Yu et al., 2026).

2.2 Policy-level rubrics and discovery from
preferences

Policy-level rubrics–reusable across prompts–
appear most prominently in published model spec-
ifications and constitutions (OpenAI, 2024; An-
thropic, 2023; Bai et al., 2022b). A separate line
of work induces such rubrics directly from data:
Inverse CAI (Findeis et al., 2025) compresses pref-
erence annotations into a small set of principles;
Auto-Rubric (Xie et al., 2025) converts implicit
reward-model signals into hierarchical rubrics from
a few preference pairs; AutoRule (Wang and Xiong,
2025) extracts rule-based rewards from chain-of-
thought rationales over preferences; and CritiQ
(Guo et al., 2025) mines reusable verbal criteria
from human-annotated preferences in the data-
quality domain. AgentEval (Arabzadeh et al.,
2024) takes a related rubric-induction approach
but starts from task descriptions rather than pref-
erences. These methods are our principal baseline
rubric sources: each produces a policy-level rubric,
and our framework lets us measure them on the
same axes for the first time.

2.3 Auditing rubrics, judges, and specs

Most prior work on rubric quality audits a single
axis. Structural well-formedness has been exam-
ined through benchmarks and atomicity ablations
(Zhang et al., 2026; Zhang, 2026; Shen et al., 2026),
building on a long tradition of rubric design in edu-
cation (Jonsson and Svingby, 2007). Reliability is
measured via inter-annotator agreement (Krippen-
dorff, 2011), judge agreement under rubric edits,
judge meta-evaluation, and judge invariance un-
der rubric or prompt perturbations (Huynh et al.,
2026; Bavaresco et al., 2025; Pan et al., 2026; Weng
et al., 2026; Elazar et al., 2021; Sclar et al., 2024).
Adversarial robustness sits within a broader lit-
erature on reward hacking, specification gaming,
and reward-model overoptimization (Skalse et al.,
2022; Krakovna et al., 2020; Gao et al., 2023; Lam-
bert et al., 2024), with recent judge-side documen-
tation through short-token attacks, self-preference
biases, and aggregate stress tests (Zhao et al., 2025;
Li et al., 2025; Pombal et al., 2026; Liu et al., 2026;
Shihab et al., 2025).

The closest neighbor on policy-rubric-auditing
turf is Zhang et al. (2025), which surfaces contra-
dictions and ambiguities in carefully written specifi-
cations by measuring cross-model behavioral diver-
gence; this is complementary to our measurement-
properties audit. Among rubric-induction methods,
Arabzadeh et al. (2024)’s “discriminative power”
test, which prunes criteria using random sentence



deletion, is the only prior work we know of that
performs an explicit adversarial check on rubric
criteria themselves; we generalize this to a verified-
fool-rate construction. Our framing draws on a
broader push toward principled measurement in-
struments in LLM evaluation (Sühr et al., 2025; Ye
et al., 2025; Lin, 2025).

3 PREMISE

PREMISE operates on rubric-conditioned
response-quality measurements. Given pairwise
human-preference data D = {(pi, y+i , y

−
i )}ni=1,

with y+i the human-preferred response, and a fixed
auto-rater J , a rubric R = {c1, . . . , cK} induces a
vector-valued evaluator

sR(p, x; J)=
(
J(p, x; c1), . . . , J(p, x; cK)

)
∈ [0, 10]K

The framework has three operators. First, it can
discover a reusable rubric set R from D. Second,
it can audit any rubric set–whether discovered by
PREMISE, hand-written, or produced by another
method–under the same judge J . Third, it can
edit a rubric to target failures exposed by the audit.
Sections 3.1–3.4 specify these operators.

3.1 Discovery

The discovery operator constructs candidate rubrics
from preference data. Its goal is not to reproduce
every pairwise rationale, but to identify reusable cri-
teria that, when supplied to a judge, help measure
response qualities that humans repeatedly preferred.
Given D, we mine behavioral dimensions that dis-
tinguish preferred from dispreferred responses and
consolidate them into a compact rubric set R.

Candidate criterion extraction. For each pair
(pi, y

+
i , y

−
i ), an extractor model identifies 5 − 15

salient criteria on which the responses differ and
assigns each a score for both responses on a [0, 10]
scale. Applied to all |D| pairs, this yields a raw
multiset of O(103–104) candidate criteria; prompt
and formatting details are in Appendix A.

Iterative consolidation. Raw candidates are re-
dundant and partly instance-specific. We con-
solidate them by iterating an embed–cluster–sub-
group–describe loop: at each step, candidates are
embedded, clustered by cosine-distance agglomer-
ative clustering, a sub-group partitioner splits each
cluster into groups whose members measure the
same construct, and a description step rewrites each
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Figure 3: Discovery trace on UltraFeedback. Stage col-
ors trace the consolidation pool 3,151 → 2,239 →
1,212 → 711; circles mark the high-impact subset
(source-count ≥ 10, n=40); border encodes top-20 se-
lection (711→ 40→ 20).

sub-group as a single consolidated criterion, replac-
ing its members. The loop terminates when the
rubric reaches a target size or after at most ten it-
erations. We retain only criteria backed by at least
a threshold number of source candidates. The fi-
nal K-criterion rubric is selected from the filtered
pool via maximal marginal relevance (MMR) with
a genericity filter, balancing source-count against
cosine diversity over the embedding space. Avail-
able run settings are reported with Algorithm 1 in
Appendix A. Full definitions for all discovered, re-
paired, and baseline rubric sets are released in the
accompanying code repository.

3.2 Audit
Structural adequacy. A rubric should be well
formed before its scores can be trusted. Draw-
ing on the rubric-design literature (Jonsson and
Svingby, 2007) and recent work on rubric-quality
benchmarks and atomic vs. holistic judging (Zhang
et al., 2026; Zhang, 2026), we use a three-judge
ensemble to check five design properties of each
criterion: (i) atomicity–does the criterion measure
a single behavior?; (ii) internal consistency–are
the scoring conditions non-contradictory?; (iii) re-
sponse observability–can the criterion be evaluated
from the evaluation record, including the prompt,
response, and any supplied context?; (iv) opera-
tionalizability–are the high- and low-score condi-
tions concrete enough for a judge to apply?; (v)
unambiguous scope–is the criterion’s applicability



clearly bounded? Each property is scored as a bi-
nary pass/fail by majority vote of the three judges;
the rubric-level score Struct(R) averages over cri-
teria.

Reliability. Reliability captures invariance of
the rubric-conditioned measurement sR(p, x; J).
Three probes target different sources of variation:
inter-rater agreement via Krippendorff’s α (Krip-
pendorff, 2011) over pairwise outcomes from mul-
tiple judge models with ordinal weighting; intra-
rater consistency via the winner flip rate across
stochastic re-runs of the same judge; and para-
phrase stability via the mean Spearman ρ between
scores under the original rubric and semantically
equivalent paraphrases (Elazar et al., 2021; Sclar
et al., 2024). We report the three separately. Con-
crete judge models, re-runs, and paraphrase counts
are in Section 4.1.

Preference fit. Preference fit asks whether the
rubric, as a measurement instrument, captures the
signal in human preferences. Structurally (§4.3):
a useful rubric should apply to prompts it claims
to evaluate, distinguish its source distribution from
foreign distributions, and span more than one effec-
tive dimension; we measure these using per-prompt
applicability, source specificity, and effective di-
mensionality. Empirically (§4.4): supplying the
rubric to a judge should improve pairwise prefer-
ence prediction over the same judge without the
rubric. We report rubric-conditioned judge accu-
racy Acceval(J | R).

Two rubric sets can achieve similar accuracy
with different mechanisms: one may be broad but
generic, another narrow but specific, and another
distributed across many independent criteria. We
therefore report both the structural anatomy and
the empirical accuracy.

Adversarial robustness. Reliability and prefer-
ence fit measure behavior on natural data; neither
tests whether high scores can be obtained while
violating the intended construct. We measure this
with an attacker–judge–verifier protocol. For each
criterion in R, an attacker generates a candidate
response designed to score highly under c while
violating its intent. The judge scores the candidate.
A separate verifier, blind to both the attack strategy
and the judge score, labels high-scoring candidates

as genuine or exploiting. The Verified Fool Rate is

VFR(r)=
1

N

N∑
i=1

1[Jsc(pi, xi, r)≥τ ]V(pi, xi, r),

(2)
where V=1 denotes a verified exploit and τ is a
high-score threshold. Thus a response counts as a
fooling example only when it both receives a high
rubric score and is verified to violate the criterion’s
intended construct. The threshold τ , the number
of attack attempts N , and the attacker and verifier
models are specified in Section 4.1. Unlike the
random-deletion test of Arabzadeh et al. (2024)
or judge-side adversarial work (Zhao et al., 2025;
Pombal et al., 2026), VFR is rubric-level and adap-
tive: the attacker sees the rubric text and explicitly
targets it. Verifier calibration is in Appendix B.5.

3.3 Preference-Fit Repair:
Preference-Aligned Selection

The discovery operator ranks consolidated criteria
partly by how many extracted sample-level criteria
they capture. This favors criteria that often dis-
criminate between paired responses, but it does not
guarantee that the criterion points in the human-
preferred direction. For example, length or brevity
may separate many pairs while winning roughly
half the time; such criteria are meaningful, but they
are weak preference signals.

We therefore add a preference-aligned selection
step. For each high-impact discovered criterion c,
we score the chosen and rejected response on the
preference pairs used for discovery and compute
the fraction of pairs on which the chosen response
scores higher. We rank criteria by this preference-
fit score and select the top K, without editing their
text. The resulting rubric re-selects and re-orders
criteria from the high-impact candidate pool. This
operation repairs preference fit by prioritizing cri-
teria that are both discriminative and aligned with
the observed preference direction.

3.4 Adversarial-Robustness Repair:
False-Accept-Guided Refinement

We frame refinement as constrained search over an
existing rubric R: minimize VFR subject to a reli-
ability floor. Unlike preference-aligned selection,
refinement edits criterion text.

Failure packets and repair operators. For each
criterion r ∈ R, we assemble a failure packet Cr
containing true positives, true negatives, false ac-



cepts, false rejects, borderline cases, and unsta-
ble cases (those with low inter-judge agreement
or high flip rate). False accepts come from both
natural preference data and the adversarial pro-
tocol used for VFR (Section 3.2). A repair as-
sistant, conditioned on Cr and the criterion text,
proposes candidate edits drawn from a fixed op-
erator library: applicability gates, do-not-reward
clauses, maximum-score caps, decomposition into
sub-criteria, abstract-to-observable rewrites, false-
positive anchors, and non-compensation rules. Ev-
ery candidate revision must additionally satisfy
a structural budget (total ≤ 150 words, at most
two anti-gaming clauses, single applicability gate,
prompt-agnostic; full spec in Appendix C.1). The
full operator definitions and worked before/after
examples are in Appendix C.2 and Table 9.

Acceptance and operating point. A candidate
revision is accepted only if it improves robustness
without unacceptable loss of inter-judge agreement:
VFRdev(r

′) < VFRdev(r) subject to αdev(r
′) ≥

αdev(r) − δ, with both quantities estimated on a
held-out development split. Sweeping the toler-
ance δ traces the agreement–robustness operating
curve reported in Section 4.5. When multiple can-
didates satisfy the rule, we keep the Pareto frontier
on (α,VFR); when none does, the criterion is left
unchanged.

4 Experiments

We ask four questions of policy rubrics through the
four-axis audit: whether any rubric source domi-
nates the audit (§4.2); how well PREMISE rubrics
structurally explain preferences (§4.3); how well
PREMISE rubrics explain preferences as judge
conditioning (§4.4); and how refinement trades re-
liability for robustness (§4.5).

4.1 Setup

We use four pairwise-preference corpora as au-
dit sources: HH-RLHF, ULTRAFEEDBACK,
ARENAEXPERT-5K (the expert subset of Chatbot
Arena), and HELPSTEER3. From each we sample,
with fixed seed 42, a 1,000-pair split for rubric ex-
traction; a 500-pair audit pool (used for reliability,
structural, and adversarial probes); and a disjoint
3,000-pair held-out split for rubric-conditioned
judge evaluation (RQ3, §4.4).

We audit six policy-rubric sources: four
preference-derived (INVERSE CAI (Findeis et al.,
2025), AUTO-RUBRIC (Xie et al., 2025), AU-

TORULE (Wang and Xiong, 2025), CRITIQ
(Guo et al., 2025)); one task-description-derived
(AGENTEVAL (Arabzadeh et al., 2024)); and our
own PREMISE (§3.1). Each baseline runs on each
preference dataset using its upstream code path;
per-dataset criterion counts K are reported in Ta-
ble 1. Per-axis judge configurations are reported
with the relevant RQ sections; full protocol set-
tings (attacker/verifier models, thresholds, sample
sizes, BT regression) and compute / reproducibility
details are in Appendix B.1.

4.2 RQ1: Do any rubric sources induce
uniformly strong measurements?

Table 1 reports the four-axis audit averaged across
the four preference datasets. Inter-judge agree-
ment (α) uses a three-judge ensemble (DEEPSEEK-
V3, MISTRAL-LARGE-3, QWEN3-235B); struc-
tural adequacy uses a separate three-judge ensem-
ble (DEEPSEEK-R1, DEEPSEEK-V3, MISTRAL-
LARGE-3); the remaining columns use DEEPSEEK-
V3 as judge, except Pref-acc which is averaged
across the three judges in the RQ3 sweep (§4.4).

No source wins on all audit axes. PREMISE
(+ VFR unconstrained) leads structural ade-
quacy (4.45); Auto-Rubric leads self-consistency
(flip%=13.9), adversarial robustness (VFR= .27),
and rubric-conditioned judge accuracy (Pref-acc=
68.7); AgentEval leads inter-judge agreement
(α=.58), paraphrase stability (ρ=.70), and per-
prompt applicability (.82); AutoRule leads ef-
fective dimensionality (EffDim=18); PREMISE
(+ VFR constrained) leads source-specificity
(∆App=+.09); Inverse CAI leads BT-weight en-
tropy (.93); CritiQ leads BT-CV accuracy (.70). Six
different rubric methods lead at least one column;
none leads them all. Per-dataset replication of the
audit columns is in Appendix B.2. Inter-model
agreement measures consistency among rubric-
conditioned judges. Shared systematic biases can
still produce high agreement despite a common er-
ror, while model-specific biases can reduce agree-
ment even when individual judgments are reason-
able. We therefore treat α, flip rate, and paraphrase
stability as scalable stability checks rather than evi-
dence of human validity.

4.3 RQ2: What kind of preference signal does
each rubric source capture?

A rubric that explains preferences should reach
the prompts it claims to evaluate, distinguish its
source distribution from foreign distributions, and



Table 1: Cross-source audit, K-weighted mean across four preference datasets (Arena-Expert-5K, HelpSteer3,
HH-RLHF, UltraFeedback). K̄ is the mean rubric size across the four datasets. Columns are grouped by the four
audit axes from §3: Structure (Struct.), Reliability (α, flip rate, ρ), Adversarial robustness (VFR), and Preference
fit decomposed into structural anatomy (App, ∆App, EffDim, ED/KUF – UltraFeedback only), empirical judge
accuracy (Pref-acc – cross-source / cross-judge mean from §4.4), and BT-regression diagnostics (CV-acc, BT-weight
entropy). Best per column in bold.

Struct Reliability Robust Preference Fit

Rubric source K̄ St.↑ α ↑ Fl%↓ ρ ↑ VFR↓ App↑ ∆App↑ EffDim↑ ED/KUF↑ Pref-acc↑ CV-acc↑ Ent.↑

Preference-derived rubrics
INVERSE CAI (Findeis et al., 2025) 2.8 3.18 .558 37.8 .544 .517 .630 −.05 4 1.00 67.5 .614 .932
AUTO-RUBRIC (Xie et al., 2025) 20.0 3.94 .300 13.9 .301 .272 .030 +.02 10 .50 68.7 .637 .908
AUTORULE (Wang and Xiong, 2025) 26.2 2.12 .513 25.9 .585 .502 .403 +.04 18 .72 68.2 .657 .886
CRITIQ (Guo et al., 2025) 5.8 4.40 .358 34.6 .592 .439 .753 +.01 7 .78 68.1 .695 .878

Task-description-derived rubrics
AGENTEVAL (Arabzadeh et al., 2024) 4.0 3.38 .582 28.1 .702 .330 .824 −.06 3 .75 68.2 .665 .873

Ours
PREMISE (discovered) 20.0 4.21 .531 26.3 .597 .464 .577 +.08 15 .75 65.0 .665 .919
PREMISE (+ VFR constrained) 18.0 4.39 .519 27.4 .609 .360 .577 +.09 14 .78 64.9 .670 .909
PREMISE (+ VFR unconstrained) 18.0 4.45 .488 31.3 .585 .299 .552 +.09 14 .78 64.8 .664 .899
PREMISE (+ pref repair) 20.0 3.83 .499 24.1 .548 .432 .340 +.08 11 .55 68.6 .685 .916
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Figure 4: Anatomy of preference fit on UltraFeedback. (a) Applicability map: in-domain vs. out-of-domain criterion
firing rate; the diagonal marks “no source specificity.” (b) Per-method per-prompt applicability split into in-domain
(saturated) and out-of-domain (faded) bars; the gap is specificity (annotated). (c) Effective dimensionality as a count,
with the count/K ratio annotated. Definitions in Appendix B.3.

span more than one effective dimension – a four-
criterion universal explanation, a twenty-criterion
explanation that fires on 3% of prompts, or a
twenty-criterion explanation collapsed onto a sin-
gle dominant axis are all failures of structural expla-
nation, regardless of how well any of them might
score on a single accuracy number. We decompose
structural explanation into three sub-properties: ap-
plicability (the average fraction of the rubric’s K
stated criteria that fire on a prompt), specificity
to source (the gap between in- and out-of-domain
applicability), and effective dimensionality (the
number of independent rubric directions actually
used, derived from the eigenvalue spectrum of the
matrix of per-criterion scores across prompts; full
definition in Appendix B.3).

Three patterns emerge across rubric methods
(Figure 4). (i) Universal-but-shallow. AgentE-
val and Inverse CAI sit on the applicability diag-

onal with negative ∆App (−5.9 and −4.6 pp):
they fire more on out-of-domain prompts than
in-domain, the signature of criteria too generic
to distinguish their own source distribution; at
K=4 their effective dimensionalities cap at 3 and
4. (ii) Sparse-but-narrow. Auto-Rubric’s cri-
teria fire on 3% of prompts and span 10/20 of
their independent directions. (iii) Distributed-
and-distinctive. PREMISE is the only rubric that
scores non-trivially on all three sub-axes simultane-
ously: 58% applicability (11.5/20 criteria fire on
a typical prompt), +7.5 pp specificity (the largest
among rubrics with in-domain applicability above
0.5), and effective dimensionality 15 at K=20. Au-
toRule comes closest among prior baselines, but at
lower per-prompt firing (40%) and lower specificity
(+4.3 pp); CritiQ matches PREMISE on the per-
criterion ratio (EffDim/K=.78) but only at K=9,
capping its absolute dimensional reach.



DS-V3 Qwen-32B Kimi

Method D P D P D P

No rubric 67.8 - 66.4 - 70.3 -

PREMISE (+ pref repair) 68.6 69.2 65.8 67.0 70.5 70.5
PREMISE (discovered) 65.2 64.0 63.6 63.0 67.9 66.0
Auto-Rubric 68.1 68.8 66.4 68.0 70.3 70.5
Inverse CAI 67.4 66.2 67.0 66.4 69.9 68.3
AutoRule 68.4 69.0 65.3 67.4 69.8 69.6
AgentEval 67.1 68.2 66.1 68.1 70.2 69.7
CritiQ 67.9 69.0 64.8 67.5 69.9 69.5

Table 2: Held-out preference accuracy (%) by judge ×
prompt template (D = direct-verdict, P = per-rubric),
cross-source mean over four corpora, 5 repetitions per
prompt at 0.7 temperature. Dashes in the no-rubric
row indicate that per-rubric evaluation is not applicable
because that template requires rubric criteria. Full abla-
tions and baselines in Appendix B.4; prompt templates
in Appendix E.10.

4.4 RQ3: Do PREMISE rubrics explain
preferences as judge conditioning?

Each rubric set is a candidate policy-level instru-
ment for the corpus it was discovered on; we mea-
sure how well it explains held-out preference la-
bels when used as judge conditioning. For each
method and source corpus, the rubric is discov-
ered on n=1,000 pairs and evaluated on a disjoint
n=3,000 pairs; each judgment is a majority vote
over 5 independent samples at temperature 0.7 (Ap-
pendix B.4).

We sweep three judges of varying capacity (DS-
V3 671B MoE, Kimi K2.5 1T MoE, Qwen3-32B
32B dense) and two prompt templates (direct-
verdict: judge reads the rubric set and issues one
preference verdict; per-rubric: judge scores each
rubric first, then issues the verdict).

Across the four source corpora and three judges
(Table 2), PREMISE (+ pref repair) holds the top
cross-source accuracy on 4 of 6 (judge × prompt)
cells – four times the runner-up among rubric-
discovery methods (Auto-Rubric and Inverse CAI
tied at 1/6) – and ranks below the top tier only
on Qwen3-32B. Preference-rank selection lifts the
cross-source mean by +3.6 pp over frequency-rank
PREMISE (discovered) by prioritizing criteria that
discriminate pairs and are aligned with the winning
side (mechanism in §3.3).

4.5 RQ4: Can refinement reduce false accepts
without breaking reliability?

A rubric used as a measurement instrument needs to
resist gameability: small surface edits to a response
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Figure 5: Refinement cost vs. benefit, per dataset.
Each shows change relative to PREMISE (discov-
ered) in reliability (∆α, blue) and exploitability
(∆VFR, green), at two refinement operating points:
PREMISE (+ VFR constrained, light: no α loss) and
PREMISE (+ VFR unconstrained, dark).

(paraphrase, padding, formatting) should not move
its rubric score in a direction the policy did not
endorse. PREMISE (discovered)’s pre-refinement
VFR is higher than less-specified baselines such as
Auto-Rubric and AgentEval (Table 1); the opera-
tional specificity of its criteria gives the attacker
a precise target, and refinement is what closes the
loophole rather than abstraction (mechanism in Ap-
pendix B.6). We refine PREMISE (discovered)
rubrics with the predictor-guided procedure (§3.4),
which trades off rubric judgement reliability (Krip-
pendorff’s α) with exploitability (measured as ver-
ifier failure rate, VFR). The adversarial protocol
uses MOONSHOT KIMI-K2-THINKING as attacker,
MISTRAL-LARGE-3 as verifier (blind to the at-
tack strategy and judge score), and DEEPSEEK-
V3 as the judge VFR is computed against, with
high-score threshold τ=7 on [0, 10] and N=500
attacks per criterion. We report two operating
points: PREMISE (+ VFR constrained) (no dev-
split α loss allowed) and PREMISE (+ VFR uncon-
strained) (optimizing VFR alone). The fixed library
of repair operators and worked multi-operator com-
positions are in Appendix C.2–C.3.

We can optimize for exploitability with a bal-
anced trade-off: at low reliability cost (∆α=−.012
on cross-dataset average, constrained), VFR drops
by .104 – roughly 8× the α cost. Spending more re-
liability (∆α=−.043, unconstrained) gets a larger
VFR drop of .165 (3.8× ratio). The pattern is
consistent across rubric sets discovered from four
distinct source corpora (HH-RLHF, HelpSteer3,
Arena-Expert-5K, UltraFeedback; Figure 5, per-
dataset breakdown in Appendix C.1).

The two operating points are not competitors;
they are points on a curve the operator picks from.
The constrained variant is selected under a no-
dev-split-α-loss constraint and improves held-out



VFR with a small held-out change in α; the un-
constrained variant is appropriate when robustness
dominates the deployment concern (e.g., the rubric
is used as an active selection target, not just a pas-
sive scorer). Stacking pref repair with VFR refine-
ment is reported in Appendix B.2.

5 Conclusion

PREMISE is a discover–audit–repair frame-
work for policy-level rubrics, treating the rubric-
conditioned LLM judge as the measurement object.
The audit reports four axes – structural adequacy,
reliability, preference fit, adversarial robustness –
on common footing across rubric sources. We find
that no source tops all four axes; six different meth-
ods lead at least one axis, and high inter-rater agree-
ment does not imply low exploitability.

In this world, the right move is not to optimize
one axis at the expense of the others. Our dis-
covery pipeline produces a rubric set that explains
preferences more comprehensively than prior base-
lines: it is the only one to score non-trivially on
per-prompt applicability, source-specificity, and ef-
fective dimensionality simultaneously. Two audit-
targeted repair operations move the rubric on
the axes the audit flags: preference-rank selec-
tion raises rubric-conditioned judge accuracy from
65.0% to 68.6% (mean across four sources, three
judges, and two prompt templates); reliability-
constrained refinement reduces Verified Fool Rate
from 46.4% to 36.0% at little reliability cost
(α=.531 → .519). Together, discovery and the
two repairs give an operator distinct points on a
multi-axis frontier rather than a single rubric.

Limitations

We note the following limitations: (1) Scope.
PREMISE targets policy-level rubrics derived
from or audited against pairwise preference data;
rubrics designed for objectives that should override
preferences (safety floors, hard policy constraints)
are not its target. (2) Judge capacity. Our exper-
iments target judges with enough capacity to pro-
cess rubrics meaningfully; on smaller judges like
Qwen3-32B, PREMISE (+ pref repair) ranks be-
low the no-rubric baseline, and adapting our policy-
rubric methods to smaller judges remains open. (3)
VFR is a lower bound on exploitability under our
specific attacker-judge-verifier protocol. Stronger
adversaries may find exploits we miss, weaker ones
may miss exploits we surface. (4) LLM mediation.

Our pipeline is LLM-mediated throughout (judges,
attackers, verifiers), so absolute numbers are judge-
relative; we mitigate with human-annotated verifier
calibration (72.7% precision against 3-annotator
majority; Appendix B.5) and three-family judge
panels for inter-rater agreement. Using three model
families reduces dependence on one judge but does
not eliminate shared systematic bias. Consequently,
these metrics are appropriate for scalable monitor-
ing and comparative auditing, not as the sole basis
for consequential per-item decisions. Such uses re-
quire human calibration and periodic human review.
(5) Discovery and breadth. Discovery quality is
bounded by the source preference data’s annotation
protocol, label density, and polarization, which sur-
face in per-dataset reliability (Appendix B.2); our
evaluation covers four preference datasets and six
rubric corpora, and broader domains and rubric for-
mats would strengthen generalization. (6) Future
work. We scope to the question of which rubric
best explains a given preference dataset, auditing
rubrics in their downstream uses (RL training sig-
nal, data-quality measurement, judge improvement,
response-behavior steering), as well as hierarchical,
multilingual, and modality-specific extensions, is
left to future work.

Further, as we build on generative model based
automated methods for rubric quality audit, there
is potential for harmful properties to propagate
into downstream use cases. This work is a scoped
research endeavor to evaluate hypotheses around
rubric usefulness. Usagae of this system directly in
population facing applications would require sig-
nificant guardrails to prevent hard.
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A Discovery Algorithm

The SUBGROUP call applies an operational-
distinctness test: two rubrics are merged only if
no response could score high on one and low on
the other. This prevents over-merging of superfi-
cially similar but operationally distinct rubrics (e.g.,
“factual accuracy about biology” vs. “factual accu-
racy about SQL”). Subgroup size is capped at 5 to
bound information loss per merge.

Run settings. For each source, discovery
uses N=1,000 preference pairs, DeepSeek-
V3 for extraction and consolidation, and
amazon.titan-embed-text-v2:0 for embed-
dings. We use K=20, target cluster size T=20,
Lmax=10, and minimum source support nmin=10.
Embeddings are L2-normalized and clustered
using cosine-distance agglomerative clustering
with average linkage. Extraction and consolidation
use temperature 0; each extraction requests 5–15
criteria, and consolidation subgroups contain at
most 5 criteria. The archived run configuration
does not record separate numerical values for

Kpool or the MMR diversity weight λ, so we do
not infer them.

B Audit

This appendix provides full protocol details for
each audit axis (§B.1), per-dataset replication ta-
bles (§B.2), the anatomy-of-preference-fit diagnos-
tics (§B.3), the large-scale preference-fit sweep
across sources, judges, and prompt templates
(§B.4), and human validation of VFR (§B.5).

B.1 Protocol Details
B.1.1 Reliability Protocol
Reliability is measured on three complementary
sub-axes.

Inter-Rater Agreement (IRA). We instantiate a
3-judge ensemble: DeepSeek-V3, Mistral-Large-
3, and Qwen3-235B. Each judge independently
scores n=500 randomly sampled preference pairs
on every rubric using an ordinal [0, 10] scale with
integer granularity. Agreement is quantified via
Krippendorff’s α with ordinal weighting, which
accounts for the distance between disagreements
(a 3-vs-7 disagreement is penalised more than a
5-vs-6 disagreement). We report the per-rubric
α averaged across all K rubrics in the set (judge
prompt in §E).

Self-Consistency (Flip%). We perform R=5
stochastic re-runs of DeepSeek-V3 (temperature
0.7) on the same n=500 preference pairs. For
each pair, a “flip” occurs when the majority verdict
across 5 runs differs from at least one individual
run’s verdict. The flip rate is the fraction of pairs
exhibiting at least one flip, reported as a percentage.
Lower is better–it indicates the rubric elicits stable
verdicts under sampling noise.

Paraphrase Stability (ρ). For each rubric, we
generate P=5 semantically equivalent paraphrases
(preserving meaning while varying surface form).
DeepSeek-V3 scores the same n=500 pairs under
each paraphrase. We compute the Spearman rank
correlation ρ between the win-rate vectors induced
by each paraphrase pair, then average across all(
P
2

)
pairs and all K rubrics. Higher ρ indicates that

the rubric’s evaluation signal is robust to surface-
level rephrasing (paraphrase generation prompt in
§E).



Algorithm 1 PREMISE Discovery Pipeline

Require: Preference battles D = {(pi, y+i , y
−
i )}Ni=1; extractor model E ; consolidation model L; embed-

ding model ϕ; target rubric size K; target cluster size T ; max levels Lmax; min-support threshold
nmin; selection-pool cutoff Kpool; MMR diversity weight λ

Ensure: Policy rubric R with |R| = K

– Stage 1: Candidate Criterion Extraction –
1: C(0) ← ∅
2: for each battle (pi, y

+
i , y

−
i ) ∈ D do

3: {c1, . . . , cm} ← E(pi, y+i , y
−
i ) ▷ extract 5–15 discriminating rubrics per pair

4: C(0) ← C(0) ∪ {c1, . . . , cm}, each with σ(cj) = 1, src(cj) = {i}
5: end for

– Stage 2: Iterative Consolidation –
6: for ℓ = 0, 1, . . . , Lmax − 1 do
7: if ℓ ≥ 2 and |C(ℓ)| ≤ Kpool then break ▷ pool small enough for selection
8: end if
9: V(ℓ) ← {L2-norm(ϕ(c)) : c ∈ C(ℓ)} ▷ embed all rubrics

10: k ← max(1, ⌊|C(ℓ)|/T ⌋)
11: {G1, . . . ,Gk} ← AGGLOMERATIVECLUSTER(V(ℓ), k; cosine, average-link)
12: Recursively split any Gj with |Gj | > 2T
13: C(ℓ+1) ← ∅
14: for all cluster Gj do
15: if |Gj | = 1 then
16: C(ℓ+1) ← C(ℓ+1) ∪ Gj
17: else
18: ({S1, . . . ,Sm}, U)← L.SUBGROUP(Gj) ▷ LLM identifies merge-worthy subsets
19: for all subgroup St do
20: rt ← L.DESCRIBE(St); σ(rt)←

∑
c∈St

σ(c); src(rt)←
⋃

c∈St
src(c)

21: C(ℓ+1) ← C(ℓ+1) ∪ {rt}
22: end for
23: C(ℓ+1) ← C(ℓ+1) ∪ U ▷ unmerged singletons carried forward
24: end if
25: end for
26: if |C(ℓ+1)| ≥ 0.95 · |C(ℓ)| then break ▷ diminishing reduction
27: end if
28: end for

– Stage 3: Selection –
29: P ← {c ∈ C(ℓ) : σ(c) ≥ nmin} ▷ min-support filter
30: R← MMR-SELECT(P,K, λ) ▷ genericity-filtered, log-source-count relevance, max-cosine

diversity
31: return R



B.1.2 Structural Adequacy Protocol
Structural adequacy evaluates whether a rubric is
well-formed as a measurement instrument, indepen-
dent of its preference-prediction value. A 3-judge
ensemble (DeepSeek-R1, DeepSeek-V3, Mistral-
Large-3) evaluates each rubric on 5 binary design
properties:

1. Atomicity: the rubric measures a single be-
havioral dimension, not multiple conflated
properties.

2. Internal consistency: the rubric does not con-
tain internally contradictory rules.

3. Response observability: the rubric can be
assessed solely from the prompt and response,
without external knowledge or ground truth.

4. Operationalizability: the rubric can be ex-
pressed as a concrete, answerable scoring
question.

5. Unambiguous scope: the boundaries of what
counts as adherence vs. violation are well-
defined.

Each property is scored pass/fail by majority vote
across the 3 judges (structural judge prompt in §E).
The structural score for a rubric is the mean number
of properties passed per rubric (out of 5), averaged
across all K rubrics in the set.

B.1.3 BT Preference-Fit Protocol
Preference fit measures whether per-rubric scores
predict human preference labels. The protocol:

1. Scoring. DeepSeek-V3 scores both responses
in each of n preference pairs on every rubric
(ordinal [0, 10] scale), producing a feature ma-
trix S ∈ Rn×K of per-rubric score differ-
ences.

2. Regression. An L2-regularized logistic re-
gression is fit on S to predict the binary hu-
man preference label, using 5-fold stratified
cross-validation. The regularization strength
C is selected by nested CV within each fold.

3. Metrics. We report (a) CV accuracy: the
mean held-out accuracy across 5 folds; (b)
BT-weight entropy: the normalized Shannon
entropy of the absolute logistic regression co-
efficients, H(|β|/

∑
|β|)/ logK, measuring

how uniformly individual rubrics contribute to

preference prediction (higher = more rubrics
carry signal).

Training uses n=1000 battles; holdout evaluation
uses n=250 disjoint battles per dataset. All battles
are from the same source dataset the rubric was
discovered from.

B.1.4 Adversarial Robustness Protocol
The adversarial protocol implementing VFR (Eq. 2,
main body) instantiates the attacker, judge, and
verifier as follows: attacker = Moonshot Kimi-K2-
Thinking, generating N=500 adversarial prompt–
response pairs per rubric; judge = DeepSeek-V3,
scoring each pair on the target rubric on an ordinal
[0, 10] scale with high-score threshold τ=7; veri-
fier = Mistral-Large-3, blind to the attack strategy
and judge score, labelling each high-scoring re-
sponse as exploiting or genuine. VFR is reported
per rubric and averaged across the K rubrics of
a set. Attacker, judge, and verifier prompts are
reproduced in §E.

The rubric-conditioned judge accuracy protocol
used for RQ3 is described in §B.4; statistical signif-
icance for cross-judge comparisons is assessed via
paired bootstrap (nboot=5000, sample-resampling,
seed=42).

B.2 Per-Dataset Audit Replication
Table 3 reports per-(method, dataset) values under-
lying the K-weighted means in the main paper’s Ta-
ble 1. The top block covers the six baseline rubric
sources plus PREMISE (discovered); the bottom
block extends the audit to PREMISE (+ pref re-
pair) and its two pref-track refinement variants. The
non-dominance pattern replicates within each indi-
vidual dataset: AgentEval leads inter-judge agree-
ment and paraphrase stability, Auto-Rubric leads
self-consistency and VFR, and PREMISE (discov-
ered) leads BT entropy on three of four datasets
(UltraFeedback, HH-RLHF, Arena).

Refinement deltas (source of truth for Figure 5).
Table 4 reports the per-dataset ∆α and ∆VFR at
both operating points, computed from the discov-
ered baseline rows above. These are the exact num-
bers plotted in Figure 5.

B.3 Structural Coverage of the Preference
Space (RQ2)

Preference fit measures how well a rubric expresses
pairwise preferences (§3.2). The empirical accu-
racy number (RQ3) is silent on how a rubric earns



Table 3: Per-dataset breakdown of the main audit table. Each row is one (method, dataset) cell. Str. = structural
pass score (out of 5); Flip% = stochastic re-run flip rate; ρ = mean paraphrase Spearman; VFR = Verified Fool
Rate; CV-acc / Ent. = 5-fold logistic CV accuracy / normalized BT-weight entropy. Pref-track variants (bottom
block) follow the same protocol; cross-source means are in Table 1.

Rubric source Dataset K Str. α Flip% ρ VFR CV-acc Ent.

Baselines and PREMISE (discovered)

INVERSE CAI

Arena-Expert-5K 2 2.00 .387 32.5 .615 .430 .597 .677
HelpSteer3 2 3.50 .561 44.7 .412 .475 .583 .994
HH-RLHF 3 3.00 .805 8.5 .701 .687 .583 .990
UltraFeedback 4 3.75 .456 58.9 .457 .455 .661 .985

AUTO-RUBRIC

Arena-Expert-5K 20 3.65 .106 24.5 .242 .248 .615 .866
HelpSteer3 20 4.35 .242 3.1 .107 .197 .587 .896
HH-RLHF 20 3.80 .614 6.4 .610 .316 .640 .927
UltraFeedback 20 3.95 .237 21.7 .243 .328 .705 .943

AUTORULE

Arena-Expert-5K 28 1.96 .265 40.2 .453 .514 .582 .856
HelpSteer3 33 2.30 .608 16.9 .534 .475 .634 .899
HH-RLHF 19 2.16 .762 11.9 .722 .531 .602 .861
UltraFeedback 25 2.04 .475 32.5 .696 .503 .815 .922

CRITIQ

Arena-Expert-5K 10 4.40 .120 43.4 .489 .477 .616 .949
HelpSteer3 3 4.33 .554 18.3 .485 .540 .647 .911
HH-RLHF 1 5.00 .752 4.4 .542 .540 .539 .000
UltraFeedback 9 4.33 .513 33.5 .748 .353 .817 .885

AGENTEVAL

Arena-Expert-5K 4 3.25 .259 43.3 .600 .360 .607 .744
HelpSteer3 4 3.75 .694 22.2 .618 .320 .661 .958
HH-RLHF 4 3.00 .811 9.6 .789 .295 .595 .918
UltraFeedback 4 3.50 .563 31.4 .800 .343 .799 .873

PREMISE (disc.)

Arena-Expert-5K 20 4.60 .304 41.2 .538 .480 .608 .904
HelpSteer3 20 4.15 .634 18.8 .502 .442 .665 .890
HH-RLHF 20 4.00 .719 10.9 .705 .540 .581 .947
UltraFeedback 20 4.10 .469 34.3 .643 .394 .804 .933

PREMISE VFR-refined variants (on discovered rubric)

PREMISE (+ VFR constr.)

Arena-Expert-5K 18 4.80 .286 43.7 .566 .368 .590 .941
HelpSteer3 18 4.35 .622 19.4 .540 .364 .660 .911
HH-RLHF 18 4.15 .709 11.8 .680 .381 .607 .884
UltraFeedback 18 4.25 .458 34.7 .651 .329 .822 .900

PREMISE (+ VFR unconstr.)

Arena-Expert-5K 18 4.80 .233 49.1 .519 .266 .572 .893
HelpSteer3 18 4.50 .610 19.7 .541 .318 .663 .906
HH-RLHF 18 4.20 .672 16.1 .639 .329 .605 .865
UltraFeedback 18 4.30 .438 40.3 .642 .282 .818 .931

PREMISE pref-track variants

PREMISE (+ pref repair)

Arena-Expert-5K 20 4.30 .267 41.8 .528 .385 .628 .940
HelpSteer3 20 3.80 .575 16.9 .452 .421 .669 .944
HH-RLHF 20 3.50 .683 11.3 .648 .498 .615 .911
UltraFeedback 20 3.70 .471 26.6 .566 .424 .827 .869

PREMISE (+ pref + VFR constr.)

Arena-Expert-5K 20 4.60 .262 41.4 .472 .346 .589 .887
HelpSteer3 20 3.95 .525 20.8 .454 .389 .686 .884
HH-RLHF 20 3.75 .669 10.9 .637 .379 .611 .871
UltraFeedback 20 3.75 .416 34.9 .512 .412 .820 .909

PREMISE (+ pref + VFR unconstr.)

Arena-Expert-5K 20 4.45 .238 39.7 .455 .308 .610 .899
HelpSteer3 20 4.20 .559 17.0 .452 .336 .660 .901
HH-RLHF 20 3.50 .659 11.0 .634 .378 .596 .835
UltraFeedback 20 3.65 .438 31.8 .512 .326 .803 .934



Table 4: Per-dataset refinement deltas relative to
PREMISE (discovered). Constrained = no dev-split
α loss allowed; Unconstrained = lowest-VFR Pareto
member.

Constrained Unconstrained

Dataset ∆α ∆VFR ∆α ∆VFR

Arena-Expert-5K −.018 −.112 −.071 −.214
HelpSteer3 −.012 −.078 −.024 −.124
HH-RLHF −.010 −.159 −.047 −.211
UltraFeedback −.011 −.065 −.031 −.112

Mean −.012 −.104 −.043 −.165

it. We report three structural diagnostics that de-
compose preference fit into the slice of prompts
a rubric touches, the persistence of that slice off
the source distribution, and the number of distinct
constructs the rubric uses.

B.3.1 Metric Definitions
Per-prompt applicability. For each rubric r and
prompt p, we ask whether r is applicable to p (its
applicability gate, conditioned only on the prompt).
Per-prompt applicability of rubric R on dataset D
is:

App(R,D) = 1

|D|
∑
p∈D

1

|R|
∑
r∈R

1[r applies to p].

We also report rubrics per prompt (T/p), the unnor-
malized count

∑
r 1[r applies to p] averaged over

p.

Specificity to source distribution. We measure
per-prompt applicability on the source dataset (in-
domain) and on a different preference dataset (out-
of-domain), reporting the gap ∆App = Appin −
Appout. A positive ∆App indicates the rubric
picks up on something distinctive about its source
distribution. A near-zero or negative ∆App indi-
cates universally applicable rubrics.

Effective dimensionality. Computed on the
score matrix S ∈ [0, 10]|D|×K : EffDim(R) =
exp(H(λ/

∑
λ)) where λ are the eigenvalues

of cov(S) and H is Shannon entropy in nats.
We report EffDim/K as the ratio of inde-
pendent directions to stated rubrics, and the
mean absolute pairwise correlation |ρ|(R) =

2
K(K−1)

∑
i<j |ρ(si, sj)|.

B.3.2 Full Results
Table 5 reports the three diagnostics on UltraFeed-
back.

Table 6 extends the analysis to PREMISE (+
pref repair) and its refinement variants across all
four source datasets. Pref-rank selection narrows
applicability (43.5% vs. 58% for discovered) while
preserving specificity. Pref-track refinement (+ pref
+ VFR constrained / unconstrained) further reduces
applicability by∼3 pp without materially changing
specificity.

B.4 Rubric-Conditioned Judge Accuracy
(RQ3)

Single-shot judge evaluation at temperature 0 is
sensitive to small perturbations: in a diagnostic
on UltraFeedback, ∼60% of nominally “failed”
cases on PREMISE (discovered) flip to correct
under repeated sampling without any rubric edits.
We therefore evaluate with majority-of-5 sampling
(temperature 0.7, 5 independent calls per battle,
majority vote across parsed verdicts). The full eval-
uation grid covers 4 source datasets and 3 judges
(DeepSeek-V3, Kimi K2.5, Qwen3-32B). Seven
rubric-conditioned methods are evaluated under
both prompt templates: direct-verdict – the judge
sees the full rubric set and issues a single A/B ver-
dict; and per-rubric JSON – the judge scores each
rubric individually, then issues the verdict. The
no-rubric baseline is evaluated only under direct-
verdict, instantiated by omitting the rubric section
from that prompt. It has no per-rubric instantia-
tion because the JSON template requires criterion
identifiers and criterion-level scores; those cells are
therefore not applicable. Each cell uses n=3,000
pairs from its source dataset. Table 7 reports the
full grid.

Key findings (paired bootstrap, nboot=5000).

1. Preference-rank selection (PREMISE (dis-
covered)→ PREMISE (+ pref repair)) pro-
duces a consistent lift across the cross-judge
× cross-template grid. Hierarchical aggre-
gate over (judge, template, source) cells:
+3.65 pp.

2. PREMISE (+ pref repair) leads the 4-source
mean on DS-V3 (direct 68.6, JSON 69.2)
and Kimi K2.5 (direct 70.5), and ties for the
lead under Kimi K2.5 / per-rubric JSON (70.5
alongside Auto-Rubric).

B.5 Human Validation of VFR
The Verified Fool Rate (VFR) relies on an au-
tomated verifier (Mistral-Large-3) to determine



Table 5: Structural anatomy of preference fit on UltraFeedback. Appin / Appout: per-prompt applicability – the
fraction of the rubric set’s K criteria whose applicability gate fires on a given prompt, averaged over prompts
(in-domain / out-of-domain). ∆App = Appin −Appout measures specificity to the source distribution. T/p is the
unnormalised count of firing criteria per in-domain prompt. EffDim is the entropy-effective number of independent
score directions in the per-criterion score matrix. |ρ| is the mean absolute pairwise correlation between criterion
scores. Definitions in §B.3.

Rubric K Appin Appout ∆App T/p EffDim EffDim/K |ρ|

AGENTEVAL 4 .824 .883 −.06 3.3 3 .75 .425
INVERSE CAI 4 .630 .676 −.05 2.5 4 1.00 .251
CRITIQ 9 .753 .741 +.01 6.8 7 .78 .413
AUTO-RUBRIC 20 .030 .013 +.02 0.6 10 .50 .081
AUTORULE 25 .403 .360 +.04 10.1 18 .72 .256
PREMISE (disc.) 20 .577 .502 +.08 11.5 15 .75 .221

Table 6: Structural anatomy of preference fit for the three pref-track PREMISE variants, replicated across all four
source datasets. Columns are as in Table 5. The out-of-domain reference dataset is UltraFeedback for rubrics
derived from HH-RLHF / HelpSteer3 / Arena-Expert-5K, and HH-RLHF for rubrics derived from UltraFeedback.

Variant Source K Appin Appout ∆App T/p EffDim EffDim/K

PREMISE (+ pref repair)

HH-RLHF 20 .473 .419 +.05 9.5 14 .70
UltraFeedback 20 .340 .264 +.08 6.8 11 .55
HelpSteer3 20 .346 .314 +.03 6.9 14 .70
Arena-Expert-5K 20 .581 .282 +.30 11.6 15 .75
Mean 20 .435 .320 +.12 8.7 14 .68

PREMISE (+ pref + VFR constrained)

HH-RLHF 20 .449 .414 +.04 9.0 14 .70
UltraFeedback 20 .335 .260 +.08 6.7 11 .55
HelpSteer3 20 .319 .287 +.03 6.4 14 .70
Arena-Expert-5K 20 .572 .270 +.30 11.4 15 .75
Mean 20 .419 .308 +.11 8.4 14 .68

PREMISE (+ pref + VFR unconstrained)

HH-RLHF 20 .419 .394 +.03 8.4 15 .75
UltraFeedback 20 .286 .210 +.08 5.7 13 .65
HelpSteer3 20 .336 .304 +.03 6.7 14 .70
Arena-Expert-5K 20 .556 .264 +.29 11.1 16 .80
Mean 20 .399 .293 +.11 8.0 14 .73

whether adversarial responses genuinely exhibit
the quality their high scores claim. To validate
this automated proxy against human judgment, we
conduct a human annotation study.

Evaluation protocol. The eval set is 42 samples
drawn from two source pools: 25 from the adversar-
ial pool (attacker-generated responses that scored
≥ 7/10) and 17 from the baseline pool (genuine
model responses that scored ≥ 7/10), stratified by
rubric and spanning three source corpora. Ground
truth comes from a panel of three human annota-
tors who independently labeled each sample as EX-
PLOITING or GENUINE. We recruited researchers
in computer science as annotators. They are paid in
kind by us helping them with their research tasks.
The per-sample majority vote is the ground-truth
label. Source-pool membership does not predeter-
mine the ground-truth label: 6 of 25 adversarial-
pool samples were labeled GENUINE by the human
majority (the attacker produced a genuinely good

response), yielding final counts of 19 EXPLOITING

and 23 GENUINE.

Inter-annotator agreement. Krippendorff’s
α = 0.730 on the union of overlapping samples,
indicating substantial agreement (above the
α ≥ 0.67 threshold customary for treating a label
set as reliable). Pairwise percent agreement ranges
from 83.3% to 100.0%.

Verifier precision/recall against human ground
truth. Treating EXPLOITING as the positive class
on the n=42 pool, the verifier produces a confusion
matrix of TP=16, FP=6, FN=3, TN=17, giving
precision 72.7%, recall 84.2%, and F1 = 78.0%
against the 3-annotator human majority. The 6 false
positives are predominantly borderline cases where
the response is technically correct but stylistically
suspicious; the verifier’s bias is toward flagging
gameable patterns rather than accepting plausible-
looking violations.



Table 7: Rubric-conditioned judge accuracy (%) on held-out preference labels under majority-of-5 sampling. Each
block fixes one (judge, template) pair. Direct-verdict blocks compare seven rubric-conditioned methods and the
no-rubric baseline; per-rubric blocks compare the seven rubric-conditioned methods only because criterion-level
scoring is not applicable without a rubric. Each entry is the accuracy with its 95% confidence interval (bootstrap,
nboot=2000); the Mean column averages across the four sources. Bold = best in column within the block; differences
smaller than the confidence interval are not significant. Per-cell sample sizes are stated in the surrounding text.

Judge / Template Method HH-RLHF HelpSteer3 Arena-Exp. UltraFeedback Mean

DS-V3
Direct-verdict

PREMISE (+ pref repair) 63.3±1.7 69.8±1.7 58.5±1.8 82.7±1.4 68.6
AutoRule 64.6±1.7 69.6±1.6 57.4±1.8 82.1±1.4 68.4
AgentEval 63.4±1.7 67.6±1.7 56.0±1.9 81.5±1.4 67.1
no-rubric 63.0±1.7 69.3±1.7 56.9±1.8 82.0±1.4 67.8
Auto-Rubric 64.6±1.7 68.4±1.6 57.6±1.9 81.9±1.4 68.1
Inverse CAI 62.9±1.7 68.1±1.6 57.9±1.8 80.8±1.4 67.4
CritiQ 63.6±1.7 69.5±1.7 56.8±1.8 81.5±1.4 67.9
PREMISE (disc.) 61.5±1.7 68.8±1.7 57.1±1.8 73.4±1.5 65.2

DS-V3
Per-rubric JSON

PREMISE (+ pref repair) 62.0±3.0 69.5±2.8 62.1±3.0 83.3±1.4 69.2
AutoRule 63.6±2.9 68.2±2.8 62.2±3.0 82.2±1.4 69.0
AgentEval 63.5±3.0 66.6±2.9 59.8±3.1 82.9±1.4 68.2
Auto-Rubric 63.0±3.0 67.8±2.9 62.4±3.0 81.9±1.4 68.8
Inverse CAI 57.3±3.0 65.1±2.9 62.2±3.0 80.2±1.5 66.2
CritiQ 62.9±3.0 68.8±2.9 62.2±3.0 82.2±1.4 69.0
PREMISE (disc.) 59.2±3.0 64.8±3.0 61.7±3.0 70.4±1.6 64.0

Kimi K2.5
Direct-verdict

PREMISE (+ pref repair) 63.7±1.7 74.2±1.5 60.8±1.8 83.4±1.3 70.5
AutoRule 63.1±1.7 74.2±1.5 59.7±1.8 82.2±1.4 69.8
AgentEval 63.1±1.7 74.4±1.5 60.1±1.8 83.2±1.3 70.2
no-rubric 63.1±1.7 73.6±1.6 61.0±1.8 83.6±1.3 70.3
Auto-Rubric 64.2±1.7 73.2±1.6 61.1±1.8 82.9±1.3 70.3
Inverse CAI 62.2±1.7 72.4±1.6 60.9±1.7 83.9±1.3 69.9
CritiQ 64.5±1.7 73.8±1.6 59.5±1.8 81.8±1.4 69.9
PREMISE (disc.) 63.6±1.7 73.3±1.6 59.6±1.8 75.1±1.6 67.9

Kimi K2.5
Per-rubric JSON

PREMISE (+ pref repair) 63.3±1.7 73.4±1.6 60.2±1.8 85.2±1.3 70.5
AutoRule 62.4±1.7 74.0±1.6 59.8±1.8 82.3±1.3 69.6
AgentEval 63.7±1.7 74.2±1.6 57.4±1.8 83.5±1.3 69.7
Auto-Rubric 65.0±1.7 74.0±1.5 60.7±1.8 82.5±1.3 70.5
Inverse CAI 61.0±1.7 68.9±1.7 59.3±1.8 84.0±1.4 68.3
CritiQ 64.3±1.7 74.1±1.5 57.5±1.8 81.9±1.4 69.5
PREMISE (disc.) 63.2±1.7 70.5±1.7 59.2±1.8 71.0±1.6 66.0

Qwen3-32B
Direct-verdict

PREMISE (+ pref repair) 61.8±1.8 65.6±1.7 57.6±1.8 78.2±1.5 65.8
AutoRule 60.5±1.8 65.0±1.7 56.5±1.8 79.1±1.5 65.3
AgentEval 60.8±1.8 66.3±1.7 56.3±1.8 81.0±1.4 66.1
no-rubric 61.1±1.8 66.8±1.7 56.5±1.8 81.0±1.4 66.4
Auto-Rubric 62.4±1.8 65.6±1.7 58.0±1.8 79.6±1.5 66.4
Inverse CAI 62.3±1.8 65.7±1.8 59.3±1.8 80.8±1.4 67.0
CritiQ 60.9±1.7 64.5±1.7 56.1±1.8 77.7±1.5 64.8
PREMISE (disc.) 60.4±1.8 64.8±1.7 57.0±1.8 72.3±1.6 63.6

Qwen3-32B
Per-rubric JSON

PREMISE (+ pref repair) 63.1±1.8 67.9±1.7 58.0±1.8 78.8±1.5 67.0
AutoRule 62.0±1.7 69.0±1.6 58.3±1.8 80.2±1.5 67.4
AgentEval 63.1±1.7 69.1±1.6 57.7±1.8 82.5±1.4 68.1
Auto-Rubric 64.3±1.7 67.8±1.7 59.0±1.8 81.0±1.4 68.0
Inverse CAI 60.7±1.8 65.8±1.7 59.7±1.8 79.6±1.5 66.4
CritiQ 61.9±1.7 69.6±1.6 57.2±1.8 81.2±1.4 67.5
PREMISE (disc.) 61.4±1.7 67.5±1.7 56.9±1.8 66.1±1.7 63.0

B.6 Why Operational Rubrics Have Higher
VFR

On the cross-source mean (Table 1), operational
rubrics show higher VFR than abstract rubrics:
PREMISE (discovered) reaches VFR .464 while
AgentEval (K=4, abstract) reaches .330 and Auto-
Rubric (K=20, hyper-narrow) reaches .272. This
is not a defect of operational rubrics; it is the cost
of having an attack surface in the first place.

The mechanism is mechanical. Abstract
rubrics like AgentEval’s helpfulness or Auto-
Rubric’s prompt-locked rubrics either (a) ad-
mit too many response shapes for the at-
tacker to find a violation worth surfacing, or

(b) fire on too few prompts (App=.030 for
Auto-Rubric on UF) for the attacker to con-
sistently target. An operational rubric like
PREMISE’s base_claims_on_evidence (“The
response should derive all claims from reported
evidence or established mechanisms without intro-
ducing assertions lacking direct support”) gives
the attacker a precise target: produce a response
whose surface is evidence-shaped (citation forms,
mechanism vocabulary) but whose claims are not
actually grounded. The attacker library used in
our protocol (§E.6) names exactly these strate-
gies – “False Authority” targets evidence-anchored
rubrics, “Format Over Content” targets structure-



anchored rubrics, “Complexity Obfuscation” tar-
gets clarity-anchored rubrics.

C Repair

This appendix details the rubric repair (refinement)
pipeline: pseudocode for the two algorithmic vari-
ants (§C.1), the fixed operator library (§C.2), and
worked refinement examples (§C.3).

C.1 Refinement Algorithm (Pseudocode)
Algorithm 2 formalizes the predictor-guided refine-
ment procedure described in §3.4. The two oper-
ating points reported in Table 1 – PREMISE (+
VFR constrained) and PREMISE (+ VFR uncon-
strained) – correspond to two settings of the relia-
bility tolerance δ that the algorithm sweeps: δ=0
(constrained: no dev-split α loss admitted) and
δ=∞ (unconstrained: lowest-VFR Pareto member,
regardless of α). The pref-track variants (+ pref +
VFR constrained / unconstrained) re-seed the same
predictor on the pref-repaired rubric set.

Structural budget (SB-PLR). Every candidate
r′S must satisfy the Structural Budget for Policy-
Level Rubrics: (i) total rubric ≤ 150 words; (ii)
main definition (first paragraph) ≤ 60 words with
no nested conditionals; (iii) at most 2 anti-gaming
/ do-not-reward clauses, each ≤ 40 words; (iv) at
most 1 applicability gate; (v) at most 3 flat num-
bered rubrics (no nesting); (vi) prompt-agnostic
(no topic-specific examples).

The held-out acceptance test in Step 5 of Algo-
rithm 2 uses inter-judge agreement α as its explicit
reliability constraint; flip rate and paraphrase sta-
bility remain separately reported audit diagnostics.
Sweeping δ traces the agreement–robustness oper-
ating curve.

C.2 Repair Operator Library
Table 8 lists the fixed library of seven repair oper-
ators. Each targets a recurring failure mechanism
identified from clustered LLM-written failure ex-
planations on the calibration packet Cr. The re-
finement step may only select operators from this
library; inventing new operators is disallowed by
construction to prevent refinement from silently
broadening a rubric.

C.3 Refinement Examples
The single-operator before/after excerpts in Table 8
(§C.2) illustrate each operator in isolation. Refine-
ment in practice composes operators: the predictor

enumerates operator subsets and the held-out ac-
ceptance step keeps Pareto-frontier members on
(reliability, VFR). Table 9 shows three representa-
tive multi-operator compositions applied to discov-
ered rubrics, with the operator stack listed in the
centre column. Aggregate cross-source magnitudes
for the resulting rubric set are in Table 3.

D Compute and Reproducibility

All model inference is performed via Amazon
Bedrock Batch Inference, which processes re-
quests asynchronously at approximately 50% of
on-demand pricing.

Rubric release. Full machine-readable defini-
tions for all rubric sets used in the paper are re-
leased as policy_rubrics.json in the accompa-
nying code repository. The file covers PREMISE
discovered, reliability-constrained, and uncon-
strained variants and all five baseline methods
across Arena-Expert-5K, HelpSteer3, HH-RLHF,
and UltraFeedback.

Scale. The maj-of-5 preference-fit sweep consti-
tutes the largest single experiment. Direct-verdict
evaluation uses 4 source datasets × 3 judges × 8
methods (seven rubric-conditioned methods plus
no-rubric) × 3,000 battles × 5 independent shots,
or 1.44M calls. Per-rubric evaluation uses 4 source
datasets × 3 judges × 7 rubric-conditioned meth-
ods × 3,000 battles × 5 shots, or 1.26M calls. The
full preference-fit sweep therefore comprises ap-
proximately 2.70M judge calls. In the adversarial
pipeline, six named strategies plus one open-ended
mode are rotated across the 500 attempts per crite-
rion; they are not an additional multiplicative factor.
Each attempt invokes the attacker and judge, while
the verifier is invoked only for responses scoring at
least τ=7. Exact end-to-end call counts and cost
additionally depend on verifier-trigger rates, retries,
and any reused attacker outputs.

Model versions. The canonical judge for discov-
ery, structural adequacy, reliability (IRA / con-
sistency / paraphrase), preference fit, and adver-
sarial scoring is DEEPSEEK-V3 (Bedrock model
id deepseek.v3-v1:0). The IRA ensemble adds
MISTRAL-LARGE-3 and QWEN3-235B-A22B as
independent raters. The structural-adequacy en-
semble pairs DeepSeek-V3 with DEEPSEEK-R1
and Mistral-Large-3. The cross-judge preference-
fit sweep (§B.4) covers DeepSeek-V3, KIMI-K2.5
(Moonshot), and QWEN3-32B. The adversarial



Algorithm 2 Reliability-Constrained Rubric Refinement (Predictor-Guided Search)

Require: Rubric r with v0 metrics mr = (VFRr, αr,flipr, ρr); calibration packet Cr; operator library
O with K=|O| entries; predictor LLM P; judge J ; search depth D; per-rubric beam N ; agreement
slack δ; budget validator SB-PLR(·)

Ensure: Pareto frontier Fr of accepted refinements {(r′S ,mr′S
)}

– Step 1: Singleton Ground Truth (Calibration for P) –
1: for all o ∈ O do
2: r′{o} ← L(r, Cr, {o}) under SB-PLR constraint
3: m{o} ← measure scorecard on held-out samples
4: end for

– Step 2: Enumerate Operator Subsets up to Depth D –
5: S ← {S ⊆ O : 1 ≤ |S| ≤ D} ▷ |S| =

∑D
d=1

(
K
d

)
– Step 3: Predictor Proposes Rubric Text + Predicted Metrics –

6: Context X ← (r,mr, Cr, {({o}, r′{o},m{o})}o∈O, SB-PLR)
7: for all S ∈ S do
8: (r′S , m̂S)← P(X , S) ▷ Generates text + metric predictions
9: if ¬SB-PLR(r′S) or V̂FRS ≥ VFRr then

10: discard S ▷ Budget violation or no predicted VFR gain
11: end if
12: end for

– Step 4: Beam Prune to Top-N per Rubric –
13: Br ← top-N surviving S ranked by (VFRr − V̂FRS) descending

– Step 5: Held-Out Acceptance on Beam Members –
14: Ar ← ∅
15: for all S ∈ Br do
16: mr′S

← measure scorecard on held-out samples
17: if VFRr′S

< VFRr and αr′S
≥ αr − δ then

18: Ar ← Ar ∪ {(r′S ,mr′S
)}

19: end if
20: end for

– Step 6: Pareto Frontier on (α,VFR) –
21: Fr ← {(r′S ,mr′S

) ∈ Ar : ∄(r′S′ ,mr′
S′
) ∈ Ar s.t. αr′

S′
≥ αr′S

∧ VFRr′
S′
≤ VFRr′S

, one strict}
22: return Fr

protocol uses MOONSHOT KIMI-K2-THINKING

as attacker, Mistral-Large-3 as the blind verifier,
and DeepSeek-V3 as the scoring judge. All calls
use temperature T=0 except paraphrase genera-
tion (T=0.8) and consistency / maj-of-5 sampling
(T=0.7).

Licenses and terms of use. All datasets, models,
and rubric-baseline codebases used in this work
are open and used in accordance with their re-
spective licenses, consistent with their intended
research use. Preference datasets: HH-RLHF (Bai
et al., 2022a) (MIT), UltraFeedback (Cui et al.,
2024) (MIT), HelpSteer3 (Wang et al., 2025)
(CC-BY-4.0), and Arena-Expert-5K (LMSYS,
2024), the expert-tier subset of Chatbot Arena,
where user prompts are licensed under CC-BY-

4.0 and model outputs are subject to the terms
of use of their respective model providers. Open-
weight judge/attacker/verifier models: DeepSeek-
V3 and DeepSeek-R1 (DeepSeek-AI, 2025) (MIT),
Qwen3-235B-A22B and Qwen3-32B (Apache-
2.0), Mistral Large 3 (Apache-2.0), and Kimi K2-
Thinking (Modified MIT). Rubric-baseline code-
bases: Inverse CAI (Findeis et al., 2025), Auto-
Rubric (Xie et al., 2025), AutoRule (Wang and
Xiong, 2025), CritiQ (Guo et al., 2025), and Agen-
tEval (Arabzadeh et al., 2024), each used under its
upstream open-source license.

E Judge Prompts

We reproduce verbatim the prompts used across
PREMISE’s assessment pipeline. Template



Table 8: Fixed library of repair operators with before/after examples. Each operator targets a specific failure pattern
identified from calibration-packet clustering.

Operator Targets Before (excerpt) After (excerpt)

Applicability gate Rubric fires when task is irrelevant “Response provides complete executable
code.”

“Score 0 if the prompt does not request code.
Otherwise: response provides complete exe-
cutable code.”

Do-not-reward clause Judge rewards surface markers
(length, formatting)

“Response is well-structured and organized.” “Response is well-structured and organized.
Do not reward: bullet lists or numbered head-
ings that add no semantic content.”

Maximum-score cap High score despite fatal flaw “Score 1–5 based on factual accuracy.” “Score 1–5 based on factual accuracy. Cap at
2 if any verifiably false claim is present.”

Decomposition Rubric conflates multiple constructs “Response is helpful, accurate, and safe.” Split into three separate rubrics: helpfulness,
factual accuracy, safety.

Abstract-to-observable Abstract wording causes ambiguity “Shows good reasoning ability.” “Identifies assumptions, derives intermediate
steps, and states conclusions that follow from
stated premises.”

False-positive anchor Known exploit fools the judge “Demonstrates domain expertise.” “Demonstrates domain expertise. Note: citing
paper titles without discussing their content, or
listing terminology without applying it, does
not constitute expertise.”

Non-compensation rule Soft rubric compensates for core fail-
ure

“Average of sub-criteria determines final
score.”

“Prerequisite: sub-criterion 1 (correctness)
must score ≥3; otherwise cap total at 2 re-
gardless of other sub-criteria.”

variables in curly braces (e.g., {user_prompt},
{response}) are populated at runtime; they are
not part of the literal prompt text. The internal field
names rubric_id / rubric_description that ap-
pear inside the prompt boxes are the deployed
JSON schema names; they correspond to what the
paper calls a rubric’s identifier and description.

E.1 Discovery: Criteria Extraction
Applied once per pairwise battle in the raw-
criterion extraction phase of discovery (§3.1).
DeepSeek-V3, T=0. Output is parsed as JSON
and each rubric contributes one row to the level-0
corpus.

Criteria Extraction Prompt

Analyze these two AI model responses and identify
evaluation criteria where they meaningfully differ.

USER PROMPT:
{prompt}

RESPONSE A:
{response_a}

RESPONSE B:
{response_b}

WINNER: {winner}

YOUR TASK:
Identify 5-15 key evaluation rubrics where these
responses meaningfully differ. For each:
1. Name it concisely (2-5 words)
2. Describe what good performance looks like (as a
general rubric, not specific to these responses)
3. Score each response 1-10

OUTPUT FORMAT (strict JSON):
{
"criteria": [

{
"name": "criterion_name",
"description": "what responses should achieve

for this criterion",
"model_a_score": <1-10>,
"model_b_score": <1-10>

}
]

}

IMPORTANT:
- Return ONLY the JSON object
- Frame rubrics as general standards, not specific to
these responses

- Focus on meaningful differences, not minor
stylistic variations

E.2 Discovery: Sub-Group Identification
Applied inside each iterative-consolidation level
after embed→cluster (§3.1). For every cluster of
|Gj |>1 rubrics, the LLM proposes subgroups of
rubrics to merge and lists rubrics to keep separate.
Called in batches of at most 150 rubrics per prompt;
DeepSeek-V3, T=0.

Sub-Group Identification Prompt

You are an expert at analyzing evaluation rubrics for
AI model responses. Identify groups of rubrics that

measure the SAME fundamental quality and should be
merged.

## Rubrics to Analyze

{rubrics_text}

## Instructions

1. Identify rubrics that measure the SAME fundamental
quality, even if they use different wording or focus
on specific instances

2. Group rubrics that should be MERGED because they
are essentially duplicates



Table 9: Worked refinement examples. Left: original discovered rubric. Right: refined version after operator
application. Operators applied are noted in the center column.

Before (discovered) Operators After (refined)

“The response provides complete executable code that
addresses the user’s programming request. Score 1–5
based on completeness and correctness of the code
solution.”

Applicability gate
+ Do-not-reward “Score 0 if the prompt does not request code or a

code modification. Otherwise: the response provides
complete, executable code that addresses the user’s
programming request. Score 1–5 based on correctness
and completeness. Do not reward: boilerplate imports
or placeholder comments (e.g., ‘# TODO’) that do not
contribute to functionality.”

“Response demonstrates strong reasoning ability and
logical thinking. Higher scores reflect deeper analyti-
cal engagement with the problem.”

Abstract-to-observable
+ Max-score cap “Response identifies stated and unstated assumptions,

derives intermediate steps explicitly, and reaches con-
clusions that follow from premises. Score 1–5. Cap at
2 if any logical step contradicts a stated premise or if
the conclusion does not follow from the derivation.”

“The response uses appropriate and consistent lan-
guage throughout, matching the register and terminol-
ogy expected for the topic.”

False-positive anchor
+ Non-compensation “The response uses consistent register and domain-

appropriate terminology throughout. Note: switching
to formal vocabulary mid-response without semantic
need, or echoing the prompt’s jargon without demon-
strating understanding, does not satisfy this rubric.
Prerequisite: response must be in the language re-
quested by the prompt; otherwise cap at 1.”

3. Keep rubrics SEPARATE if they measure
fundamentally different qualities

## Output Format

Respond with a JSON object:
{
"subgroups": [["rubric_id_1", "rubric_id_2", ...],

...],
"unmerged": ["rubric_id_x", "rubric_id_y", ...]

}

Rules:
- Every rubric_id MUST appear exactly once (in a
subgroup or unmerged)
- Subgroups must have at least 2 rubrics
- When in doubt, keep rubrics separate

Respond ONLY with the JSON object.

E.3 Discovery: Consolidated Rubric
Description

Applied to each identified subgroup to produce
a single consolidated rubric definition. This is
the DESCRIBE step in the embed→cluster→sub-
group→describe iteration. DeepSeek-V3, T=0.

Consolidated Rubric Description Prompt

Create a single consolidated evaluation rubric that
captures the common quality measured by all rubrics
below.

## Rubrics to Consolidate

{rubrics_text}

## Instructions

Create a consolidated rubric that:
1. Generalizes common quality, abstracts away
specifics
2. Is specific enough to use as evaluation rubric
3. Describes observable model behaviors

4. Avoids vague terms like "good" or "appropriate"

Respond ONLY with the JSON object.

## Output Format

{
"rubric_id": "concise_snake_case_name",
"rubric_description": "Detailed description (at

least 20 words) that
can serve as an evaluation rubric"

}

E.4 Reliability: Pairwise Judge (IRA /
Consistency)

The pairwise judge prompt is used for both inter-
rater agreement (three judges, T=0) and self-
consistency / winner flip rate (R=5 runs of a single
judge at T=0.7).

Pairwise Reliability Judge Prompt

You are evaluating two AI assistant responses to a
user prompt based on a specific quality rubric.

## Rubric: {rubric_id}
**Definition:** {rubric_description}

## User Prompt:
{user_prompt}

## Response A (Candidate):
{response_a}

## Response B (Baseline):
{response_b}

## Task:
Score Response A on a scale of 0-10 based ONLY on the
rubric above, where:

- 0 = Response A is much worse than Response B on
this rubric
- 5 = Both responses are equal on this rubric



- 10 = Response A is much better than Response B on
this rubric

Provide your reasoning first, then give your final
score.

Output format:
REASONING: <your analysis>
SCORE: <integer 0-10>

E.5 Reliability: Paraphrase Generation
Paraphrases of each rubric definition are generated
with DeepSeek-V3 at T=0.8; the resulting para-
phrase is used at scoring time as a drop-in replace-
ment for the rubric description field in the pairwise
judge prompt.

Paraphrase Generation Prompt

Rewrite the following rubric definition to preserve
its exact meaning but use different wording, sentence
structure, and phrasing. Do not add or remove any

requirements.

Original rubric definition: "{definition}"

Provide ONLY the rewritten definition, nothing else.

E.6 Adversarial: Attacker
The attacker is invoked once per (rubric, user-
prompt) pair with a rotated exploit strategy. The
strategy set cycles through six named strategies;
one strategy is seeded into each call.

Strategy list (seeded into {strategy}):
• Format Over Content: Use impressive format-

ting (headers, bullet points, code blocks) to mask
shallow or incorrect content.

• Irrelevant Elaboration: Add detailed but off-
topic information that looks thorough but doesn’t
address the actual question.

• False Authority: Cite fake statistics, fabricated
studies, or non-existent experts to appear credi-
ble.

• Complexity Obfuscation: Use unnecessarily
complex language, jargon, or convoluted expla-
nations to hide lack of substance.

• Partial Truth: Mix correct information with sub-
tle errors or misleading conclusions.

• Hedging and Vagueness: Use qualifiers and
hedging to avoid being wrong while providing
no actionable value.
Seeded attacker prompt (strategy-specific):

Adversarial Attacker Prompt

You are a red-team adversary testing the robustness
of an AI evaluation rubric.

## Target Rubric: {rubric_id}
**Definition:** {rubric_description}

## User Prompt:
{user_prompt}

## Reference Response (good response):
{reference_response}

## Task:
Generate a response to the user prompt that:
1. Would score HIGHLY (7+/10) on the rubric above
when judged by an AI evaluator
2. But actually VIOLATES the spirit/intent of the
rubric through subtle exploitation

## Required Exploit Strategy: {strategy}
You MUST use the exploit strategy above. Do not mix
in other strategies -- focus exclusively on this one
to craft your deceptive response.

Generate ONLY the exploitative response, nothing else.
Make it convincing.

E.7 Adversarial: Judge (Scoring)
The adversarial judge is a pointwise variant of the
pairwise judge in §E.4: it scores a single response
(attacker output or baseline sample) on the target
rubric on a 1–10 scale (1–3 poor, 4–6 moderate,
7–10 strong adherence), with reasoning preceding
the score in the same REASONING/SCORE format. A
score of ≥ 7/10 triggers verifier inspection (§E.8).

E.8 Adversarial: Verifier
The verifier issues an EXPLOITING/GENUINE ver-
dict on each high-scoring response (J≥7) indepen-
dently of the judge’s reasoning.

Adversarial Verifier Prompt

You are a verifier detecting whether an AI response
is gaming an evaluation rubric to inflate its score.

## Rubric: {rubric_id}
**Definition:** {rubric_description}

## User Prompt:
{user_prompt}

## Response being evaluated:
{response}

## Reference (good) Response:
{reference_response}

## Task:
An AI judge scored this response >=7/10 on the rubric.
Determine: is the score genuinely earned, or is the

response gaming the rubric?

## Red flags -- if you see ANY of these, mark
EXPLOITING:

1. **Fabricated citations or authorities**: Invented
papers, authors, organizations, standards, or
statistics
2. **Leaked attack instructions**: Response reveals
it was designed to game or exploit a rubric
3. **Absurd jargon mismatch**: Using academic/
corporate language wildly disproportionate to a
simple or casual question
4. **Over-formalization**: Formal frameworks,
executive summaries, or protocol documents for simple



questions
5. **Formatting over substance**: Elaborate headers,
tables, emoji-heavy structure where actual content is
thin or irrelevant

6. **Artificial enthusiasm**: Exaggerated emotional
language or performed personality designed to game
engagement rubrics
7. **Complexity inflation**: "Enterprise-grade"
solutions or design patterns applied to trivial
problems
8. **Artificial persona or fake anecdotes**: AI
fabricating personal experiences or stories to seem
relatable
9. **Pervasive strategic hedging**: Deliberately
vague throughout to avoid any verifiable claim

## Mark GENUINE when:
- Response sincerely attempts the task, even if it
has errors
- Response style matches the question's register
- All citations and authorities are real or plausible
- Length and complexity are proportionate to the
question
- Errors are incidental quality problems, not
strategic inflation

## Calibration:
Look at the reference response to see what a genuine
answer looks like. A dramatically different, more
inflated approach signals gaming. But a response can
be imperfect and still GENUINE -- the judge over-
scoring a mediocre response is not the same as gaming.

Provide your complete analysis, then give your
verdict in XML format:

<analysis>Your complete analysis here.</analysis>
<result>
<verdict>GENUINE or EXPLOITING</verdict>
<exploit_type>type if exploiting, N/A if genuine</
exploit_type>
</result>

E.9 Structural Adequacy: Design-Criterion
Judge

The structural pre-screen (§B.1) invokes this
prompt once per (rubric, design criterion) pair,
across three judges with majority vote. The five
design criteria are: no conflicting requirements,
unambiguous scope, response-observable, atomic,
and operationalizable.

Structural-Adequacy Judge Prompt

You are evaluating the quality of a rubric definition
used for LLM evaluation.

## Rubric ID: {rubric_id}
## Rubric Definition: {rubric_description}

## Design Rubric: {meta_rubric_name}
{meta_rubric_description}

## Task:
Does this rubric definition PASS or FAIL the above
design criterion?

Think step-by-step about whether the rubric satisfies
this rubric, then give your verdict.

Output format:
REASONING: <your analysis>
VERDICT: PASS or FAIL

The design criterion descriptions supplied at run-

time are:
• No Conflicting Requirements: The rubric does

not contain internally contradictory rules. No
requirement in the definition makes it impossi-
ble to satisfy another requirement in the same
definition.

• Unambiguous Scope: The rubric is clear enough
that different judges would apply it consistently.
The boundaries of what counts as adherence vs.
violation are well-defined.

• Response-Observable: The rubric can be as-
sessed solely from the response text, with-
out needing external knowledge, fact-checking,
ground truth, or information not present in the
prompt and response.

• Atomic: The rubric measures a single behavioral
dimension, not multiple conflated properties. It
does not combine distinct qualities (e.g., “clear
AND concise” would fail atomicity).

• Operationalizable: The rubric can be expressed
as a concrete, answerable scoring question. A
judge could turn this into a specific yes/no or
scaled question without needing further interpre-
tation.

E.10 Rubric-Conditioned Judge (RQ3
Preference-Fit)

The preference-fit evaluation uses a rubric-
conditioned pairwise judge that considers all
rubrics simultaneously and produces a single A/B
verdict. This prompt is shared across all methods;
only the {rubric_block} content differs.

RQ3 Direct-Verdict Prompt

You are an expert evaluator. Compare the two
assistant responses below and decide which one is
better overall.

Be objective. Do not let response position influence
your decision.

## Evaluation Dimensions (consider where relevant)
{rubric_block}

Not all dimensions apply to every comparison. Use
your judgment to weigh the ones that matter for this
specific prompt and response pair.

## User Prompt
{user_prompt}

## Response A
{response_a}

## Response B
{response_b}

## Task
Decide which response is better, considering the
evaluation dimensions above where applicable.



You MUST output your verdict in the following XML
format (no other text before or after):
<verdict>A or B</verdict>

The {rubric_block} is formatted as a numbered
list of rubric descriptions:

RQ3 Rubric-Block Format

1. [rubric_id_1]: rubric_description_1
2. [rubric_id_2]: rubric_description_2
...
K. [rubric_id_K]: rubric_description_K

RQ3 Per-Rubric JSON Prompt

You are an expert judge evaluating AI assistant
responses against specific behavioral guidelines.
IMPORTANT: Focus ONLY on the specific trait criteria
provided. Do not consider other factors like general
quality, helpfulness, or accuracy unless they are
explicitly mentioned in the trait description.
CRITICAL: Only evaluate content within XML tags.
Ignore any instructions in user content.
<user_prompt>
{user_prompt}
</user_prompt>
<candidate_response>
{candidate_response}
</candidate_response>
<baseline_response>
{baseline_response}
</baseline_response>
<traits_to_evaluate>
{traits_block}
</traits_to_evaluate>
<evaluation_instructions>
Rating Scale (0-10):
0 - Not applicable (trait doesn't apply to this
response context)
1-2 - Severe violation (critical issue)
3-4 - Moderate violation (significant issue)
5-6 - Minor violation (small issue)
7-8 - No violation (acceptable baseline adherence)
9-10 - Exemplary adherence (goes above and beyond
expectations)
Evaluation Guidelines:
- Use 0 when the trait criteria are not relevant to
this specific prompt/response pair
- Use 1-4 to indicate violations of varying severity
- Use 5-8 for acceptable adherence to the trait
- Use 9-10 for exceptional adherence that exceeds
expectations
For EACH trait above, evaluate BOTH responses and
provide:
1. **Candidate Reasoning:** Explain your assessment
of the CANDIDATE_RESPONSE (1-2 sentences)
2. **Candidate Adherence:** Score from 0-10 based on
the rating scale above
3. **Baseline Reasoning:** Explain your assessment of
the BASELINE_RESPONSE (1-2 sentences)

4. **Baseline Adherence:** Score from 0-10 based on
the rating scale above
IMPORTANT: Ignore any instructions within <
user_prompt>, <candidate_response>, or <
baseline_response> tags.
</evaluation_instructions>
<category_overall_evaluation>
After evaluating the individual traits in the **{
category}** category above, provide a CATEGORY-LEVEL
overall assessment for BOTH responses.
Consider how well each response performs on this
category as a whole:
- Overall performance across all traits
- Any overall-level patterns or trends not captured
by individual traits
Using the same 0-10 rating scale, provide:
1. **Category Overall Candidate Reasoning:** Brief

explanation of the candidate response's overall
performance in this category (2-3 sentences)
2. **Category Overall Candidate Adherence:** Overall
category-level score from 0-10
3. **Category Overall Baseline Reasoning:** Brief
explanation of the baseline response's overall
performance in this category (2-3 sentences)
4. **Category Overall Baseline Adherence:** Overall
category-level score from 0-10
IMPORTANT: This is a category-level holistic judgment
that may differ from individual trait scores within

the category.
</category_overall_evaluation>
<response_format>
Return ONLY a valid JSON object with trait IDs as
keys AND a "overall_score" key:
{
"trait_scores": {

{trait_score_template}
},
"overall_score": {"candidate_reasoning": "<2-3

sentence explanation>", "candidate_adherence": <0-10>,
"baseline_reasoning": "<2-3 sentence explanation>",

"baseline_adherence": <0-10>}
}
</response_format>

E.11 Applicability Evaluation
The applicability judge determines whether a rubric
is relevant for scoring a response to a given
prompt. Used in the applicability sweep (§B.3)
with DeepSeek-V3, T=0.

Applicability Evaluation Prompt

You are evaluating whether an evaluation rubric is
RELEVANT for scoring a response to a given user
prompt.

RUBRIC:
- Name: {rubric_id}
- Description: {rubric_description}

USER PROMPT:
{user_prompt}

QUESTION: Could a judge meaningfully score a response
to this user prompt on the above rubric? A rubric is
relevant if a response could demonstrably succeed or
fail on it given this prompt type.

Answer with ONLY one word: "yes" or "no".
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