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Abstract

Models that recognize when their predictions are unreliable inspire greater trust
than those that make confident but incorrect decisions. While recent advances
enable uncertainty quantification in GNNs, understanding why a model is uncertain,
whether due to noisy features, conflicting neighborhoods, or sparse training cover-
age, remains unsolved. We address this gap with GraphUAT, the first uncertainty
attribution framework for GNNs, which identifies the sources of uncertainty rather
than aiming to improve its quantification. GraphUAT employs a teacher-student
paradigm, where the trained GNN’s behavior is distilled into an uncertainty-aware
student that disentangles aleatoric and epistemic uncertainties. We then use tar-
geted probes to trace the student’s uncertainty back to the responsible features and
structural components. Experiments across benchmarks show that removing the
identified elements consistently reduces the teacher’s uncertainty, validating the
faithfulness of our attributions.

1 Introduction and Related Works

Graph Neural Networks (GNNs) are the method of choice for learning from graph-structured data.
They power applications in drug discovery [54], fraud detection [36]], traffic forecasting [23]], and
recommendation systems [18]], where relationships between entities are as important as the entities
themselves. However, strong performance alone isn’t enough. A well-performing, yet overconfident,
model can be dangerous in high-stakes settings, leading to confident wrong decisions. In contrast, a
model that knows when it does not know is inherently more trustworthy. This ability is captured by
uncertainty quantification (UQ), which estimates how confident a model is about its predictions [50,
12], allowing practitioners to decide when to trust model outputs and when to treat them with caution.

1.1 Related Works and Existing Gaps

Prior works on GNN uncertainty quantification have focused on building models that produce
calibrated uncertainty estimates, e.g., Bayesian GNNs, ensemble methods, and techniques designed to
improve robustness under distribution shift [58, 22,153} (9,131}, 146, 13| 26,57, 41, [38} 14, 1511 28} 29} |50}
12]]. These approaches either integrate uncertainty estimation into the training process, enhance model
robustness to out-of-distribution (OOD) data, or return predictive uncertainty alongside predictions
(See App. [D|for more details).

Critically, these approaches do not provide insight into why the model is uncertain. This distinction is
central to our work: we do not propose a new UQ method, nor do we aim to improve calibration or
robustness. Instead, we ask a different question: where in the input does this uncertainty originate?
Our work proposes a post-hoc technique that can be applied to any trained GNN to attribute its
uncertainty to parts of the input graph. We focus on a post-hoc approach since most widely used GNN
architectures (e.g., GCN [32]], GAT [48], GRAPHSAGE [21]]) are not designed to quantify uncertainty,
and migrating them to uncertainty-aware counter-parts may be prohibitively disruptive in downstream
dependencies. By working post-hoc, our method attributes uncertainty without imposing constraints
on the underlying model or requiring access to its training process.
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Figure 1: [27] The white query point represents aleatoric uncertainty. The prediction is ambiguous
because of overlapping class distributions; adding more data won’t change that. In contrast, epistemic
uncertainty occurs in areas with insufficient training data or for out-of-distribution points, such as the
black query. With more data, this could be classified as red (middle panel) or black (right panel).

Uncertainty attribution (UA) in GNNs presents unique challenges stemming from the interplay of
feature and topology:

» Entangled sources of uncertainty: In contrast to images or text, a node’s uncertainty in a graph
stems from two intertwined sources: its own ambiguous features (feature-level uncertainty), and the
influence of its neighbors through message passing (fopology-level uncertainty). Since information
propagates across connected nodes, uncertainty can diffuse through the graph, being amplified or
attenuated in the process, making it difficult to isolate its true origin.

* Post-hoc generalization: Commonly used architectures such as GCN, GIN, and GAT are designed
for deterministic prediction and provide no native mechanism for uncertainty estimation, let alone
disentangled attribution. A practical solution must therefore operate post-hoc, augmenting a
pretrained GNN with uncertainty interpretation without requiring retraining.

We address these challenges with the following contributions:

* Novel problem formulation: We introduce uncertainty attribution (UA) for GNNs, shifting
the focus from quantifying how uncertain a model is to explaining why it is uncertain, thereby
complementing rather than competing with uncertainty quantification methods.

* Algorithmic innovation: We propose GraphUAT, a post-hoc, model-agnostic framework that
decomposes predictive uncertainty into aleatoric (inherent, data-driven) and epistemic (lack of
evidence, model-driven) components. It further disentangles whether uncertainty originates from a
node’s own features or from its neighborhood, providing fine-grained, actionable explanations.

* Evaluation framework: We establish the first empirical protocol for assessing UA in GNNs
that verify whether identified features and/or neighborhoods indeed drive model uncertainty.
Experiments across benchmarks and a case study demonstrate that GraphUAT produces faithful
and practically meaningful uncertainty attributions.

2 Preliminaries and Problem Formulation

Node classification: We focus on node classification in the main paper and later demonstrate that our
framework naturally extends to graph classification (see App. . Let G = (V, &, X) denote a graph,
where V is the set of nodes, £ C V x V is the set of edges, and X € RIVIXd i the node feature
matrix containing d-dimensional node features x,,, Yv € V. Each node v; € V4, C V in the training
subset has a ground-truth class y; € {1, ..., Vc} from C possible classes. The goal is to learn a
function @ : (G, v) — ) that predicts a given node’s class.

2.1 Evidential Deep Learning

Evidential Deep Learning (EDL) [47, 42, 139, [11]] is a learning paradigm that unifies prediction
and uncertainty quantification by modeling network outputs as higher-order distributions over class
probabilities or regression targets. Rather than outputting simple point estimates, as in conventional
softmax classifiers or regression models, EDL parameterizes distributions such as Dirichlet or Normal-
Inverse-Gamma, whose parameters are interpreted as evidence in the sense of subjective logic and
belief theory [42]. This structure allows a model to express both its support for particular outcomes
and the associated uncertainty, including epistemic and aleatoric components, in a single forward
pass, without the need for ensembling or Bayesian weight sampling.

Dirichlet Parameterization: For classification, EDL models the predictive probabilities as draws
from a Dirichlet distribution over the probability simplex, exploiting the fact that the Dirichlet
is the conjugate prior of the categorical distribution. The C-class categorical probability vector
p = (p1,...,pc) is treated as a random variable following:
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where I is the Gamma function, and & = (v, . . ., a¢) with a. > 0 are the concentration parameters.
E] Each «, encodes the degree of belief that the input belongs to class k. In the absence of any
prior knowledge, all o, are initialized to one, yielding a uniform distribution over the simplex.
As observations arrive, the prior is updated as a. < «a. + ., where . denotes the number of
observations for class c; larger values of .. therefore indicate stronger evidential support for class c.

Evidence Prediction via EDL: In classical Bayesian updating, evidence for class ¢ accumulates by
repeatedly observing data points labeled as such (think of ensembles, or training multiple models).
This is computationally expensive and non-deterministic, making it impractical for standard deep
learning pipelines. EDL resolves this by training the network to predict the evidence vector 3 =
(81, ..., Bc) directly from the input 2. Denoting () as the concentration parameters predicted for
input x, we get a.(z) = 1+ B.(x) so that the S.(x) act as pseudo-counts rather than real observation
counts. Formally, when an input z is similar to training data from class-c, the network assigns
large 5.(x), inflating «.(x) and concentrating the Dirichlet mass near p.(z) = 1. Conversely, for
an OOD input that resembles no training class, all 5.(z) remain near zero, leaving a(z) =~ 1 and
the Dirichlet distribution nearly uniform. This allows EDL to achieve deterministic, single-pass
uncertainty quantification at a fraction of the Bayesian computational cost.

Uncertainty Decomposition: A key advantage of the Dirichlet parameterization is its natural
quantification and decomposition of predictive uncertainty into two distinct components: aleatoric
and epistemic (Fig. [T)illustrates both uncertainty types). For an input z, The predictive probability
pe for class c¢ is given by the Dirichlet mean a.(z)/ag (), where ag(x) = Ele ac(x) is the total
concentration of the distribution. While this mean determines the predicted class probabilities, the
full set of Dirichlet parameters encodes both the distribution of evidence across classes and the
overall confidence of the model. Defining y ~ Cat(p) as the one-hot encoded prediction with
p ~ Dir(a(x)), and H, I as the Shannon entropy and mutual information, respectively, we can
decompose the total predictive uncertainty as [39,47]:

H[Eply | pl] = Ep[H[y | p]| + I[y. Pl
——

total aleatoric epistemic

* Aleatoric Uncertainty (AU) reflects situations where the outcome is inherently ambiguous and
cannot be resolved even with unlimited data or a perfect model. A data point lying at the boundary
between two classes is aleatorically uncertain: regardless of how well the model is trained, it can
only assign comparable probabilities to each class without ever providing a definitive prediction.
Defining the digamma function ¢ (x) = i ~logI'(x), AU is defined as:

.Z'

uq(z) = Ep[Hly | p]] = () +1) = Y(ao(z) + 1)) )
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c:l I
* Epistemic Uncertainty (EU) reflects uncertainty arising from a lack of knowledge about the true
model parameters, such as out-of-distribution (OOD) inputs or regions of the feature space with
sparse training coverage. EU can be calculated as the difference between the total uncertainty and
aleatoric uncertainty:

c
ae(x) ( ac(x) >
— lo —(ae(z) + 1) + Y(ag(x) + 1 2)
;ao(x) 8 o)~ V(@) + 1) + o) + 1)
2.2 Proposed Problem: Uncertainty Attribution

Problem 1 (Uncertainty Attribution in GNNs). We seek attribution functions

Aft AP (Goo, @) — RE, AT AP (G0, @) — RV 3)
such that, for * € {a,e}, the feature attribution vector Aff(v) = [aﬁt*(v) af}*( )] and the
node attribution vector AX**(v) = [a}%(v),. .., alns‘t*(v)] measure the margmal contribution of

each feature and node to the uncertainty, respectively. Concretely, af',(v) = u.(v) — u}l(v)
captures the change in uncertainty upon perturbing feature i of x,, to an in-distribution value, and
apt(v) = us(v) — ul"(v) captures the change after removing node n € V. The subscripts {a, e}
represent aleatoric and epistermic uncertainty respectively.

'Tablein the Appendix summarizes all notations.
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Figure 2: Overview of GraphUAT’s pipeline: The top and bottom halves illustrate feature-level and
network-level uncertainty attributions, respectively.

This formulation enforces three desiderata. First, attributions are separated by fype: aleatoric and
epistemic contributions are computed independently. Second, within each type, attributions are
further divided by source into feature-level and network-level components, isolating the influence of
the target node’s own features from that of its neighbors. Third, the formulation is faithful: removing
the components identified as most influential should produce a measurable reduction in uncertainty.

3 GraphUAT: Methodology

Designing an effective framework for uncertainty attribution in GNNs poses two central challenges.

Challenge 1: Quantifying uncertainty post-hoc. Typically, GNNs only output softmax scores,
which does not disentangle aleatoric and epistemic components. Hence, the first challenge is to
develop a post-hoc mechanism that enables this decomposition without requiring architectural changes
or retraining of the original GNN.

Challenge 2: Attribution. The second challenge lies in explaining where each type of uncertainty
originates including disentanglement of feature-level and topological contributions to uncertainty.

3.1 EDL Student GNN

We address the above challenges through a reacher—student paradigm (see Fig.[2)). Given a trained
GNN (the teacher), we train an EDL student GNN to mimic the teacher’s uncertainty landscape. The
student decouples aleatoric and epistemic uncertainty via its Dirichlet parameterization. Once trained,
we probe each target node by comparing its responses against reference nodes (Sections 3.3 & [3:4),
diagnosing which features and structural components are responsible for its uncertainty. The student
separates uncertainty into two stages corresponding to its two sources (Fig. 2).

Stage 1: Feature-level Uncertainty. The first stage (Fig. 2] top) isolates uncertainty arising purely
from a node’s own features, without considering the graph structure. Each node v is assigned a
Dirichlet prior parameterized by cv(v) = (a1 (v), ..., ac(v)) € RY,, initialized uniformly (cv;(v) =
1 for all 7). The goal is to update this prior into a posterior that reflects how strongly the node’s
features support each class, via the additive update o/;(v) = «;(v) + B;(v), where §;(v) is the
pseudo-count for class i.

As established in § 2.1] the Dirichlet—Categorical conjugacy yields the additive posterior update
Q¢ + a. + B., where (3. counts observations of class c¢. Since a deterministic GNN produces a
point estimate rather than a distribution, /3. cannot be observed directly. This can be addressed using
Normalizing Flows (NFs) [47,[11,[10]: one NF per class is trained to model the conditional likelihood
of observing a node’s feature embedding under that class, giving 8.(v) « P(z, | ¢; W), where z, is
the embedding produced by an MLP encoder and W are the NF parameters. These likelihoods are
scaled by a certainty budget N to yield the pseudo-count vector 3(v) = (51(v), ..., Bc(v)), which
updates the Dirichlet prior.

The NF provides a continuous relaxation of the discrete observation count; the additive update
structure is therefore not an analogy but inherited directly from the Dirichlet’s conjugate update rule.
A further advantage is that NFs naturally assign low likelihoods to embeddings far from the training
distribution, yielding uniformly low pseudo-counts for OOD nodes and signalling high epistemic
uncertainty without any additional mechanism.



Stage 2: Network-level Uncertainty. The second stage (Fig.[2] bottom) 1nc0rp0rates network context
by aggregating the feature-level pseudo-counts, 3", across the graph via a Personalized PageRank
(PPR)-based message-passing scheme [19]]. For each class c, the aggregated pseudo-count for node v

1s: B (o Z HPPR n @)

uey

where HPPR is the normalized PPR score between v and u. The update step is the standard Dirichlet
update with a** initialized uniformly (af'(v) = 1 for all ¢). The PPR propagation is approximated
using the power iteration method. We restrict the number of iteration steps to k, where k is the
number of message passing layers in the teacher. This ensures that the student’s receptive field is
strictly restricted to the teacher’s receptive field, rather than the complete set of graph nodes.

This aggregation admits a natural probabilistic interpretation. The PPR scores define a valid dis-
tribution over nodes, ), HP};‘} = 1, corresponding to the stationary distribution of a PPR random
walk, which can be viewed as a soft neighborhood for v accounting for all hop distances through
infinitely many message-passing steps [19]]. The NF output P(z,, | ¢; W), on the other hand, defines a

distribution over nodes using features alone. Writing P(v | u) = IT}'S and P(u | ¢) = P(z, | ¢; W),

Eq.[]can be recast as:
B (v) x P(v]ec) = Z]P’v|u u | c). )
ueV

The quantity P(v | ¢) is a valid distribution that normalizes jointly over all node features and accounts

for the soft neighborhood, i.e. [+ [ P(v | ¢)dz(") ... dz("1) = 1. The PPR step thus transforms
per-node feature distributions into a joint distribution over the soft-neighborhood features.

It is worth clarifying what this separation does and does not imply. The intent is not to claim that
Stage 2 isolates structural uncertainty from feature uncertainty; rather, the two-stage design factorizes
the sources of uncertainty. Stage 1 quantifies uncertainty arising purely from a node’s own features;
Stage 2 propagates and reshapes that uncertainty through the graph structure, modulating it based
on local context. A node that is uncertain at the feature level may become more confident if its
neighbors supply consistent, high-evidence signals during message passing. Conversely, uncertainty
can increase when neighboring nodes convey conflicting or low-evidence information, even if each
neighbor appears individually confident.

3.2 Teacher-Student Training

While standard GNNs (e.g., GCN, GIN, GAT) output only softmax probabilities without disentangling
aleatoric and epistemic uncertainty, an EDL student GNN explicitly models predictive uncertainty
via a Dirichlet posterior. This raises a key question: how can we endow any pre-trained GNN with
such uncertainty estimates post-hoc?

Knowledge distillation as a bridge: We address this by distilling a trained GNN (the feacher) into
an EDL GNN (the student) [24]). In our setting, however, simply matching predictions is insufficient:
the student must also capture the teacher’s uncertainty landscape, becoming uncertain in precisely
the same regions where the teacher is uncertain. Once aligned, the student’s uncertainty estimates
serve as faithful proxies, enabling attribution.

Distillation objective: For each node v, we assume w.l.o.g. that the teacher produces a predictive

distribution ¥ = softmax(z") over class labels, where z¥ € R€. The student, in contrast, places
a Dirichlet posterior over class probabilities, so its predictive distribution is the random variable
p"'(v) ~ Dir(a™'(v)), and its point estimate is the Dirichlet mean p"'(v) = a"'(v)/af™(v),
where o' (v) = 3 al®(v). In both cases the teacher’s output 7" is the target the student is fitted

(&
toward. The student’s training loss is:

EU = (1 — UJ) Epncl(v)NDir(ancl(U» [— log PI‘(?}U | pnct(v))] —)\ H(Dir(a"m(v))) +w KL( nct( ) || )
~—_—

Prediction matching Posterior regularization Uncertainty alignment

Prediction matching ensures that the student’s Dirichlet posterior yields predictive probabilities
consistent with the teacher’s. It integrates over the student’s full posterior: it is the expected negative
log-likelihood of the teacher’s prediction under a categorical distribution whose parameters are
drawn from Dir(a™'(v)). Posterior regularization discourages low-entropy Dirichlet posteriors,
preventing the student from collapsing into overconfident distributions. Uncertainty alignment
explicitly minimizes the divergence between the teacher’s softmax output and the student’s mean



prediction p"*'(v), which is fixed given a"*'(v) rather than random, ensuring the student inherits the
teacher’s uncertainty landscape. The hyper-parameters w € [0, 1] and A control the trade-off between
alignment and regularization. Together, these terms encourage the student to not only reproduce the
teacher’s predictions but also learn where and why the teacher is uncertain. Our ablation study in
App.[M|confirms that uncertainty alignment is the most influential of the three terms. Once distillation
is complete, the problem reduces to performing uncertainty attribution over the trained EDL student,
which now acts as a post-hoc explainer of the teacher’s uncertainties.

Teacher uncertainty: Since the teacher is a standard softmax classifier with no native uncertainty de-
composition, teacher uncertainty throughout the paper refers to the Shannon entropy of its predictive
distribution:

C
uteacher(v) — H[g”] = — Z 1,7? log g? ©)

This is the total, undecomposed predictive uncertainty exposed by the teacher, and its reduction is the
quantity reported as Top-k and Random in Tables 2]and [3] App.[S|repeats this evaluation with two
alternative teacher uncertainty measures.

3.3 Feature Uncertainty Attribution

Given a model’s uncertainties, how do we distribute credit (or blame) among the input features?
Shapley values [43]] assign each feature a fair share of the output by averaging its marginal contribution
across all possible subsets of features, making them a natural fit for attributing aleatoric and epistemic
uncertainty in our setting. However, Shapley values have two practical issues: (i) dropping features
is infeasible for GNNs whose parameter size depends on feature dimensionality, and (ii) exact
computation requires 2?~! model evaluations. DEEPSHAP [37] circumvents both. Instead of
exhaustively evaluating all subsets, DEEPSHAP compares the model’s activations for an input x,
against those for a set of baseline inputs B = {b € R%}, chosen to represent “reference nodes”. In
our case, the baselines are the top-k nodes of the same predicted class as v with the lowest uncertainty.
Intuitively, these baselines capture what the model considers highly certain inputs, so attributions
quantify how much each feature of x, deviates from a low-uncertainty reference. Thus, positive
DEEPSHAP values indicate features that raise uncertainty, while negative values indicate features
that contribute to more confident predictions. Applying this procedure separately to aleatoric and
epistemic uncertainty yields:

AL) = (d@)e o dauf) AL@) = (diul), ., Balul))

where QSZ( ft) is feature i’s DEEPSHAP value with respect to u. Technical details, including the
method’s formulatlon and its connection to our attribution ob]ectlves, are provided in App. [E} In
terms of complexity, DEEPSHAP requires only O(|B| - d) = O(k - d) computations, in contrast to
O(2) for exact Shapley values. Empirical validation is provided in App. @

3.4 Network Uncertainty Attribution

In Stage 2 of the student, a node’s aggregated Dirichlet parameters are computed via PPR (Eq. H).
Intuitively, if a neighbor u carries high feature-level uncertainty, or if neighbors are heterogeneous in
their predicted classes, that uncertainty propagates to v in proportion to HE’ZR. Our objective is to
attribute the network-level uncertainty of v back to all other nodes in the graph:

ARt (v) = { At (v,u) |u € N*(v)}, A (v) = {Attr]"" 9 (v,u) | u € N*(v)},

where ./\/Z( ) = {u €V | sp(u,v) < {} is the (-hop neighborhood of v, and ¢ denotes the
number of layers in the original GNN. Each Attrm‘”g(v, u) and Attr]**"9 (v, u) quantifies how
much uncertainty from neighbor w contributes to v’s network-level uncertainty, scaled by its PPR
influence. We quantify these attribution maps via the marginal reduction in uncertainty upon the
hypothetical removal of each neighbor. anet\“(v) = a™'(v) — I 7R B (u) computes node v’s
concentration parameter after removing neighbor u’s weighted pseudo-count from the aggregate.

AU attribution: The marginal contribution of « to v’s aleatoric uncertainty is then Attry (v, u) =

ul®(v) — uge[\"( ), where u,(+) is defined in Eq. (I)) and u et\u(v) is computed using amt\“(

)-
EU attribution: The epistemic attribution follows the same approach, with Attr)*&(v,u) =
)-

ult(v) — uge[\u( ), where () is defined in Eq. (2] and ueet\u( ) is computed using a™**\* (v



Table 1: Dataset characteristics and student—teacher alignment validation.

(a) Characteristics of the datasets used. (b) Validation of student alignment with the teacher.
Dataset #Nodes #Edges  #Features #Classes Dataset Predictive Alignment Uncertainty Alignment
CoraML 2,995 16,316 2,879 7 Fidelity(T) K (1) KL Div. (}]) p (1) p-value (})
i“csw , 32% 2351(1)22 3%123 g CoraML 0.95+022 094 0.15 0.72 ~0
e 1355 49172 767 10 CiteSeer 0.83£0.38 079 0.60 0.70 ~0
Prg;fl"g‘ o717 88648 500 3 Amazon-P 0.96+£0.20  0.95 0.10 0.65 ~0
ubMe ’ , Amazon-C ~ 0.92+0.27  0.89 0.79 0.59 ~0
Coauthor-CS 18333 163,788 6,805 15 PubMed 092 £027 088 014 0.60 ~0
gzéuéhor’? 324;‘0983 4195’895284 &421656 g Coauthor-CS  0.92+0.27 091 021 0.62 ~0
ora : y ; Coauthor-P  0.97+£0.18  0.95 0.08 0.54 ~0
ogbn-arxiv 169,343 1,166,243 128 40 TagCora 0.85 + 0.36 0.81 038 0.64 ~0
ogbn-arxiv.  0.78+£0.03  0.75 0.32 0.73 ~0

While prior works 30} 15, 145]] have raised concerns about whether EDL-based uncertainty values are
well-calibrated in absolute terms, GraphUAT is designed to be robust to this limitation. Our attribution
mechanism depends solely on the rank order of uncertainties rather than their absolute magnitudes:
network attribution measures the relative reduction in uncertainty upon neighbor ablation, and feature
attribution compares activations against a reference set of low-uncertainty nodes. We prove in App. |[H
that rank-faithfulness of EDL’s uncertainty estimates is sufficient to guarantee rank-faithful attributions
at both the network and feature levels. Critically, we validate this empirically not against EDL’s
internal estimates but against the teacher’s uncertainty directly: the counterfactual experiments in
Tables[2]and[3|show that removing GraphUAT-attributed features and neighbors produces significantly
larger reductions in feacher uncertainty (Eq. (6)) than random removal, confirming that our attributions
are faithful regardless of any EDL calibration concerns.

4 Experiments

In this section, we empirically establish 1) Faithfulness: The student faithfully replicates the teacher’s
predictive distribution and its uncertainty profile. 2) Accurate uncertainty attributions: GraphUAT
produces meaningful and quantifiable attributions for both feature and network-level uncertainties.
Our codebase is available at https://github.com/idea-iitd/GraphUAT.git

4.1 Experimental Setup

Hardware specs, hyper-parameters and training protocols are detailed in App. [Gand[G.2] respectively.
Unless mentioned, the default teacher is a GCN. We evaluate generalization to GAT and GRAPHSAGE
in App. [P} Datasets: Table[Ta]lists the datasets used to benchmark GraphUAT. App. presents
further details. Baselines: To our knowledge, no prior method specifically targets uncertainty
attribution on GNNs. For completeness, we adapt two natural baselines for comparison; full details
and results appear in Section Uncertainty quantification methods do not serve as a baseline
since our goal is not to improve the quality of uncertainty estimates but to explain their origins.

4.2 Faithfulness

Our objective is to verify that the student not only reproduces the teacher’s predictive distribution but
also faithfully matches its uncertainty profile.

Prediction distribution: We use two different metrics.

1. Fidelity: Fidelity measures how closely the student’s class predictions match those of the teacher.
.Y 1 - (v) - (v)
Fidelity = W Z 1 |:ystudem = Yteacher | »
vey

2. Cohen’s Kappa(x) [14]: Cohen’s Kappa goes a step further by adjusting for agreement that
would occur purely by chance, making it a stricter measure of alignment than raw fidelity. xk = 1
indicates perfect agreement, while £ = 0 is equivalent to random guessing. In practice, x > 0.8 is
considered near-perfect alignment, while 0.6 < x < 0.8 indicates substantial agreement.

Table [1breports Fidelity and « between the student and the teacher. We observe high fidelity and
K across all datasets. These results demonstrate that GraphUAT effectively transfers the teacher’s
decision boundaries while maintaining predictive performance.

Uncertainty: To evaluate whether the student accurately captures the teacher’s uncertainty, we report
two complementary metrics. (1) The KL divergence between the teacher’s distribution over class
labels with the student’s distribution (third term in Eq. @) (2) The Spearman rank correlation
coefficient (p) between the teacher’s and student’s total uncertainty rankings across nodes.


https://github.com/idea-iitd/GraphUAT.git

Table 2: Quantitative evaluation of feature-level uncertainty attribution (k¥ = 100).

Dataset Aleatoric Attribution Epistemic Attribution
Top-k () Random (1) A (1) t-stat (1) p-value()) Cohen’sd. () Top-k (1) Random (1) A (1) t-stat(1) p-value (]) Cohen’sd. (1)
CoraML 0.415+0.02 0.01440.00 0.401 26.76 ~0 0.98 0.399 +£0.02 0.009 +0.00 0.390 26.11 ~0 0.95
CiteSeer 0.323+0.01 0.005+0.00 0.318 23.15 ~0 0.80 0.172+£0.02 0.009 £0.00 0.163 10.30 ~0 0.36
Amazon-P 0.174+0.01 0.02440.00 0.150 24.90 ~0 0.57 0.139+0.01 0.022+0.00 0.116 23.30 ~0 0.53
Amazon-C 0.177£0.01  0.01540.00 0.162 20.23 ~ 0 0.45 0.132+0.01 0.013+0.00 0.119 17.37 ~0 0.38
PubMed 0.367 £0.01 0.043+0.00 0.324 53.91 ~0 0.99 0.370+£0.01 0.046 £0.00 0.324 52.29 ~0 0.96
Coauthor-CS  0.348 £0.01  0.004 +0.00 0.344 43.10 ~0 0.82 0.360+£0.01 0.004 =0.00 0.357 43.19 ~0 0.82
Coauthor-P 0.100+0.00 0.00240.00 0.098 20.81 ~ 0 0.50 0.067 +£0.00 0.001+0.00 0.066 13.95 ~0 0.34
TAGCora 0.3024+0.02 0.005%£0.00 0.298 14.03 ~0 0.54 0.319+£0.02 0.000 £0.00 0.319 16.79 ~0 0.64
ogbn-arxiv 0.458 £0.06 0.07740.02 0.381 6.61 ~0 0.66 0.419+0.06 0.074+0.02 0.345 5.002 ~0 0.50
Table 3: Quantitative evaluation of network-level uncertainty attribution (£ = 50).
Dataset Aleatoric Attribution Epistemic Attribution
Top-k (1) Random (1) A (1) t-stat (1) p-value(]) Cohen’sd. (1) Top-k (1) Random (1) A (1) t-stat (1) p-value (]) Cohen’sd. (1)

CoraML 0.975+0.02 0.031+0.01 0.944 50.24 ~ 0 1.85 0.779+0.02 0.028 £0.01 0.752 34.99 ~0 1.29
CiteSeer 1.170 £0.02 0.018 £0.01 1.152 64.58 ~0 2.25 1.3244+0.02 0.026 £0.01 1.300 104.93 ~0 3.67
Amazon-P 0.886 =0.01 0.008+0.00 0.878 64.13 ~0 1.47 0.205+0.01  0.006 £0.00 0.199 23.27 ~0 0.53
Amazon-C 0.178 £0.01 0.005+0.00 0.172 20.63 ~0 0.35 0.329+0.01 0.004+0.00 0.325 32.84 ~0 0.56
PubMed 0.714+0.01 0.001 £0.00 0.713 71.87 ~ 0 2.29 0.684+0.01 0.004+0.00 0.680 85.41 ~0 2.72
CoauthorCS  0.490 +0.03  0.004 £0.00 0.486 15.90 ~ 0 0.53 1.016 £0.02 0.004 £0.00 1.013 46.31 ~0 1.53
Coauthor-P 0.462 +0.02 0.000 £0.00 0.462 25.64 ~0 0.87 0.643+0.01  0.000 £0.00 0.642 51.58 ~0 1.78
TAGCora 1.103 £0.02 0.027£0.01 1.076 48.19 ~0 1.86 1.101£0.02 0.018+0.01 1.083 51.01 ~ 0 1.97
ogbn-arxiv 2.581+0.02 0.001£0.00 2.581 169.66 ~0 5.83 2.535+0.01 0.0004+0.00 2.535  143.45 ~ 0 4.93

The uncertainty alignment results in Table [Tb]demonstrate that the student not only replicates the
teacher’s predictions but also closely matches its uncertainty estimates. The high Spearman rank
correlations (p = [0.54, 0.72]) show that both models rank nodes by their total uncertainty in a
consistent manner. This trend is also reflected in the low KL divergence (ranging 0.08 to 0.79). The
p-values (= 0) confirm the statistical significance.

4.3 Quantifying Uncertainty Attribution

Our evaluation is organized into two components: feature-level attribution and network-level attribu-
tion. For both attribution tasks, our central hypothesis is that accurate attributions should pinpoint
the true sources of uncertainty, and hence, replacing or removing these sources with more certain
counterparts yields a significantly larger reduction in the model’s overall uncertainty than performing
the same operation on an equal number of randomly selected features or nodes. Importantly, the
student model is used only to provide attribution signals, while uncertainty improvements are always
computed on the teacher.

4.3.1 Feature Attribution

First, we compute the aleatoric ( uf) and epistemic (u!') uncertainties resulting from features alone
for each node in the test set. We sort the nodes based on these uncertainties to identify the groups of
top-25% most uncertain nodes and the bottom 25% nodes corresponding to the most certain nodes.
Next, we identify the top-k features contributing to the epistemic and aleatoric uncertainties of each
node in the uncertain node set. To test if these top-k features attributions are faithful, we perform
a counterfactual substitution experiment. For each uncertain node v, we identify the most similar
certain node using the dot product between their embeddings. We then substitute the top-k attributing
features of v with their counterparts from the most similar certain node. This substitution effectively
makes the uncertain features less ambiguous while preserving the rest of the node’s context. To
establish statistical significance, we compare with a random baseline, where k features are chosen
uniformly at random for substitution from the same most similar certain node. This setup allows us
to isolate the impact of GraphUAT ’s attributions.

Table [2| reports the improvements in uncertainty following the counterfactual substitutionﬂ The
substantial gap between the top-k uncertain features with that of random selection, together with
statistically significant ¢-statistics and p-values, strongly validates the effectiveness of GraphUAT’s
attributions. We also use the Cohen’s d, metric, where > 0.5 indicates that the improvement from
removing top-ranked features or nodes exert a strong influence on model uncertainty. This pattern
holds in 12 out of the 18 scenarios benchmarked in Table 2l

Impact of k: To observe how the difference in uncertainty reduction grows between GraphUAT"’s
attributions and random, we refer to App.[L]in the Appendix.

4.3.2 Network Attribution Experiments

As in the case of features, we select the top 25% percentile of nodes based on their uncertainties
and use GraphUAT to identify the top-K nodes from their ¢-hop neighborhoods contributing to
their epistemic and aleatoric uncertainties. To measure the faithfulness of these attributions, we

2We report ogbn-arxiv numbers for k = 10 instead of 100 as ogbn-arxiv only has 128 features.



Table 4: Alignment of the distilled stu- Table 5: Decomposition of the teacher’s total uncertainty

dent with the Bayesian teacher. (TU) into aleatoric (AU) and epistemic (EU) parts.
Dataset Pred}ctlve Uncertainty Dataset Uncertainty Share of TU
Fideliy®  p (M TU AU EU AUTU EUTU
g’traSMI; 8’2?; 8;?3 CoraML 1448 1278 0170 882% 11.8%
Ao D 0967 0767 CiteSeer ~ 1.517 1454 0063 959%  4.1%
PubMed 0857 0641 Amazon-P 1444 1.061 0.383 73.5% 26.5%

PubMed 0976 0.848 0.129 86.8% 13.2%

Table 6: Quantitative evaluation of Bayesian GNN feature-level uncertainty attribution.

Aleatoric Attribution Epistemic Attribution
Ours (1) Random (1) A (1) p-value () Ours (1) Random (1) A (1) p-value ()
CoraML 0.120 £ 0.01 —0.026 = 0.00 0.146 ~0 0.377 £0.02 0.234£0.02 0.143 ~0
CiteSeer 0.175+0.01  0.004 £0.00 0.171 ~0 0.249 +0.02 0.042£0.01 0.207 ~0

Amazon-P  0.132 £ 0.00  0.047 +£0.00  0.085 ~0 0.140 +0.01 0.078 £0.01 0.062 ~0
PubMed 0.321+0.01  0.009£0.01 0.312 ~0 0.341 +0.04 0.161 £0.04 0.180 ~ 0

Dataset

exclude these top-k attributed neighbors while message passing and quantify the change in uncertainty.
Further, we compare this change with the one imparted through removal of an equal number of
neighbors selected uniformly at random from the ¢-hop neighborhood.

Table 3] shows that the uncertainty reduction achieved by removing GraphUAT ’s top-k neighbors is
significantly higher than those obtained by removing random neighbors. The reported ¢-statistics,
p-values and large Cohen’s d, values confirm the statistical robustness of this effect. In addition, we
observe that the reduction in uncertainty achieved through topological attribution is substantially
higher than that from feature attribution, suggesting that graph structure exerts a stronger influence
on uncertainty propagation for these datasets.

4.4 Attribution faithfulness of Bayesian Teacher

In this section, we verify the correctness of the node attributions identified by the student by measuring
the corresponding reductions in the Bayesian teacher’s aleatoric and epistemic uncertainties. Our
teacher is a Bayesian GCN, obtained by applying Bayes-by-Backprop [6] to the layers of a standard
GCN. Following Depeweg et al. [17], we decompose the teacher’s total predictive uncertainty
into aleatoric and epistemic components via the mutual-information decomposition. This yields
component-specific teacher signals against which we validate the student’s attributions. Table 4]
validates the student’s alignment with the Bayesian GCN teacher.

Tables [6] and [7] report the feature-level and network-level results, respectively. These tables report
relative reductions, (u — u\k) /u, averaged over the evaluated nodes. Normalization is required
because the Bayesian teacher’s aleatoric and epistemic uncertainties differ substantially in scale
(Table E]), so absolute drops would not be comparable across the two. At the feature level, AU
attributions reduce the teacher’s aleatoric uncertainty and EU attributions reduce its epistemic
uncertainty, both significantly on every dataset. At the network level, AU attributions remain
statistically significant on every dataset. EU attributions outperform the random baseline on every
dataset but reach statistical significance only on CiteSeer (p = 0.021). We attribute this to the
composition of the teacher’s uncertainty: the Bayesian teachers are predominantly aleatoric, with
epistemic uncertainty accounting for only 4-27% of the total (Table [5)). With little epistemic
uncertainty to begin with, network-level perturbations have limited room to reduce it, making
statistically significant effects harder to detect.

4.5 Case Study

In this section, we demonstrate the practical utility of UA for GNNs through concrete
case studies on the Text-Attributed Cora (TAGCora) dataset [35]. TAGCora contains
7 class labels (Rule Learning, Neural Networks, Case Based, Genetic Algorithms,
Theory, Reinforcement Learning, Probabilistic Methods). We choose TAGCora for the
feature-level case study because, unlike CoraML, its features map explicitly to words, which makes
the attributions human-readable. The teacher GNN, however, does not model textual semantics: each



Table 7: Quantitative evaluation of Bayesian GNN’s network-level uncertainty attribution.
Aleatoric Attribution Epistemic Attribution
Ours (1) Random (1) A (1) p-value (}) Ours (1) Random (1) A (1) p-value (})

CoraML 0.184 +0.01 0.058 £0.01 0.126 ~0 0.153 £0.06 0.1354+0.04 0.018 0.396
CiteSeer 0.059 +0.00 0.036 £0.00 0.023 ~0 0.098 +£0.02 0.0604+0.02 0.038 0.021
Amazon-P  0.057 £0.00 0.009 +0.00 0.048 ~0 0.155+£0.02 0.127 £0.02 0.028 0.108
PubMed 0.205 +0.01 0.092£0.01 0.113 ~0 0.030 £0.07 0.019+0.06 0.012 0.425

Dataset

abstract enters the model only as a binary bag-of-words vector recording the presence or absence of
vocabulary terms, with no access to word meaning or word order. The teacher draws its predictive
power from co-occurrence patterns among these binary features together with topological homophily.
We map features back to words and show the abstracts purely for the reader’s convenience. The
attributions below therefore explain which word-presence features drive the GNN’s uncertainty, and
should not be read as a claim of semantic-level uncertainty modeling comparable to NLP methods
(see App.[G.4). Two further case studies cover the remaining settings: uncertainty arising from graph
structure and message passing (App. [H), and a graph whose node features are tabular rather than
textual (App.[I).

Feature-level AU Attribution: Consider node 42’s abstract from the “Neural Networks” class:

Using Dirichlet mixture priors to derive hidden Markov models for protein families. A Bayesian method for
estimating the amino acid distributions in the states of a hidden Markov model (HMM) for a protein family...
[text truncated].

It lacks distinctive neural network terms and instead contains words like Dirichlet, Bayesian,
Markov, which are more characteristic of “Probabilistic Methods” than “Neural Networks”,
making the sample inherently ambiguous and thus high in aleatoric uncertainty. Consistent
with this, GraphUAT attributes increased aleatoric uncertainty to the presence of Bayesian,
Dirichlet, family, distributions, priors, estimating, Markov, and to the absence
of class-indicative terms such as neural, network, nonlinear, neurons, learning.

Feature-level EU Attribution: Consider node 1442’s abstract from the ‘“Neural Networks” class:

Feature selection methods for classification. Intelligent Data Analysis: Feature selection is a problem of
choosing a subset of relevant features. In general, an exhaustive search can bring about the optimal subset.
With a monotonic measure, exhaustive search can be avoided without... [text truncated].

GraphUAT flagged it as epistemically uncertain and highlighted the absence of the following words as
major contributors to its epistemic uncertainty: network, neural, nonlinear, units, state,
neurons, pattern, learning. This attribution is revealing as a paper labeled as “Neural Net-
works” that omits such terms appears atypical relative to the training distribution. For an additional
case study examining the uncertainty arising from network effects, refer to App. [H|

4.6 Additional Experiments

Additional experiments appear in the appendix, including ablations (App. M), adapted baselines (App.
G.3), robustness to under- and over-fitted teachers (App. O), and an extension to graph classification
(App. J). A full listing is given in the appendix contents (p. [I3).

5 Conclusion

We introduced GraphUAT, the first framework for post-hoc uncertainty attribution in GNNs. It
provides fine-grained explanations that distinguish whether a node’s uncertainty stems from its own
features, its structural context, or both. Unlike prior methods that only quantify uncertainty, GraphUAT
explains why the model is uncertain, complementing uncertainty quantification with attribution for
the first time in graph learning. Being model-agnostic, it generalizes across architectures, providing
uncertainty explanation as a plug-in capability. As the first effort in this direction, we also proposed
systematic evaluation protocols for assessing uncertainty attribution in GNNs. Empirical results
demonstrate that GraphUAT reliably identifies the uncertainty sources with statistically significant
improvements over random baselines. We discuss the limitations of the framework in App. [B]
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A Notation

Table 8: Key symbols and notations used throughout the paper. AU and EU denote Aleatoric and
Epistemic Uncertainty, respectively

Symbol Interpretation
g Graph
1% Vertex set
& Edge set
X Node features
Vir Training nodes
Yy Ground-truth classes
Yi Ground-truth class of node ¢
P GNN
Uy Total uncertainty
Ug, Aleatoric uncertainty
Ue Epistemic uncertainty
E[] Expectation
H[] Entropy
NG Gamma function
U(-) Digamma function
Al (v, ) Contribution of node v’s j* feature to its AU, EU
A (v,u)  Contribution of node u to v’s AU, EU
a(v) Dirichlet parameter vector of node v’s
B(v) Pseudocount vector of node v’s
() Node v’s feature-level pseudocount for class ¢
et (u) Node v’s aggregated pseudocount for class ¢
IR Normalized PPR score between nodes v and u
p(v) Predicted class probability distribution of node v’s
ap(v) Concentration parameter of node v
w, A Weighting hyperparameters in loss
P (%0) Function calculating feature-level AU/EU uncertainty
DeepSHAP baseline
B Set of DeepSHAP baselines

i Shapley value of feature j
CPL(x,,b) DeepLIFT’s feature level contribution
C’j—DS (xy,b) DeepSHAP’s feature level contribution

B Limitations & Future Work

Uncertainty management in graph learning can be viewed as a three-stage process: quantification,
attribution, and mitigation. While prior work has focused on the first stage, this paper advances
the second. We don’t address mitigating the uncertainty after having found its source. It is an open
problem and a natural direction for future work.

The use of PPR-based aggregation in Stage 2 of our pipeline implicitly assumes a degree of homophily.
Our pipeline is most reliable on homophilous neighborhoods. On heterophilic graphs, conflicting
neighborhood signals may be conflated with uncertainty. Extending the attribution framework to
heterophilic settings is an interesting direction for future work.

Dependence on distillation. The faithfulness of the distilled student rests on empirical evidence; we
do not provide theoretical guarantees for it. As with any distillation pipeline, users should verify a
new teacher—student pair’s fidelity and Spearman correlation before trusting its attributions. A poorly
distilled student is not rank-faithful to its teacher, in which case the rank-faithfulness assumption
underlying our attribution proofs (App. [F) no longer holds, and the resulting attributions should not
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be treated as reliable. This failure mode is observable rather than silent, since fidelity and p are
reported alongside every attribution (App. [R).

Scope of the guarantees. Even given rank-faithfulness, the feature-level guarantee holds uncondition-
ally only under rank-averaged aggregation of DEEPSHAP; for the standard score-averaged estimator
it is exact when EDL’s uncertainty is an affine function of the true uncertainty, and approximate
otherwise (App. [F).

Evaluation signal. A standard softmax teacher exposes only total predictive uncertainty, so our
main counterfactual evaluation measures the reduction in the teacher’s entropy; a component-wise
evaluation requires a Bayesian teacher (§ [4.4).

C Background Primer

Categorical distribution and the probability simplex. A C'-class prediction is a probability vector
p = (p1,...,pc) withp. > 0and ) _p. = 1. The set of all such vectors is the probability simplex
A®~1; for C = 3 it is a triangle whose corners are the three one-hot predictions and whose centre is
the uniform prediction. Given p, a label is drawn from the categorical distribution Pr(y = ¢ | p) = pe.
A softmax classifier outputs a single point on this simplex.

Dirichlet distribution. The Dirichlet Dir(cx) is a distribution over the simplex, that is, a distribution
over predictions rather than a single prediction. Its mean is E[p.] = a./ag with g = )~ ac, and its
variance Var[p.] = a.(ag — a.)/ (a%(ao + 1)) shrinks as ag grows. The ratios of the o therefore
say where the mass sits on the simplex, and the fotal vy says how concentrated it is. For C' = 3:

* a = (100, 1,1): mass concentrated near one corner. Confident prediction; low AU and low EU.

* a = (50,50,1): mass concentrated midway between two corners. The model has seen ample
evidence, but the evidence is split between two classes. High AU, low EU.

* a = (1,1,1): mass spread uniformly over the whole simplex. The model has seen no evidence at
all. High EU.

Both the second and third cases have a near-uniform mean prediction, so a softmax output cannot tell
them apart; the Dirichlet can, through «ay.

Conjugate prior. A prior is conjugate to a likelihood when the posterior stays in the same family
as the prior. The Dirichlet is conjugate to the categorical distribution: starting from Dir(ca) and
observing 3. labels of class ¢ gives the posterior Dir(c + 3). Updating beliefs therefore amounts to
adding counts, which is why EDL can express evidence as additive pseudo-counts 3. (§ 2.1).

Normalizing flows. A normalizing flow is an invertible neural network 7" that maps a simple base
density g (e.g., a standard Gaussian) to a flexible density, with the exact likelihood given by the
change-of-variables formula q(z) = qo (T~"(z)) | det 9T ~*(z) /Oz|. GraphUAT trains one flow per
class on node embeddings, so ¢(z, | ¢) measures how typical node v looks for class c. Embeddings
far from all training data receive low density under every class, and hence few pseudo-counts, which
is how high EU arises for OOD nodes.

Personalized PageRank (PPR). PPR models a random walk that, at each step, moves to a random
neighbor with probability 1 — « and teleports back to the start node with probability . The resulting
stationary distribution, IIP*R = ~(I — (1 — 7)A) ~! for a normalized adjacency A, assigns each

node u a weight IIEPR that decays with its graph distance from v. Row v, normalized to sum to one,

is a soft neighborhéod of v. In practice it is approximated by a few steps of power iteration [[19],
which GraphUAT truncates at the teacher’s number of layers.

D Uncertainty Quantification

Following the taxonomy proposed by [50]], most approaches for graph UQ can be broadly categorized
into Direct, Bayesian, Frequentist methods.

Direct estimation methods [52, 8] 155]] are the most straightforward and rely solely on the model’s
output logits or softmax probabilities as a proxy for uncertainty. For example, one may use the
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maximum softmax probability or predictive entropy to estimate how confident the model is. However,
these approaches are inherently limited: they only provide an estimate of the total uncertainty and
cannot disentangle aleatoric and epistemic components, as no information about model parameter
variability is available.

Bayesian methods form a richer family of approaches, as they explicitly model uncertainty in a
principled manner. Within this family, there are two broad paradigms:

* Single Deterministic Model [59, 146]: These approaches keep the model deterministic but place a
distribution over its outputs, e.g., using a Dirichlet distribution to model predictive probabilities.
This allows for capturing predictive variability without modifying the model’s internal parameters.
They allow for disentangling aleatoric and epistemic uncertainty without requiring multiple forward
passes.

 Single Model with Parameters Being Random Variables [58|, 22, |53, [9]: Here, the model
parameters themselves are treated as random variables, enabling a full Bayesian treatment. In
practice, exact Bayesian inference is intractable, so approximations such as Monte Carlo (MC)
dropout or variational inference are employed. Performing multiple stochastic forward passes
produces a distribution of predictions for each node, which enables the decomposition of total
uncertainty into its aleatoric and epistemic components (via marginalization over the weight
posterior).

Some of these methods are designed not to quantify uncertainty per se, but to make the model robust
to uncertainty (e.g., distributionally robust GNNs).

Frequentist methods estimate uncertainty in a model-agnostic, distribution-free manner, typically
through post-processing rather than modifying the model itself. These approaches are generally
computationally efficient, as they avoid placing priors over model parameters or introducing additional
learnable components. A common line of work leverages resampling techniques, such as jackknife
(leave-one-out) estimation combined with influence functions, to capture variability in learned
parameters without invoking Bayesian assumptions [31]. Another prominent direction is conformal
prediction, which provides guaranteed coverage by constructing prediction sets calibrated on held-out
data [13} 26} 57]. Recent refinements in this area focus on reducing set sizes while maintaining
coverage guarantees, thereby improving efficiency. While these methods quantify total predictive
uncertainty and are robust to model misspecification, they generally do not disentangle aleatoric and
epistemic components [41]. Furthermore, these methods rely on the assumption that data samples are
exchangeable, an assumption that is often approximated in practice through random splits or tailored
sampling strategies for graphs [38].

The final set of methods, ensembles and test-time augmentation, do not neatly fit into this taxonomy.
Ensemble GNNs [4} |51] combine predictions from multiple independently trained models, with
predictive uncertainty emerging from the diversity among members. While effective, they remain
computationally expensive and largely lack graph-specific adaptations. Test-time augmentation
instead perturbs inputs at inference and measures prediction variability. Though applied in GNNs for
OOD robustness [28l 29]], its use for uncertainty quantification remains unexplored, yet promising
due to its post hoc nature and efficiency.

Our objective is to identify the sources that make a GNN uncertain. This comes under the broader
umbrella of GNN explainability [2} 34} 149133156} [3]].

E DEEPSHAP

Starting with Shapley values, let the feature set of the target node v be F* = {1,...,d}, with
feature vector x,, € R%. We use f¥(x,) € {u(v), uf*(v)} to denote either aleatoric or epistemic
feature-level uncertainty. The exact Shapley value for feature 57 € F is:

S|'(d—|S|—1)!
Si(f'x)) = Y |S]'( dl' |—1)
SCF\{5} - o

(1 (x5U0) - () )
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where x? is the feature vector with only features in S retained.

DEEPLIFT computes contributions by tracking differences in activations between x,, and a single
baseline b. Letting Ay, = yx(x,) — yx(b) be the activation difference at neuron k, DEEPLIFT
redistributes these differences layer by layer back to the input features. The resulting feature-level
contributions C]DL(X,,, b) satisfy the conservation property:

d
> CP (%, b) = fY(x) — f(b). (8)
j=1

Here, CP"(x,, b) quantifies how much of the output difference f*(x,) — f*(b) is traced back to
the difference in feature j in x,, relative to a baseline b, propagated through intermediate activations.

While DEEPLIFT provides a fast and locally consistent redistribution of output differences, it relies
on a single baseline, which limits its faithfulness to the Shapley formulation that defines feature
importance as an expectation over all possible reference contexts. DEEPSHAP approximates the
Shapley value by averaging these contributions across a set of baselines 3:

6, (" (0,)) = O30, B) = 7= 3 CPH(x,.b), ©)

beB

d
and > CPS(x,,B) = f*)(x,) — Eg[f*)(b)]

Jj=1

F Proofs

The rank-faithfulness of EDL’s uncertainty implies that for any data points v1, va,
u(vy) > u(ve) <= us(v1) > us(v2) (10)

where u(-) is EDL’s uncertainty estimate and u. () is the true uncertainty. We prove that this is
sufficient for GraphUAT to produce rank-faithful uncertainty attributions. The proof is broken into
two parts

F.1 Network Attribution
Let A denote Attr™ for brevity, with subscripts a, e dropped. The proof covers both cases.
To prove: GraphUAT produces rank-faithful uncertainty attributions at the network level.
A(n,v1) > A(n,ve) <= Ai(n,v1) > Ai(n,v9) (11)
where A, (+) is the correct attribution produced using w.(-).

For a target node n with neighbors vy, vo, from § 3.4 we have

A(n, 1) = u(n) —u'" (n), (12)
A(n,vp) = u(n) — u\*2(n). (13)
Subtracting (T3) from (12)) yields
A(n,v1) = A(n, va) = u\"(n) — u\* (n). (14)
Therefore,
A(n,v1) > A(n,vy) <= u\*2(n) > u\"(n). (15)
By the same reasoning,
Ai(n,v1) > Ax(n,v2) <= u”? (n) > uy” (n). (16)
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By EDL’s rank-faithfulness (T0), the ablated uncertainties satisfy

u\’2(n) > u\" (n) <= uy" (n) > ul! (n). (17)

Combining (T3), (16), and (T7), we conclude
A(n,v1) > A(n,v2) <= A.(n,v1) > Ai(n,vs)

F.2 Feature Attribution

Feature attribution is performed using DEEPSHAP [37]]. Unlike network attribution, feature attribution
is independent of the graph structure: each node is considered in isolation, and its uncertainty stems
solely from its own features. Consequently, the feature attribution of a target node n depends only on
the baseline set I3; the rest of the graph is uninvolved.

To prove: GraphUAT produces rank-faithful uncertainty attributions at the feature level.
At(n); > A(n); = AL(n); > AX(n); (18)
for features 4,57 € {1,...,d}, where A (-) is the correct attribution produced using u(-).

Scope of the guarantee. DEEPSHAP combines per-baseline DEEPLIFT contributions into a single
feature ranking, and whether the guarantee holds depends on how this combination is done. We
consider two aggregation schemes: (i) score averaging, the standard DEEPSHAP estimator in Eq. (9),
which averages contributions across baselines and then ranks the averaged scores; and (ii) rank
averaging, which ranks the features separately under each baseline and then averages these ranks.
We show that rank averaging preserves the ranking for any strictly increasing transformation of
the uncertainty, whereas score averaging preserves it exactly when the transformation is affine, and
approximately when the baselines are tightly clustered in uncertainty. A toy example at the end of
this section shows that the affine condition cannot be dropped for score averaging.

Baseline set invariance. For a target node n, GraphUAT selects the baseline set B as the top-k most
confident nodes from the same predicted class. Given EDL’s rank-faithfulness ([E]), the selection of
B is unaffected: the top-k confident nodes chosen based on u(-) are identical to those chosen based
on u,(+), since only the ranking matters for this selection.

Monotonic transformation of uncertainty. EDL not producing exact uncertainty estimates but
being rank-faithful implies that

u(x) = g(ux(x)) (19)
where g(+) is a strictly monotonic function. Since the equivalence in (T0) preserves the direction
of the ordering, g is strictly increasing. We write f(™ = go fﬁ"), where ffn) computes the true
feature-level uncertainty, so that A is the DEEPSHAP attribution of fi"). We write CJD L(x,,b; h)
for the DEEPLIFT contribution of feature j when explaining a function h.

Effect on DEEPSHAP attributions. The baseline set 3 is chosen at the node level, not the feature
level. All features of node n share the same baseline set. From Appendix [E} DEEPSHAP computes
the contribution of each feature j as

1
CPS(x,, B) = = Z CP% (%, b), (20)
1Bl 5%
which satisfies the conservation property
d
> CPS (. B) = £ (%) — Eg [ (b). @D

j=1

Single baseline: invariance to any strictly increasing g. Fix a baseline b € 3. DEEPLIFT computes

contributions through a chain-rule composition of layer-wise multipliers. Appending g after f*(”)
adds one final multiplier, the secant slope of g between the target’s and the baseline’s true uncertainty:

g(f{ (xn)) = g (£ (b))
Mmg(Xn,b) = o)

22
M (x,) = [ (b) 22
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which is replaced by the derivative of g when the denominator vanishes, following the gradient
fallback of the Rescale rule. Since g is strictly increasing, m,(x,,, b) > 0. Crucially, m, does not
depend on the feature index j; it is shared by every feature’s contribution:

CPY (xn,b; g o ) = my(x,,b) - CPY(x0,b; V) Vi€ {1,...,d}. (23)

Multiplying every feature’s contribution by the same positive constant preserves their relative order.
Hence, for a single baseline, the feature ranking is invariant to any strictly increasing g; no affine
condition is needed.

Multiple baselines: what is averaged matters. With |B| > 1, each baseline carries its own
multiplier, and by (23)),

C7P (%0, B; gof*n ~ B ng (xn, b) - CP% (%5, b; A ) (24)
beB

Unless mgy(x,,, b) is the same for every b, this is a non-uniformly reweighted average of the true
per-baseline contributions, which can reorder features. Whether the ranking survives therefore
depends on the aggregation scheme.

Proposition (Rank averaging). For each b € B, let ranky, (j) denote the rank of feature j when
features are sorted in decreasing order of C’DL (xn, b), with ties broken by a fixed rule, and define

R; = B Z rankp, (j (25)

beB
Then, for any strictly increasing g and all features 1, j,

Rj < Ri < Rj* < Ri*, (26)

where RJ* is computed from the contributions of f (").

Proof By (23)), under every baseline b the contributions for g o ( )

for f* . The sorted order, ties included, is therefore unchanged, so ranky, () is identical under u
and . for every j and b. By baseline set invariance, B is also identical. Averaging identical ranks
over an identical set gives R; = I;, for all j, and the claim follows. O

are a positive multiple of those

Proposition (Score averaging under affine g). If g(z) = az + ¢ with a > 0, then CP®(x,,, B; g o
My = a CP5 (xn, B; £ for all j, and hence

CP8(xn, B) > CP5 (x4, B) <= C1P(xp,B) > CR5(xn, B). (27)
Proof. The secant slope of an affine function is constant, so my(x,,b) = a for every b € B.

Substituting into (24) gives a uniform positive scaling, which preserves the ordering. O

Remark (Score averaging under near-affine g). For general g, write my, = m,(x,,,b) and let
m > 0 be its mean over B. Decomposing (24),

OPS — OPS =y (CDS — CD%) + — B Z m)(CRE(b) — CRE (b)),  (28)
beB
where the arguments (x,,, -) are dropped for brevity. The strict order of any pair ¢, j with C})8 # CP)S
is therefore preserved whenever
_1~DS _ DS DL ( DL
m |CFF = CR%| > max |, — ] |B|b§€;|0 ~ G (D). (29)

If ¢ is twice differentiable with |¢g"”| < M on an interval containing u.(n) and {u.(b)}pbep, then the
secant slope in (22)), viewed as a function of the baseline’s uncertainty, is (M /2)-Lipschitz. This
gives

M
max |my, — m| < — — m _ Ny
beaZ}S(| b | 2 0 s bb§é(3|u* b) — w.(b)] (30)

21



Because GraphUAT selects B as the top-k most confident nodes of a single predicted class, the
baselines are tightly clustered in uncertainty and d, is small by construction. The right-hand side of
(29) is then small, and only pairs of features whose true attributions are nearly tied can be reordered.
This is a sufficient condition, not a worst-case guarantee.

Example (the affine condition is necessary for score averaging). Consider a target node with
u.(x) = 10 and three baselines: by with u.(b;) = 9, and by = bz with u,(b2) = 1. These
baselines are deliberately not tightly clustered. Suppose the true per-baseline contributions of
two features are C'(x,b;) = (10,—9) and C(x,by) = C(x,b3) = (—1,10), consistent with
conservation. Let g(z) = 22, which is strictly increasing on z > 0. Then my(x, b) = u.(x) +u.(b),
giving my(b1) = 19 and my(bs) = mg4(bs) = 11. The transformed contributions are (190, —171)
and (—11,110), so each per-baseline ranking is unchanged. Table E] shows that score averaging
nevertheless flips the winning feature, whereas rank averaging does not.

Table 9: Toy example: score averaging (higher wins) versus rank averaging (lower wins), with and
without the non-affine transformation g(z) = 2.

Score avg. (1) Rank avg. ()

U g(ux) U g(ux)
Feature 1 2.67 56.00 1.67 1.67
Feature 2 3.67 16.33 1.33 1.33
Winner Feature 2 Feature 1 Feature 2 Feature 2

Conclusion. Since the baseline set B is identical under u(-) and u.(-), and each per-baseline
ranking is invariant to any strictly increasing g, GraphUAT produces rank-faithful feature-level
uncertainty attributions (i) unconditionally under rank averaging, and (ii) under the standard score-
averaged DEEPSHAP estimator when g is affine, and approximately when the baselines are tightly
clustered in uncertainty, as GraphUAT’s baseline selection ensures. Rank averaging gains this
unconditional invariance at the cost of the additive conservation property (2I), which holds only for
score averaging. O

G Experimental Setup

Experiments were conducted on a server with Intel(R) Xeon(R) Gold 6426Y: 64 cores, 126 GB RAM,
2 NVIDIA-L40S GPUs, 45 GiB each running on Ubuntu 20.04.6 LTS.

G.1 Dataset details

* CoraML [7] A citation network dataset where nodes represent machine learning papers, edges
denote citations, and node features are bag-of-words representations of the paper’s content. The
task is to classify papers into one of seven machine learning categories.

* CiteSeer [20] A citation network dataset with nodes as scientific publications, edges as citation
links, and bag-of-words node features. The goal is to classify publications into six research topics.

* PubMed [40] A biomedical citation network where nodes correspond to scientific papers on
diabetes, edges represent citation links, and node features are term-frequency vectors from each
paper’s TF—IDF representation. The classification task is to categorize papers into three classes
related to different types of diabetes research.

* AmazonComputers [44] A subset of Amazon co-purchasing network where nodes are products,
edges indicate frequently co-purchased items, and node features come from product reviews
(bag-of-words). The classification task is to predict product categories related to computers.

* AmazonPhotos [44] A subset of the Amazon co-purchasing network focused on photo and camera
products. Similar to Amazon-Computers, nodes represent products with review-based features, and
the goal is to classify products into relevant photo-related categories.

* CoauthorCS [44] A co-authorship graph derived from the Microsoft Academic Graph used in
the KDD Cup 2016 challenge, with nodes representing authors in the computer science (CS)
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Dataset Teacher-acc  Student-acc

CoraML 0.906 0.886
CiteSeer 0.806 0.795
AmazonPhotos 0.924 0.905
AmazonComputers 0.833 0.823
PubMed 0.842 0.841

Table 10: Teacher and student accuracies across datasets.

Table 11: Feature attribution. Reduction in teacher predictive entropy when the top-k attributed
features of uncertain nodes are replaced with those of certain nodes (higher is better). Best in bold.

Dataset GraphUAT Grad GnnEx Random
CoraML  0.415+0.02 —-0.093+0.01 —0.007+0.02 0.014 4+0.00

CiteSeer 0.323+0.01 —-0.128+0.01 —-0.010=£0.01 0.005 £ 0.00
Amazon-P 0.174+0.01 —-0.105+0.00 —0.003£0.00 0.024 £0.00

community, edges indicating co-authorship links, and node features extracted from the authors’
paper keywords. The classification task is to predict each author’s main area of research in CS.

* CoauthorPhysics [44] A co-authorship graph derived from the Microsoft Academic Graph used in
the KDD Cup 2016 challenge, with nodes representing authors in the physics community, edges
indicating co-authorship links, and node features extracted from the authors’ paper keywords. The
classification task is to predict each author’s main area of research in physics.

¢ TAGCora [35] A text-attributed variant of the Cora citation network where each node includes the
raw abstract text of a research paper. Unlike CoraML, whose bag-of-words features are anonymized,
TAGCora provides an explicit mapping between features and words, enabling direct interpretability
of feature-level attributions. The task remains to classify papers into seven machine learning
research topics.

* ogbn-arxiv [25] A directed citation network of Computer Science arXiv papers indexed by the
Microsoft Academic Graph, where nodes represent papers and directed edges indicate citations.
Each node is associated with a 128-dimensional feature vector obtained by averaging the skip-gram
word embeddings of its title and abstract. The task is to classify each paper into one of 40 CS
subject areas (e.g., cs.Al, cs.LG), as manually labeled by authors and arXiv moderators. The dataset
is split by publication year, with training on papers up to 2017, validation on 2018, and testing on
papers from 2019 onward.

G.2 Training details
e Teacher GNN Architectures All teacher models (GCN, GAT, GRAPHSAGE [32], [48]], [21]]) use 2
layers with 64 hidden dimensions.

* Student GNN Configuration All student models (GPN) are restricted to teacher GNN’s neighbor-
hood (2-hop) with entropy regularization A = 0.0001 and w = 0.5.

* Dataset-Specific Configuration We have used a train/validation/test split of 3:3:4 labels per class
across all datasets, except ogbn-arxiv which uses its public OGB split.

* Training Protocol The teacher is trained with cross entropy loss and early-stopping. The student
uses the (6 and stops early on cross-entropy against the teacher. Both are optimized using Adam.

G.3 Student classification performance

Table|10|reports the classification accuracy of the trained student over the ground truth distribution.

G.4 Baselines

In the absence of prior methods designed for uncertainty attribution, we construct two natural
baselines and evaluate them under the same counterfactual protocol used throughout § @ The
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Table 12: Network attribution. Reduction in teacher predictive entropy when the top-k£ attributed
neighbors of uncertain nodes are removed (higher is better). Best in bold.

Dataset GraphUAT PPR GnnEx Random
CoraML  0.975+0.02 0.488+0.03 0.5914+0.10 0.031£0.01

CiteSeer 1.170+0.02 0.322+0.02 0.319+0.06 0.018 +0.01
Amazon-P 0.886 £0.01 0.143+0.02 0.403+£0.12 0.008 £ 0.00

baselines operate on the teacher’s predictive entropy and cannot differentiate between aleatoric and
epistemic uncertainty since the teacher only provides the total uncertainty signal.

CLUE [1] This method explains a model’s uncertainty by searching the latent space of a gener-
ative model for counterfactuals that reduce uncertainty, and takes the resulting feature changes as
attributions. Although effective on tabular and image data, CLUE is ill-suited to the GNN setting
for four reasons. First, it assumes i.i.d. inputs, whereas nodes in a graph are interdependent: a
node’s identity is defined not only by its own features but also by its position in the graph and by
the features and labels of its neighbors, so uncertainty both propagates from a node to the network
and is inherited from it. Second, graphs have no canonical node ordering, so attributions must be
permutation equivariant; methods built for images instead rely on a fixed pixel grid. Third, graphs
lack a coordinate system and fixed-size neighborhoods, which makes generative models designed
for images difficult to transfer. Finally, message passing entangles feature and structural signals,
so perturbing node features alone, as CLUE does, cannot capture uncertainty arising from graph
structure.

Grad / PPR. A gradient-based attribution that ranks features by |V, H(ps(y | G))| ©® x;. For
network attribution we remove the top-k neighbors ranked by their raw PPR-weighted contribution to
the teacher’s softmax entropy. We then run our existing evaluation protocol against these. This is the
most direct “why do you need a student?” challenge: it asks the teacher itself which inputs move its
uncertainty.

GnnEx GNNEXPLAINER [56] identifies the minimal subgraph that maximizes the mutual informa-
tion between the full graph’s predictive distribution and the subgraph’s predictive distribution, by
minimizing their KL divergence subject to a subgraph-size regularizer. We repurpose it to explain
the teacher’s predictive entropy as the target signal rather than the predicted class, testing whether
an existing GNN explainer, given the right target, can recover uncertainty sources without further
modification.

Random. Uniformly sampled features and neighbors, as in our main experiments.

Tabular. Tabular attribution methods operate in the feature space. Applied to graphs, they score
each node’s raw feature vector directly and yield a feature-level uncertainty signal. This appears
to work, but it explains the wrong model: our goal is to explain the uncertainty of the GNN, not
that of a classifier trained on node features in isolation from the network. A natural alternative
is to apply the method to the node embeddings produced by the GNN instead. This runs into an
entanglement problem. The first message-passing layer already fuses a node’s own features with those
of its neighbors, so beyond the input there is no layer at which the node’s features and its neighbors’
features remain separately addressable. An attribution computed on the embeddings therefore cannot
be cleanly credited back to the node’s own features.

NLP. NLP-based attribution methods are the furthest removed from our setting, since they are
designed to exploit textual semantics. GraphUAT explains an already-trained GNN, and a GNN
neither models nor uses textual semantics in its decisions. NLP-based techniques are therefore a
poor fit: attributing the teacher’s uncertainty to semantic properties would credit the explanation
to information the model never had access to. In our case study on Tag-Cora, node features are
bag-of-words vectors over a fixed vocabulary; we map them back to words only for display, as a
convenience for the reader. The teacher GNN draws its predictive power from the presence or absence
of words together with topological homophily, not from lexical meaning.

Tables [[T]and [12]report the change in teacher predictive entropy when the top-k attributed features
(resp. neighbors) of uncertain nodes are replaced (resp. removed). GraphUAT outperforms all
baselines by a substantial margin on both tasks and across all datasets. (Table[IT), GraphUAT achieves
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positive uncertainty reductions across all three datasets, while Grad and GnnEx fail to do so on any.
On network attribution (Table[I2)), the baselines are competitive. GraphUAT nonetheless improves
over the strongest baseline across datasets. This shows that while the baselines do identify informative
neighbors, GraphUAT pinpoints them more effectively for a given budget.

H Continued Case Study: Network-Level Attribution

H.1 AU Attribution

To complement the feature-level analyses in the main paper, we now examine a case study of
uncertainty arising from graph structure and message passing. Consider node 817 whose aleatoric
uncertainty increases by 60.22% following message passing . GraphUAT attributes this rise in
uncertainty to a set of confident yet differently labeled neighbors [1028, 2564, 5, 661, 1686].
Although each neighbor is individually certain, their class mismatch makes the neighborhood non-
homophilic within an otherwise homophilic graph, introducing conflicting evidence that increases
aleatoric uncertainty at node 817.

Conversely, node 671 shows the opposite trend: it is feature-wise uncertain but becomes more
confident after aggregation. Its aleatoric uncertainty drops by 58.58% post aggregation. GraphUAT
reveals that its neighbors are largely from the same class with low aleatoric uncertainty, providing
consistent evidence that stabilizes its prediction. Together, these examples illustrate how GraphUAT
disentangles the direction and source of uncertainty propagation.

H.2 EU Attribution

Next, we examine how epistemic uncertainty propagates across the graph. Node 1121 is epistemically
certain when considered in isolation but becomes uncertain once the network is integrated. Its
epistemic uncertainty increases by 52.96% post aggregation. GraphUAT attributes this change to a
set of neighbors exhibiting significantly higher epistemic uncertainty causing node 1121 to inherit
their uncertainty during message passing.

Conversely, node 1299 shows the reverse trend: it is epistemically uncertain based on its own
features but becomes more confident after aggregation. Its epistemic uncertainty decreases by 2.21
orders of magnitude post aggregation. GraphUAT reveals that its most influential neighbors have
substantially lower epistemic uncertainty. Their stable representations provide reliable context,
effectively grounding node 1299 within a well-learned neighborhood and reducing its epistemic
uncertainty.

Overall, these examples demonstrate GraphUAT ’s nuanced capacity to disentangle and localize
uncertainty at the network level. It captures both how uncertainty flows through the network and why
a node’s confidence changes in context, showcasing interpretability that extends beyond individual
nodes to the network.

I Case Study on a Non-Text-Attributed Graph

We present a qualitative case study on the NBA graph from FairGNN [15], whose node features are
human-readable tabular attributes rather than bag-of-words text. The graph extends a Kaggle dataset
of NBA players. Node features include 2016—17 performance statistics and related information, and
edges are Twitter follow relationships collected via the official Twitter API. The task is to predict
whether a player’s salary is above the median. Table[I3]summarizes the dataset.

Table 13: Statistics of the NBA dataset.
#Nodes #Edges #Features #Classes

403 16,570 39 2

We examine one case of high aleatoric uncertainty (AU) and one of high epistemic uncertainty (EU).
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I.1 Case 1: High AU — An Under-Median Player with Mixed Statistics

Aleatoric uncertainty is high when the evidence is inherently conflicting: even with perfect data, it is
unclear which salary class the player belongs to.

GraphUAT ranks node 29 (user_id=61288678), an under-median player, in the top 1% by AU. It
attributes this uncertainty to five features: minutes played (MP), personal fouls (PF_x), games played
(GP), real plus-minus (RPM), and defensive RPM (DRPM). Table[T4]compares these features against the
class statistics; for each feature, the class the player more closely resembles is shown in bold.

Table 14: Attributed features of node 29 compared with class statistics. Bold marks the class each
feature more closely resembles.

Feature Node29 Under-median Over-median

MP 30.5 177+ 8.2 26.0 £ 7.2
PF_x 2.5 1.59 £ 0.77 2.02 £ 0.55
GP 53 51.7 + 25.0 65.0 = 16.4
RPM —1.57 —1.48 £1.95 0.23 +2.68
DRPM 0.06 —0.12 £ 1.54 0.14 £ 1.72

The attributed features disagree. MP and PF_x point toward over-median: the player logs starter-level
minutes and fouls at a rate typical of higher-usage players. GP and RPM point toward under-median,
landing almost exactly on that class’s averages. DRPM (0.06) sits nearly midway between the two class
means (—0.12 and 0.14) and favors neither. The features GraphUAT identifies thus split between
the two classes rather than agreeing, which is precisely the kind of conflicting evidence that drives
aleatoric uncertainty.

To test the attribution, we replace the attributed features with those of a confidently under-median
player (node 168, user_id=186027867), who plays far fewer minutes (MP: 30.5 — 10.3) and
commits fewer fouls (PF_x: 2.5 — 0.7). This reduces node 29’s AU from 0.676 to 0.078 (—88%),
whereas replacing a random set of features leaves it essentially unchanged (=0.681). Once the
conflicting features are resolved toward a clear under-median profile, the model is no longer uncertain,
consistent with genuine ambiguity in the data rather than a modeling failure.

I.2 Case 2: High EU — An Atypical Over-Median Player

Epistemic uncertainty is high when a node differs from the examples the model has seen in its class,
for instance an extreme profile relative to peers with the same label.

GraphUAT ranks node 283 (user_id=35982046), an over-median player, in the top 1% by EU, and
attributes this uncertainty to points, two-point attempts (2PA), assists, and offensive RPM (ORPM).
As Table [T5]shows, the player is not merely above average on these features but at the extreme tail of
his class.

Table 15: Attributed features of node 283 compared with over-median class statistics.

Feature Node 283 Over-median Percentile

points 31.6 124 £ 6.7 100th
2PA 16.8 6.9 +3.7 99th
assists 10.4 27+22 99th
ORPM 6.74 0.09 4+ 2.30 99th

By contrast, over-median players with low EU average only about 8.1 points and 4.8 two-point
attempts. Node 283 is clearly a high earner, but an extreme one: his scoring, usage, playmaking, and
offensive impact far exceed those of typical over-median players. He therefore belongs to the correct
class but lies at the edge of what that class looks like in the training graph.

Replacing the attributed features with those of a more typical over-median player (node 50,
user_id=272116860), namely points 31.6 — 9.1, 2PA 16.8 — 2.5, assists 10.4 — 0.6, and
ORPM 6.74 — 1.62, reduces EU from 0.0365 to 0.00022 (—99%), compared with 0.018 (—51%) for
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a random replacement. The predicted class remains over-median, but the profile no longer looks
unusual.

The two uncertainty types have clearly distinct attribution signatures, both directly interpretable from
raw statistics: aleatoric uncertainty arises from features that point to different classes, while epistemic
uncertainty arises from features that consistently point to one class but take extreme values within
it. In both cases, replacing the attributed features with those of a confident donor from the same
class removes the corresponding uncertainty component, while random replacements have a much
smaller effect, confirming the attributions. This demonstrates that GraphUAT’s attributions remain
interpretable beyond text-attributed graphs.

J Extension to Graph Classification

To evaluate whether GraphUAT generalizes beyond node classification, we apply it to a graph
classification task using the Mutagenicity [[16] dataset. Since GraphUAT operates on node-level
uncertainty signals, we adapt the setting by introducing a virtual node to each graph and connecting it
to all existing nodes, allowing the student to express graph-level uncertainty through this aggregation
node.

The student GPN trained in this setting achieves a fidelity of 84% with respect to the teacher,
indicating that the distillation process remains effective for graph-level tasks. Table [19| reports
the quantitative evaluation of uncertainty attribution on network-level sources. GraphUAT yields
substantial improvements over random baselines, with mean gains of 0.62 £ 0.01 for aleatoric
uncertainty and 0.61 &£ 0.04 for epistemic uncertainty. All improvements are statistically significant
(p < 0.001), with large effect sizes (Cohen’s d, = 4.53 for AU and 6.90 for EU).

We do not analyze feature-level attribution for this dataset, as node features correspond only to atom
types. Overall, these results demonstrate that GraphUAT extends naturally to graph classification and
remains effective outside the node-level regime.

K Runtime

The runtime analysis in Fig. [3] demonstrates the computational efficiency of our pipeline. For most
datasets (CoraML, AmazonPhotos, and CoauthorPhysics), distillation completes in under 100 seconds
— comparable to or faster than teacher training — making the approach practical for real-world
applications. The ogbn-arxiv dataset exhibits longer distillation time (~5.5 minutes) due to its 40
class labels, which requires training 40 normalizing flows (one for each class). Notably, even with
this increased model complexity, the total runtime remains on par with teacher training (~4 minutes),
demonstrating that our distillation overhead remains manageable even as the number of classes scales.

Fig. [ reports the per-node DEEPSHAP attribution time across the same four datasets. Attribution
remains fast across all scales, ranging from under 0.05 seconds per node on CoraML and Ama-
zonPhotos to approximately 0.2 and 0.7 seconds on CoauthorPhysics and ogbn-arxiv, respectively.
Consistent with DEEPSHAP’s O(|B| - d) complexity, the runtime is governed by the size of the
baseline set 5 which becomes larger with dataset size. The absolute times confirm that feature
attribution adds negligible overhead to the overall pipeline even on the largest dataset tested.
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Figure 3: Runtime comparison (in minutes) between teacher training and distillation across four
benchmark datasets of varying scale. Dataset scale (nodes/edges): CoraML (3K/16K), AmazonPhotos
(8K/238K), CoauthorPhysics (34K/496K), ogbn-arxiv (169K/1.2M).
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Figure 4: Per node DEEPSHAP attribution time (in seconds) across four benchmark datasets of varying
scale. Dataset scale (nodes/edges): CoraML (3K/16K), AmazonPhotos (8K/238K), CoauthorPhysics
(34K/496K), ogbn-arxiv (169K/1.2M).



Table 16: Student—teacher fidelity on CoraML across varying training data fractions and values of w.
Fraction 1.0 0.75 05 025 0.10
w=2025 092 091 090 0.83 0.80
w=07 094 091 090 0.88 0.80

Table 17: Quantitative evaluation of uncertainty attribution under sub-optimally trained teachers.
Overfit-S stands for strong overfitting, where the fraction of training nodes is further reduced compared
to standard overfitting.

Feature Network
Model AU() EUM AU EUM
Fit 0.415 0.399 0916 0.824

Underfit 0.002 -0.011  1.380 1.060
Overfit 0.327  0.305 1.040  0.936
Overfit-S 0282  0.194 1.180  0.976
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Figure 5: Improvement in the teacher’s uncertainty when the top-k (solid) or random-% (dashed)
node features are replaced (left) or neighbors are removed (right). The left panel of each plot shows
aleatoric, and the right panel shows epistemic uncertainty improvements.

L. Impact of £ on Feature Attribution

k controls the top-k uncertain features (or nodes) that we replace (or delete) with those borrowed
from certain nodes. Figs. |§| study the impact of k El As k increases, GraphUAT consistently yields
higher improvements in uncertainty, while the random baseline remains nearly flat. Importantly,
the gap between the two curves is large even at small £ and widens as k£ grows, highlighting that
GraphUAT reliably prioritizes the most uncertainty-contributing features.

Table 18: Spearman’s rank correlation between the uncertainty attributions across GNN architectures
on CoraML.

Feature Network
Models AU (1) EU (1) AU (1) EU ()
GCN-GAT 0.35+0.19 0.334+0.20 0.874+0.26 0.64+0.25
GCN-Sage 0.32+0.20 0.30+0.23 0.87+0.26 0.60+£0.28
GAT-Sage 0.38+0.18 0.344+0.21 0.91£0.22 0.72+0.26

29



Table 19: Uncertainty attribution on the Mutagenicity graph classification dataset.
Top-k (1) Random (1) t-stat (f) p-value (/) Cohen’sd, (1)
AU 0.62+0.01 0.00=0.00 77.17 ~0 4.53
EU 0.61+0.04 0.00%0.00 13.80 ~0 6.90
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Figure 6: Improvement in the teacher model’s uncertainty when the top-%£ (solid) or random-k
(dashed) node features are replaced. The left panel shows aleatoric, and the right panel shows
epistemic uncertainty improvements.

M Ablation Study on Loss Terms

The ablation study in Table 23] systematically examines the influence of the weighting coefficients A
and w in the student’s training objective (Eq.[6). Recall that A controls the posterior regularization
term, which enforces calibrated uncertainty, while w balances the prediction matching and uncertainty
alignment objectives. Setting A = 0 effectively disables regularization, allowing us to assess its
stabilizing role, whereas varying w from 0 to 1 shifts the model’s focus from matching the teacher’s
predictive probabilities to aligning with its uncertainty profile. The results show that intermediate
values of w (around 0.75) yield the best trade-off across metrics—achieving high Fidelity and Cohen’s
x, low KL divergence, and strong rank correlation—indicating that both prediction and uncertainty
alignment are necessary for faithful distillation. When w is near the extremes (0 or 1), performance
degrades, highlighting that overemphasizing either component leads to underfitting one aspect of
the teacher’s behavior. Similarly, small but non-zero values of A improve consistency and prevent
overconfident posteriors. Overall, these trends confirm that all three loss components contribute
synergistically to effective knowledge transfer and calibrated uncertainty modeling.

N Effect of Training Data Size on Student Fidelity

Table[I6]reports the student’s fidelity to the teacher across different fractions of the available training
data and for two values of w. We observe that the student retains high fidelity even when trained on

3We plot ogbn-arxiv separately because its feature count is much smaller than the other datasets, so the probes have a larger
relative impact on the uncertainty. Plotting all curves on the same axes would compress the others and make them difficult to
distinguish.

Table 20: Quantitative evaluation of feature-level uncertainty attribution (k = 100) on different GNN
architectures. Top-k and Random indicate the improvement observed in uncertainty following the
feature replacements. 1 and | denote higher and lower is better, respectively.

Aleatoric Attribution Epistemic Attribution
Dataset

Top-k (1) Random (1) A (1) t-stat() p-value(]) Cohen’sd. (1) Top-k (1) Random (1) A (1) t-stat() p-value(]) Cohen’sd. (1)

CoraML-GAT 0.243+£0.01  0.002+0.00 0.240 18.30 ~0 0.67 0.214+£0.01  0.006 +0.00 0.207 18.08 ~0 0.66
CoraML-GRAPHSAGE  0.364+0.02 0.013+0.00 0.351 19.17 ~0 0.70 0.278 £0.02 0.007+0.00 0.271 17.13 ~0 0.63
CiteSeer-GAT 0.168 £0.01 0.002+0.00 0.166 14.92 ~0 0.52 0.148 £0.01  0.001£0.00 0.147 12.17 ~0 0.42
CiteSeer-GRAPHSAGE  0.362+0.02  0.003 4+ 0.00  0.359 22.07 ~0 0.77 0.219+£0.01  0.005+0.00 0.214 14.88 ~0 0.52
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Figure 7: ogbn-arxiv: Improvement in the teacher model’s uncertainty when the top-k (solid) or
random-k (dashed) node features are replaced. The left panel shows aleatoric, and the right panel
shows epistemic uncertainty improvements.
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Figure 8: Improvement in the teacher model’s uncertainty when the top-%k (solid) or random-%
(dashed) neighbors are removed. The left panel shows aleatoric, and the right panel shows epistemic
uncertainty improvements.

substantially fewer samples. For instance, with only 50% of the training data, the fidelity remains at
0.90 for both w settings, and even with 25% of the data it stays above 0.83. This indicates that the
student does not require access to the full training set to effectively capture the teacher’s behavior.
These results suggest that the proposed distillation procedure is data-efficient, which is desirable in
practical settings.

O Robustness to sub-optimally trained teachers

Table|l7|evaluates uncertainty attribution when the teacher is not well-trained. Our objective is to
remain faithful to the teacher’s behavior rather than to the underlying data distribution, even when the
teacher underfits or overfits. To simulate these regimes, we train the teacher to underfit by limiting
training to 50 epochs, and to overfit by training for more epochs using only 10% of the available data.

Feature attribution: When the teacher underfits, feature-level attribution quality collapses to near-
zero. This behavior is expected: an underfit model has not learned meaningful feature uncertainty
relationships, leaving no coherent signal for GraphUAT to recover. Under overfitting, attribution
quality improves but remains below that of a well-trained teacher (e.g., AU/EU of 0.28/0.19 versus
0.42/0.40 for a well-trained teacher), indicating that the teacher has learned some decision logic and
GraphUAT can identify where that logic becomes uncertain.

Network attribution: In contrast, network-level attribution remains relatively strong under both
underfitting and overfitting. Compared to the well-trained setting, underfitting yields improvements
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Figure 9: ogbn-arxiv: Improvement in the teacher model’s uncertainty when the top-k (solid) or
random-k (dashed) neighbors are removed. The left panel shows aleatoric, and the right panel shows
epistemic uncertainty improvements.

Table 21: Validation of student’s predictive performance against GAT and GraphSage

Dataset Fidelity Cohen’s Kappa
CoraML-GAT 0.91 +£0.28 0.89
CoraML-GRAPHSAGE 0.92 £0.26 0.91
CiteSeer-GAT 0.92 £0.28 0.90
CiteSeer-GRAPHSAGE  0.89 £ 0.32 0.86

of 50.6% (AU) and 28.6% (EU), while overfitting yields gains of 13.5% (AU) and 13.6% (EU). Under
stronger overfitting, these gains further increase to 28.8% (AU) and 18.4% (EU). This difference
from feature attribution arises because network-driven uncertainty diffusion is dictated primarily by
graph topology. Well-connected neighbors dominate the uncertainty signal regardless of the teacher’s
training quality.

Overall, these results confirm that GraphUAT faithfully reflects the teacher’s behavior: when the
teacher lacks meaningful feature-level structure, attribution degrades accordingly, while more stable
structural uncertainty patterns can still be recovered.

P Generalization to Other GNN Architectures

We evaluate the generalization capability of GraphUAT to GAT and GRAPHSAGE. Table 24| presents
the results for uncertainty attribution arising from network effects, while additional experiments on
student—teacher alignment and feature-level attribution are reported in Tables[20H21]in the Appendix.

Across both architectures, the results exhibit trends consistent with those observed for GCN. The
uncertainty attributions generated by GraphUAT outperform random baselines, as reflected by
statistically significant improvements in the evaluation metrics. Furthermore, the student models
demonstrate strong alignment with their respective teachers, confirming that GraphUAT generalizes
reliably beyond a single GNN architecture.

Q Sensitivity of Uncertainty Attribution to GNN Architecture

Table [I8] reports the Spearman rank correlation between uncertainty attributions obtained from
different GNN backbones on CoraML. We consider three commonly used architectures: GCN, GAT,
and GRAPHSAGE, and measure agreement between their feature and network-level attributions.

We observe that agreement across architectures is only moderate for feature-level attribution (AU/EU
correlations around 0.30-0.38), indicating that different backbones often identify different input
features as primary sources of uncertainty. This suggests that feature-driven uncertainty is model-
dependent and must be attributed separately for each trained architecture.
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Table 22: Validation of student’s modeling of uncertainty against GAT and GraphSage

Dataset KL Divergence Rank Correlation p-value
CoraML-GAT 0.34 0.58 ~0
CoraML-GRAPHSAGE 0.28 0.56 ~0
CiteSeer-GAT 0.55 0.62 ~0
CiteSeer-GRAPHS AGE 0.47 0.65 ~0

Table 23: Ablation Study: Effect of A and w on various evaluation metrics. Best values (per dataset
and metric) are in bold.

CoraML CiteSeer
Dataset A
Fidelity t Cohen’st KLDiv.| p1 p-value] Fidelity?T Cohen’s?t KLDiv.| p7T p-value]
0.0  0.00 0.92 0.90 0.31 0.62 ~0 091 0.88 0.75 0.35 ~0
0.0 025 0.94 0.93 0.19 0.69 ~0 0.92 0.90 0.43 0.67 ~0
0.0 0.0 0.95 0.94 0.16 0.71 ~0 0.92 0.90 0.22 0.80 ~0
0.0 0.75 0.94 0.93 0.12 0.75 ~0 0.92 0.90 0.14 0.81 ~0
Both 0.0 1.00 0.95 0.94 0.10 0.77 ~0 0.89 0.86 0.12 0.85 ~0
1074 0.00 0.93 0.92 0.24 0.64 ~0 0.90 0.87 0.67 0.48 ~0
1074 0.25 0.94 0.92 0.19 0.69 ~0 0.92 091 0.45 0.70 ~0
1074 0.50 0.95 0.94 0.15 0.73 ~0 0.92 091 0.23 0.79 ~0
1074 075 0.95 0.94 0.10 0.77 ~0 0.93 0.91 0.12 0.84 ~0
1074 1.00 0.93 0.92 0.10 0.76 ~0 091 0.89 0.10 0.86 ~0

In contrast, network-level attributions exhibit higher agreement (correlations of 0.87-0.91 for AU
and 0.60-0.72 for EU). This aligns with the intuition that topology-induced uncertainty is strongly
governed by the underlying graph structure and therefore remains relatively stable across models.

These results support the need for uncertainty attribution as a model-specific procedure. Since
different architectures can rely on distinct features and neighborhood aggregation behaviors, their
sources of uncertainty also differ. Consequently, uncertainty attribution cannot be treated as a
one-time step but must be performed separately for each deployed GNN model.

R Impact of distillation quality on uncertainty attribution

The quality of distillation affects the downstream attribution performance. A poorly distilled student
fails to capture the target distribution, resulting in less trustworthy uncertainty estimates. However,
this degradation is not silent, as the fidelity and p are generated alongside the attribution outputs,
highlighting the trustworthiness of these numbers.

To illustrate this, Table [25|reports the attribution results for students checkpointed for three separate
epochs of training, so that fidelity and p vary in a controlled way against the fully-trained result
reported in the paper. For each block, the first two rows correspond to an unconverged student at an
early and intermediate epoch, while the final row is the epoch at which our student’s training actually
stops.

S Framework agnostic validation of attributions

In addition to Shannon entropy, we evaluate the attributions using two alternative uncertainty metrics:
the maximum logit and the Mahalanobis distance.

* Max probability. The complement of the largest softmax probability, so that lower confidence
yields higher uncertainty:

= 1— max
ce{l,...,C}

uteacher ( U)

‘maxprob

€1V

Ye-
* Mahalanobis distance. Using the teacher’s penultimate-layer embedding h,, we fit class-

conditional Gaussians with per-class means fi. and a shared covariance 3 on the training set.
Each node is scored by its distance to the nearest class centroid:

Untan (V) = ce{rln.i.r.lC} (h, — ﬂC)T ! (hy — fic) . (32)
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Table 24: Quantitative evaluation of network-level uncertainty attribution (¥ = 50) on GAT and
GRAPHSAGE.

Dataset Aleatoric Attribution Epistemic Attribution

Top-k (1) Random () A (1) t-stat(t) p-value(]) Cohen’sd. (1) Top-k (1) Random (1) A (1) t-stat(f) p-value (/) Cohen’sd. (1)
CoraML-GAT 0.832£0.02 0.020£0.01 0.811 32.58 ~0 1.20 0.778 £0.02 0.004 £0.00 0.774 32.71 ~0 1.20
CoraML-GRAPHSAGE  0.4944+0.03 0.0154+0.01 0.479 16.95 ~0 0.62 0.761+£0.02 0.020£0.01 0.738 30.52 ~0 112
CiteSeer-GAT 1.208 +£0.02 0.023£0.01 1.185 54.34 ~0 1.90 1.437+0.01 0.010+0.00 1.423 126.00 ~0 4.40
CiteSeer-GRAPHSAGE  0.947 +0.02 0.021£0.01  0.926 36.45 ~0 1.27 1.297+£0.01 0.016 £0.01 1.280 90.70 ~0 3.16

Table 25: Evaluation of uncertainty attribution for under-distilled students.
Dataset Fidelity A-AU A-EU p (p-value)

CoraML 0.29 0.28+0.02 0.51£0.02 0.24 (~0)
CoraML 0.65 0.49+0.02 0.52+£0.02 0.38 (~0)
CoraML 0.95 0.98+0.02 0.78£0.02 0.72 (~0)

CiteSeer 0.53 0.64£0.02 0.81+£0.02 0.22(~0)
CiteSeer 0.70 0.66 =0.02 0.86£0.01 0.27 (~0)
CiteSeer 0.83 1.17£0.02 1.324+0.01 0.70 (~0)

Amazon-P 0.45 0.23£0.01 0.14+£0.01 0.01(~0)
Amazon-P 0.68 0.42+0.01 0.17+£0.01 0.35(~0)
Amazon-P 0.96 0.89+0.01 0.20£0.01 0.65 (~0)

Larger distances indicate that v lies farther from all class-conditional distributions, reflecting higher,
predominantly epistemic, uncertainty.

Tables [26| and [27| show that GraphUAT performs consistently across these alternative uncertainty
metrics, with significant improvements over the random baseline for both aleatoric and epistemic
attributions on every dataset.

T Post-intervention classification behavior

The counterfactual protocol measures how much the teacher’s predictive entropy falls after a top-k
intervention. Replacing features or removing neighbors could, in principle, reduce entropy by pushing
the teacher toward a different class. In that case the drop would reflect a changed decision rather
than a resolved source of uncertainty. To rule this out, we record for every node subjected to a top-k
intervention whether the teacher’s predicted class after the intervention matches its original prediction.
Table 28] reports the fraction of predictions that remain unchanged.

Across all 32 dataset-uncertainty profile combinations, an average of 98.8% of predictions remain
unchanged, and the lowest value in any combination is 94.7% (CiteSeer, feature-level EU). The
interventions therefore leave the teacher’s decision essentially intact while substantially reducing its
predictive entropy. This indicates that the uncertainty reductions reported throughout the paper come
from resolving the sources GraphUAT identifies, not from flipping the teacher’s prediction to another
class.
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Table 26: Network attribution evaluated with the max-probability uncertainty.

Dataset Aleatoric Attribution Epistemic Attribution

Top-k (1) Random () A (1) t-stat() p-value(]) Cohen’sd. (1) Top-k (1) Random () A (1) t-stat() p-value(]) Cohen’sd. (1)
CoraML 0.345 +0.01 0.008 +0.01 0.336 43.22 ~0 1.59 0.256 + 0.01  0.009 £+ 0.00 0.247 29.39 ~0 1.08
CiteSeer 0.386 + 0.01 0.006 = 0.00 0.380 54.68 ~0 1.90 0.409 +0.01 0.005 = 0.00 0.403 62.28 ~0 2.16
Amazon-P  0.286 +0.01 0.002+0.00 0283  51.47 ~0 1.17 0.069 +0.00 0.003 +0.00 0.065  21.58 ~0 0.49

Table 27: Network attribution evaluated with the Mahalanobis-distance uncertainty.

Dataset Aleatoric Attribution Epistemic Attribution

Top-k (1) Random (1) A (1) t-stat (1) p-value(]) Cohen’sd. (1) Top-k (1) Random (1) A (1) t-stat (1) p-value(]) Cohen’sd. (1)
CoraML 4.220 £ 0.31  0.154 £0.07 4.065 12.57 ~0 0.46 5.367 +0.28 0.017 £0.10 5.350 17.42 ~0 0.64
CiteSeer ~ 8.114+0.25 0.114+0.06 7.999  30.96 ~0 1.08 8376 +0.18 0.079 +0.04 8298 4527 ~0 1.57
Amazon-P  5.865 +0.27 0.071 £0.02 5.794 21.01 ~0 0.48 3.163+0.24 0.067 £0.02 3.095 13.01 ~0 0.30

Table 28: Fraction of teacher predictions left unchanged by top-k interventions: feature replacement
(Feature) and neighbor removal (Network).

Feature Network
Dataset AU EU AU EU
CoraML 1.000 0.998 0.983 0.991
CiteSeer 0992 0947 0970 00973

Amazon-P 0.998 0999 0.995 0.998
Amazon-C 0.992 0997 0.987 0.993
PubMed 0.998 0999 0.971 0.993
Coauthor-CS  0.999 0.999 0.991 0.994
Coauthor-P 1.000 0.996 0.983 0.996
TAGCora 0.956 0994 0974 0.975

Mean 0.992 0991 0982 0.989
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results can be expected to generalize to other settings.

* It is fine to include aspirational goals as motivation as long as it is clear that these goals are not
attained by the paper.
2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?

Answer: [Yes]

Justification: §5 App.
Guidelines:

* The answer [N/A]| means that the paper has no limitation while the answer means that the
paper has limitations, but those are not discussed in the paper.

* The authors are encouraged to create a separate “Limitations” section in their paper.

* The paper should point out any strong assumptions and how robust the results are to violations of
these assumptions (e.g., independence assumptions, noiseless settings, model well-specification,
asymptotic approximations only holding locally). The authors should reflect on how these
assumptions might be violated in practice and what the implications would be.

* The authors should reflect on the scope of the claims made, e.g., if the approach was only tested
on a few datasets or with a few runs. In general, empirical results often depend on implicit
assumptions, which should be articulated.

* The authors should reflect on the factors that influence the performance of the approach. For
example, a facial recognition algorithm may perform poorly when image resolution is low or
images are taken in low lighting. Or a speech-to-text system might not be used reliably to
provide closed captions for online lectures because it fails to handle technical jargon.

* The authors should discuss the computational efficiency of the proposed algorithms and how
they scale with dataset size.

* If applicable, the authors should discuss possible limitations of their approach to address
problems of privacy and fairness.

* While the authors might fear that complete honesty about limitations might be used by reviewers
as grounds for rejection, a worse outcome might be that reviewers discover limitations that
aren’t acknowledged in the paper. The authors should use their best judgment and recognize
that individual actions in favor of transparency play an important role in developing norms that
preserve the integrity of the community. Reviewers will be specifically instructed to not penalize
honesty concerning limitations.

3. Theory assumptions and proofs

Question: For each theoretical result, does the paper provide the full set of assumptions and a
complete (and correct) proof?

Answer: [Yes]
Justification: App.

Guidelines:
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» The answer [N/A] means that the paper does not include theoretical results.
* All the theorems, formulas, and proofs in the paper should be numbered and cross-referenced.
All assumptions should be clearly stated or referenced in the statement of any theorems.

* The proofs can either appear in the main paper or the supplemental material, but if they appear
in the supplemental material, the authors are encouraged to provide a short proof sketch to
provide intuition.

Inversely, any informal proof provided in the core of the paper should be complemented by
formal proofs provided in appendix or supplemental material.

* Theorems and Lemmas that the proof relies upon should be properly referenced.

. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main experi-
mental results of the paper to the extent that it affects the main claims and/or conclusions of the
paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: App.[G}[G1][G2]

Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* If the paper includes experiments, a answer to this question will not be perceived well by
the reviewers: Making the paper reproducible is important, regardless of whether the code and
data are provided or not.

If the contribution is a dataset and/or model, the authors should describe the steps taken to make
their results reproducible or verifiable.

* Depending on the contribution, reproducibility can be accomplished in various ways. For
example, if the contribution is a novel architecture, describing the architecture fully might
suffice, or if the contribution is a specific model and empirical evaluation, it may be necessary
to either make it possible for others to replicate the model with the same dataset, or provide
access to the model. In general. releasing code and data is often one good way to accomplish
this, but reproducibility can also be provided via detailed instructions for how to replicate the
results, access to a hosted model (e.g., in the case of a large language model), releasing of a
model checkpoint, or other means that are appropriate to the research performed.

* While NeurIPS does not require releasing code, the conference does require all submissions
to provide some reasonable avenue for reproducibility, which may depend on the nature of the
contribution. For example

(a) If the contribution is primarily a new algorithm, the paper should make it clear how to
reproduce that algorithm.

(b) If the contribution is primarily a new model architecture, the paper should describe the
architecture clearly and fully.

(c) If the contribution is a new model (e.g., a large language model), then there should either
be a way to access this model for reproducing the results or a way to reproduce the model
(e.g., with an open-source dataset or instructions for how to construct the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case authors are
welcome to describe the particular way they provide for reproducibility. In the case of
closed-source models, it may be that access to the model is limited in some way (e.g.,
to registered users), but it should be possible for other researchers to have some path to
reproducing or verifying the results.

. Open access to data and code

Question: Does the paper provide open access to the data and code, with sufficient instructions to
faithfully reproduce the main experimental results, as described in supplemental material?

Answer: [Yes]
Justification: §4]provides the link to our anonymized GitHub repository.
Guidelines:

* The answer [N/A] means that paper does not include experiments requiring code.
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Please see the NeurIPS code and data submission guidelines (https://neurips.cc/public/

guides/CodeSubmissionPolicy) for more details.

* While we encourage the release of code and data, we understand that this might not be possible,
SO is an acceptable answer. Papers cannot be rejected simply for not including code, unless
this is central to the contribution (e.g., for a new open-source benchmark).

* The instructions should contain the exact command and environment needed to run to reproduce
the results. See the NeurIPS code and data submission guidelines (https://neurips.cc/
public/guides/CodeSubmissionPolicy) for more details.

* The authors should provide instructions on data access and preparation, including how to access
the raw data, preprocessed data, intermediate data, and generated data, etc.

* The authors should provide scripts to reproduce all experimental results for the new proposed
method and baselines. If only a subset of experiments are reproducible, they should state which
ones are omitted from the script and why.

* At submission time, to preserve anonymity, the authors should release anonymized versions (if

applicable).

Providing as much information as possible in supplemental material (appended to the paper) is

recommended, but including URLS to data and code is permitted.

. Experimental setting/details

Question: Does the paper specify all the training and test details (e.g., data splits, hyperparameters,
how they were chosen, type of optimizer) necessary to understand the results?

Answer: [Yes]

Justification: App.

Guidelines:

* The answer [N/A] means that the paper does not include experiments.

» The experimental setting should be presented in the core of the paper to a level of detail that is
necessary to appreciate the results and make sense of them.

* The full details can be provided either with the code, in appendix, or as supplemental material.

. Experiment statistical significance

Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?

Answer: [Yes]

Justification: Tables[16} 2L [3l 51 [6l B]

Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* The authors should answer [Yes] if the results are accompanied by error bars, confidence
intervals, or statistical significance tests, at least for the experiments that support the main claims
of the paper.

* The factors of variability that the error bars are capturing should be clearly stated (for example,

train/test split, initialization, random drawing of some parameter, or overall run with given

experimental conditions).

The method for calculating the error bars should be explained (closed form formula, call to a

library function, bootstrap, etc.)

* The assumptions made should be given (e.g., Normally distributed errors).

It should be clear whether the error bar is the standard deviation or the standard error of the

mean.

* It is OK to report 1-sigma error bars, but one should state it. The authors should preferably
report a 2-sigma error bar than state that they have a 96% CI, if the hypothesis of Normality of
errors is not verified.

* For asymmetric distributions, the authors should be careful not to show in tables or figures
symmetric error bars that would yield results that are out of range (e.g., negative error rates).

* If error bars are reported in tables or plots, the authors should explain in the text how they were
calculated and reference the corresponding figures or tables in the text.
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Experiments compute resources

Question: For each experiment, does the paper provide sufficient information on the computer
resources (type of compute workers, memory, time of execution) needed to reproduce the experi-
ments?

Answer: [Yes]

Justification: App. [G|[G.2]
Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* The paper should indicate the type of compute workers CPU or GPU, internal cluster, or cloud
provider, including relevant memory and storage.

* The paper should provide the amount of compute required for each of the individual experimental
runs as well as estimate the total compute.

* The paper should disclose whether the full research project required more compute than the
experiments reported in the paper (e.g., preliminary or failed experiments that didn’t make it
into the paper).

. Code of ethics

Question: Does the research conducted in the paper conform, in every respect, with the NeurIPS
Code of Ethics https://neurips.cc/public/EthicsGuidelines?

Answer: [Yes]

Justification: 1) We do not anticipate significant negative societal impacts specific to this work
beyond those generally associated with machine learning systems. 2) Our study does not involve
human subjects. 3) For dataset documentation, please see App. [G.1]

Guidelines:

e The answer [IN/A| means that the authors have not reviewed the NeurIPS Code of Ethics.

* If the authors answer , they should explain the special circumstances that require a deviation
from the Code of Ethics.

* The authors should make sure to preserve anonymity (e.g., if there is a special consideration due
to laws or regulations in their jurisdiction).

. Broader impacts

Question: Does the paper discuss both potential positive societal impacts and negative societal
impacts of the work performed?

Answer: [Yes]

Justification: Positive impacts are discussed in section[I] We do not anticipate significant negative
societal impacts specific to this work beyond those generally associated with machine learning
systems.

Guidelines:

* The answer [N/A] means that there is no societal impact of the work performed.

o If the authors answer [N/A] or , they should explain why their work has no societal impact
or why the paper does not address societal impact.

* Examples of negative societal impacts include potential malicious or unintended uses (e.g.,
disinformation, generating fake profiles, surveillance), fairness considerations (e.g., deploy-
ment of technologies that could make decisions that unfairly impact specific groups), privacy
considerations, and security considerations.

* The conference expects that many papers will be foundational research and not tied to par-
ticular applications, let alone deployments. However, if there is a direct path to any negative
applications, the authors should point it out. For example, it is legitimate to point out that
an improvement in the quality of generative models could be used to generate Deepfakes for
disinformation. On the other hand, it is not needed to point out that a generic algorithm for
optimizing neural networks could enable people to train models that generate Deepfakes faster.

* The authors should consider possible harms that could arise when the technology is being used
as intended and functioning correctly, harms that could arise when the technology is being used
as intended but gives incorrect results, and harms following from (intentional or unintentional)
misuse of the technology.
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13.

» If there are negative societal impacts, the authors could also discuss possible mitigation strategies
(e.g., gated release of models, providing defenses in addition to attacks, mechanisms for
monitoring misuse, mechanisms to monitor how a system learns from feedback over time,
improving the efficiency and accessibility of ML).

Safeguards

Question: Does the paper describe safeguards that have been put in place for responsible release
of data or models that have a high risk for misuse (e.g., pre-trained language models, image
generators, or scraped datasets)?

Answer: [N/A]

Justification: This work relies exclusively on publicly available datasets App. and open-source
models Tab. @} We do not release any new datasets, scraped data, or pretrained models, and thus
pose no such risks.

Guidelines:

» The answer [N/A] means that the paper poses no such risks.

* Released models that have a high risk for misuse or dual-use should be released with necessary

safeguards to allow for controlled use of the model, for example by requiring that users adhere

to usage guidelines or restrictions to access the model or implementing safety filters.

Datasets that have been scraped from the Internet could pose safety risks. The authors should

describe how they avoided releasing unsafe images.

* We recognize that providing effective safeguards is challenging, and many papers do not require
this, but we encourage authors to take this into account and make a best faith effort.

Licenses for existing assets

Question: Are the creators or original owners of assets (e.g., code, data, models), used in the
paper, properly credited and are the license and terms of use explicitly mentioned and properly
respected?

Answer: [Yes]

Justification: App.[G.1][G.2]

Guidelines:

* The answer [N/A] means that the paper does not use existing assets.

* The authors should cite the original paper that produced the code package or dataset.

* The authors should state which version of the asset is used and, if possible, include a URL.
* The name of the license (e.g., CC-BY 4.0) should be included for each asset.

For scraped data from a particular source (e.g., website), the copyright and terms of service of
that source should be provided.

* If assets are released, the license, copyright information, and terms of use in the package should
be provided. For popular datasets, paperswithcode. com/datasets has curated licenses for
some datasets. Their licensing guide can help determine the license of a dataset.

For existing datasets that are re-packaged, both the original license and the license of the derived
asset (if it has changed) should be provided.

If this information is not available online, the authors are encouraged to reach out to the asset’s
creators.

New assets

Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?

Answer: [Yes]

Justification: We release our code as an anonymized repository §4] The repository includes
documentation and instructions for reproducing the experiments described in the paper.

Guidelines:

* The answer [N/A] means that the paper does not release new assets.

* Researchers should communicate the details of the dataset/code/model as part of their sub-
missions via structured templates. This includes details about training, license, limitations,
etc.
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14.

15.

16.

* The paper should discuss whether and how consent was obtained from people whose asset is
used.

* At submission time, remember to anonymize your assets (if applicable). You can either create
an anonymized URL or include an anonymized zip file.
Crowdsourcing and research with human subjects

Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as well as
details about compensation (if any)?

Answer: [N/A]

Justification: This study does not involve crowdsourcing experiments or research with human
subjects.

Guidelines:

* The answer [N/A] means that the paper does not involve crowdsourcing nor research with
human subjects.

* Including this information in the supplemental material is fine, but if the main contribution of
the paper involves human subjects, then as much detail as possible should be included in the
main paper.

* According to the NeurIPS Code of Ethics, workers involved in data collection, curation, or other
labor should be paid at least the minimum wage in the country of the data collector.

Institutional review board (IRB) approvals or equivalent for research with human subjects

Question: Does the paper describe potential risks incurred by study participants, whether such
risks were disclosed to the subjects, and whether Institutional Review Board (IRB) approvals
(or an equivalent approval/review based on the requirements of your country or institution) were
obtained?

Answer: [N/A]

Justification: This study does not involve human subjects.

Guidelines:

* The answer [N/A] means that the paper does not involve crowdsourcing nor research with
human subjects.

* Depending on the country in which research is conducted, IRB approval (or equivalent) may be
required for any human subjects research. If you obtained IRB approval, you should clearly
state this in the paper.

* We recognize that the procedures for this may vary significantly between institutions and
locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the guidelines for
their institution.

* For initial submissions, do not include any information that would break anonymity (if applica-
ble), such as the institution conducting the review.

Declaration of LLLM usage

Question: Does the paper describe the usage of LLMs if it is an important, original, or non-
standard component of the core methods in this research? Note that if the LLM is used only for
writing, editing, or formatting purposes and does not impact the core methodology, scientific rigor,
or originality of the research, declaration is not required.

Answer: [Yes]

Justification: Our LLM usage was limited to paper writing and help with standard code. The LLM
does not play a core methodological part in our research.

Guidelines:

* The answer [N/A| means that the core method development in this research does not involve
LLMs as any important, original, or non-standard components.

* Please refer to our LLM policy in the NeurIPS handbook for what should or should not be
described.
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