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Abstract. Timestamped graphs find applications in critical business
problems like user classification, fraud detection, etc. This is due to
the inherent nature of the data generation process, in which relation-
ships between nodes are observed at defined timestamps. Deployment-
focused GNN models should be trained on point-in-time information
about node features and neighborhood, similar to the data ingestion
process. However, this is not reflected in benchmark directed node clas-
sification datasets, where performance is typically reported on undirected
versions of graphs that ignore these timestamps. Constraining the lead-
ing approaches trained on undirected graphs to timestamp-based mes-
sage passing at test time leads to sharp drops in performance. This is
driven by the blocking of pathways for neighborhood information, which
was available during the undirected training phase but not during the
test time, highlighting the label leakage issue in applied graph use-cases.
We bridge this mismatch of message passing semantics in directed graphs
by first resetting baselines while highlighting the semantic case where
undirected training/inference would fail. Second, we introduce TRD-
GNN, which bridges performance drop, by leveraging a novel GNN sam-
pling layer that relaxes the time-directed nature of the graph only to
the extent that it limits any possibility of labels being leaked during the
training phase. The two contributions combined form a recipe for robust
GNN model deployment in industry use-cases. Finally, we demonstrate
the benefits of the proposed relaxation by drawing out qualitative anal-
ysis where it helped improve performance on the node classification task
on multiple public benchmark and proprietary e-commerce datasets.

Keywords: Graph Neural Networks - Timestamped directed graphs -
Label leakage.

1 Introduction

With the proliferation of e-commerce and social networking services, building
and mining relationships between entities on respective services have been use-
ful in improving the customer experience. Social networks (such as Reddit or
Facebook) leverage interaction and follow behaviour data, formulated as a graph
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to suggest new posts to customers and other users to follow. At the same time,
e-commerce stores use user-item graphs for recommendation systems, both help-
ing in improving customer experience and engagement. At the same time, online
social communities suffer from abuse [2,33] where misinformation propagation,
trolling, and using offensive language and on e-commerce stores, abuse comprises
fraudulent activities such as artificially improving the search ranking of products
with fake reviews [10,18]. Such abusive behavior reduces user trust, engagement,
and satisfaction. Graph Neural Networks (GNNs) have found applications in
such cases where relationships between entities (like users in a social network)
can help improve predictability in user engagement tasks like user-follow sugges-
tions. These applications are typically built on top of graphs with timestamped
edges, where the timestamp is when the edge is observed.

Citation networks mimic similar behaviour of directed graphs, where pub-
lished research papers, positioned as nodes on the graph, cite other research
papers which were published before the citing paper. The timestamp on the
edge is the year when the citing paper is published, and it also forms the ba-
sis which training, validation and test instances are divided. This behaviour is
manifested in implementation using directed edges which need to be acknowl-
edged in message passing. Consider a case of paper classification where GNNs
leverage features of papers cited by the paper to be classified, say p; to improve
its classification accuracy. In this case, in order to maintain train-test parity,
training for p; should leverage features of papers cited by p; and not those that
cite p;, since they would be published after p;, even though they may be present
in the graph while training. Doing so will lead to model collapse in cases where
the paper classification is performed immediately when it is published. [8,19,36]
ignore this nuance while setting benchmarks for node classification using their
proposed techniques, leaving a loophole for evaluating techniques tailored for
timestamped graphs.

This nature of label-leakage is unique to timestamped graphs and can have
a detrimental impact when ignored for critical industrial applications. Some of
the applied use-cases where this acknowledgement of timestamped edges during
training to maintain train-test parity is critical are:

— User classification: After the test sample was observed, evaluating user
classification models offline that leverage user-user and user-transaction re-
lationships can lead to poor GNN model performance in deployment settings.

— Fraud Detection: Using messages passed along edges with fraudulent en-
tities for predicting abuse of another entity leads to improved fraud de-
tection [15,29]. Incorrect training would leverage fraud label of the node for
message passing along edges, even though the label was observed much later.

Business-critical ML applications require point-in-time training of models, and
GNN solutions to such applications typically build on top of timestamped graph
to ensure messages from relationships occurring in future do not leak label in-
formation while training. Not doing this can lead to breakdown of model in
production, as labels determining future information will no longer be avail-
able. While [21,24], explored information leakage to adversarial attacks and [17]
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aimed at avoiding leakage to node-embeddings in link prediction task, the non-
permissible leakage in node classification remains unexplored. To this end, we
propose and showcase the following;:

— Time-Relaxed Directed-GNN (TRD-GNN) : A novel and efficient
sampling strategy that acts as a label-leakage-proof approximation of a time-
directed graph to undirected graphs, which leads to improved model perfor-
mance. We publicly released our code here!.

— Qualitative Analysis: Our qualitative analysis shows how TRD-GNN is
able to improve over baseline by providing additional same class information.

2 Time Relaxed Directed - GNN

We will refer to a directed graph, G = (V, E) where V are the nodes of the
graph, and F are directed edges between nodes, such that v — v, implies u is
connected to v and creation timestamp ¢ of u is less than that of v (¢[u] < t[v]).

2.1 Graph Neural Networks

Underneath the success of GNNs is the message passing scheme, which aggre-
gates and transforms the representation vectors of neighbors for each node re-
cursively. This message passing is performed over the edges of the sub-graph,
which is obtained by recursively sampling the neighborhood of the node to be
classified. Formally, let h;(v) be the representation of v in the I-th layer of GNN,
and then we can update the representation in the (I + 1)-th layer.

hy 11 (v) = 0(WIAGGyen () (MSG(hy(v); hy(u)))) (1)

In Eq. 1, ho(v) = X,; o is activation function; W; are trainable parameters in
the [-th layer; AGG denotes aggregator function and MSG denotes the message
passing function. GCN [16], GraphSAGE [13], GAT [32], GATv2 [3] etc. follow
the same framework in Eq. 1.

2.2 Proposed: TRD-GNN

In a typically directed graph, the destination node u, for which the prediction is
being made, collects messages from its direct/indirect neighbors but is unaware
of other destination nodes that these neighbors point to. Consider an example of
directed subgraph as in Fig 1, u, v1, v2, v3 occur with their respective timestamps
being t[u], t[v1], t[va], t[vs] such that t[u] < t[v1] < t[ve] < t[vg]. Here, vy is
unaware of vy during message passing. This issue is unique to directed graphs,
and one option to bypass this would be to relax the directions in the directed
graph during message passing [7]. In directed graphs, if directions are governed
by time, relaxing this directional constraint might lead to label leakage leading

! https://github.com/amazon-science/trd-gnn



4 Arihant et al.

Timestamps of nodes
. - > @ @ @
Directed Graph
O o e Q Q G ° Q 0
O Class-1 node

Target node "
O 9 Computation Graph for Directed GNN Computation Graph for Undirected GNN Computation Graph for TRD GNN

Fig. 1: Figure depicts the computational graphs created by different GNN models
(D-GNN, UD-GNN and TRD-GNN) for the given directed graph. It showcases
how TRD-GNN acknowledges timestamp ordered-edges by adding new signal
from v1 (since t1 < t2) and eliminating signal from v3 (since t2 < t3), leading
to improved performance.

to model collapse in production. From here on, we refer to the node’s timestamp
as its creation timestamp.

To this end, we propose relaxing edge directions for only those nodes placed
just before the node on whom the forward pass is done. Following the example,
while inferring for vo, the current setup only samples u. In the case, directions are
relaxed without taking in the creation timestamps of nodes, information from v
will flow to vo via message passing, causing label leakage as v3 is placed after vs.
However, in our proposed approach, we relax only that sub-graph which contains
nodes with timestamps same as or before that of the node being inferred. In our
example, since we are inferring for vy, so for that we relax edges from u to vy as
v1 is placed before vs.

In a vanilla directed graph based message passing, neighborhood for a node
u, while accumulating messages for prediction for v, henceforth referred to as
forward neighborhood (Eq. 2), is defined as:

N (u) = {w|(w — u) € G} (2)

To enable time-relaxed aggregation, we define backward neighborhood, N?(u) in
Eq. 3, of a node u, having creation timestamp less than node v, as:

N2 () = fwl(u - w) € G,tlu] < tlo]} (3)

The backward neighborhood of u is now dependent on the node v, to whom the
message will be further passed on to. The effective neighborhood of u becomes,
Ny (u) = N (w)UN? (u). NP (u) ensures that messages are accumulated only from
those nodes with creation timestamp earlier than v. This differs from leveraging
an undirected graph where no time-based filtering would be done while sampling
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neighbors. This makes our model susceptible to label leakage leading to poor
generalization performance when deployed in production for real-time use-cases.

Just as the total neighborhood of u for destination v is the union of N/ (u)
and N2 (u), message, m!,, , from source node u to destination node v is defined
as a composition of accumulated messages.

tl,,(b) = AGG({o(W}h)jw € N (u)})
tl,(f) = AGG({o(Whl w € A7 (u)}) )

m,, =7 (o(Whrl, (1), 0 (Wil ()

In Eq. 4, v is an element-wise function (Combination function) that combine
messages to pass from both forward and backward neighbors to create the final
message. Once the source node message m',, is computed, it will be passed to
the appropriate destination node v. The procedure to get final node embedding

is explained in Eq. 4 - 5.
h;, = o(W,AGG({o(W;,m],)}u € N/ (v))) ()

The layer and the proposed sampling strategy is agnostic to aggregation strat-
egy, be it based on GCN [16], GAT [32], etc. The methodology is extensible to
all graph structures as the aggregation strategy can be designed for homoge-
neous/heterogeneous graphs.

2.3 Adaptation for mini-batch training

Ensuring timestamp-based filtering before message passing setup in directed
graphs is non-trivial. For large graphs, we operate in an inductive GraphSAGE
[13] batch training setting where for a sample of nodes, the neighborhood is
sampled, and messages are aggregated using DGL’s [35] message passing APL
In the case of TRD-GNN, message m!,, can only aggregate messages from nodes
w, such that creation time t[w] is earlier than t[v], to ensure that model does
not expect future information while inferring for nodes in a real-time production
setup. Thus, while sampling a sub-graph from node v, we need to prune edges
from nodes with inward edges from neighbors of v based on their creation time.
If the nodes in the batch are randomly sampled, then minimum creation time of
nodes in the batch can be used to perform the pruning and obtain A?(u). How-
ever, this can result in a sparse subgraph if the difference between the minimum
and maximum creation time in the set is large, starving the node with the latest
creation time of any meaningful information from N2 (u).

To alleviate this issue, we tweak the sampling strategy of nodes by ensuring
that all nodes in a batch are from the same creation-time grain. For example, in
a citation network [14], research papers published in the same year or the same
conference in a year can be considered together for sampling in a batch. Within
the time grain, nodes are sampled randomly. The pseudocode for the proposed
mini-batch time relax sampling is present in Algorithm 1.
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Algorithm 1: Mini-batch TR Sampling & Embedding computation
Input : Graph G, Set of unique node creation time in graph T', Set of all
nodes V
Output: Updated Embedding for nodes in V'
for (tin T) do

Vi=1{v]ve V] =1}

NIV 0 /* Create set of source neighbors */
for (v in V) do

L/\/'f(Vt)<—/\/'f(Vt)UNf(v); /* Refer to Eq. 2 */
w = random(V4) ; /* Take a random node */
N — 0, /* Create set of forward neighbors */
for (u in N¥(V;)) do

| NP = NP UN (u) ; /* Refer to Eq. 2 */
NP0 /* Create set of backward neighbors */
for (u in N¥(V;)) do

L N — NP UNE(u) ; /* Refer to Eq. 3 */
Gt = G(Ve, NT (Vi) NF N /* Extract subgraph with given node

sets */

Update embedding for nodes in Vi using Graph G: via some message
passing API

; /* Refer Eq. 4 - 5 for updating x*/

2.4 Comparison with Temporal Graph Networks

Temporal Graph Networks (TGNs) [27] provide a generic framework for deep
learning on dynamic graphs represented as sequences of timed events. Our formu-
lation differs from TGNs in two critical aspects. First, TGNs operate on graphs
where the same node’s state changes with time due to changes in relationships
with other entities over time. Thus the edges are timestamped, but nodes are
not, and only edges are added with time. Our formulation presents the case
where both nodes and edges are timestamped, and once the node is added, its
incoming edges do not change with time. The node does not get updated and
only new nodes keep getting added to the graph.

Second, TGNs require multiple graphs for training that depend upon the
number of different timestamps present in the data. This increases storage re-
quirement, and I/O cost in training such models. Since, in TGNs, there is
different graph for different timestamps, it is not susceptible to label leakage.
TRD-GNN can be viewed as an efficient alternative for TGNs, working with
the assumptions that the incremental nodes and edges added from ¢ to ¢ + 1
are small as compared to the overall graph and the node/edge features do not
change from ¢ to ¢ + 1. This nature of timestamped graphs makes the TGN
approach less scalable, as is evident from the datasets used in [27] have 10K
nodes. In TRD-GNN, this is achieved by having a single graph which is a union
of the graph over all timestamps. Directed nature of graph and careful sampling
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in TRD-GNN ensures that the undirected nature of graph in Temporal GNN is
mimic-ed, though much more efficient in terms of storage and I/O cost, allowing
it to scale to large graphs with 10M nodes.

3 Experiments

To investigate the effectiveness of the proposed TRD-GNN model, we critically
evaluate its impact along three experiment questions: EQ1) How does TRD-
GNN perform against the vanilla-directed and undirected sampling? EQ2) What
information does the additional sampling bring in for node classification? EQ3)
What is the additional computation overhead for the incremental performance
of TRD-GNN?

3.1 Experimental Setup

Datasets For a fair comparison with our approach, we benchmark our ap-
proach on two open-source datasets and one proprietary e-commerce abuse de-
tection dataset. The open-source time-based citation dataset includes ogbn-arxiv
and ogbn-mag [14]. ogbn-arxiv is a homogeneous timestamped directed citation
graph, while ogbn-mag is a heterogeneous graph. The statistics of both graphs
are present in Table 1, and both are transductive. Both these datasets are di-
rected in nature by virtue of their time so for fair evaluation, we used both
directed and undirected graphs to benchmark our approach.

Table 1: Statistics of both public citation and proprietary e-commerce datasets
used for experimentation. The proprietary dataset is heavily subsampled and is
used to show the efficacy of TRD-GNN on a real-world use-case.

Dataset #Nodes-Types #Nodes #Edges-Types #Edges +#Classes
ogbn-arxiv 1 169,343 1 1,166,243 40
ogbn-mag 4 1,939,743 4 21,111,007 349

prop. e-commerce 1 ~ 40M 7 ~ 1B 2

E-commerce dataset: We also report results on an e-commerce dataset
where we used anonymized and subsampled data from an e-commerce website.
The data is subsampled in a manner so as to be non-reflective of actual pro-
duction traffic. The data consists of 10M users (100K positive) and around 1B
interactions aggregated over an arbitrary 2-month window, akin to [9]. Labels
indicate nodes marked for abusive behavior. The dataset summary is present in
Table 1. We used an inductive setup for its evaluation.

Implementation Details We implemented the experiments using DGL [35]
and PyTorch [25]. We use the same hyperparameters and experimental setting
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as mentioned here?. We use mini-batches of size 1024 during model training and
inference. All the experiments were conducted on a 64-core machine with 488 GB
RAM running Linux. We used Weights & Biases [1] to track our experiments.
We use cross-entropy loss for training all our node classification experiments.

Baselines and TRD-GNN Given the GNN layer-type agnostic nature of our
proposed method, we leverage different GNN layers like GCN [16], GAT [32]
and recently proposed GATv2 [3] as a backbone for ogbn-arxiv dataset. Since
obgn-mag is a heterogeneous graph, we use RGCN [28] as a backbone for this
dataset.

Further, we introduce notations by defining GNN variants (e.g., GCN), which
are trained on different graphs in the following way:

— UD-GCN: a GNN model trained on an undirected graph with GCN layer.

— D-GCN: another GNN model trained on the directed graph with GCN
layer.

— TRD-GCN: a TRD-GNN model which uses GCN as an underlying model
and is trained on a directed graph.

GAT, GATv2 and RGCN counterparts of these models can be defined simi-
larly. For the e-commerce dataset, we used GraphSAGE [13] model as the GNN
layer and D-GNN, UD-GNN and TRD-GNN sampling schemes. All models are
evaluated in two different settings:

— Offline Evaluation: This setting is similar to a transductive setting where
the structure of the test graph remains fixed and is similar to the kind of
evaluations that have been done in prior research. This setting works on the
undirected graph ignoring the timestamp of the edge creation.

— Online Evaluation: This setting is similar to the inductive setting where
nodes and edges are added with time in a streaming format and the evalua-
tion is based on the information available at that timestamp. This evaluation
mimics the real-life deployment setup where new data is observed, ingested
and predictions are made in real-time.

3.2 Performance Comparison (EQ1)

The objective of TRD-GNN is to maximize the information propagation in di-
rected graphs by reversing edges contextual to the node to be classified while
not violating the strict time-directed nature of information flow, i.e. avoiding
any form of label leakage. Thus, TRD-GNN lies in the middle of the spectrum,
where on one end is the vanilla directed graph where information flows based on
edge direction, and the other is the undirected graph where no direction based
on time is regarded in message passing. Thus, we expect the incremental infor-
mation brought in by TRD-GNN to improve over the directed GNN and not
break down in online inference as in the case of undirected graph training. In

% https://github.com/dmlc/dgl/tree/master /examples/pytorch/ogb/ogbn-arxiv
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this sub-section, we compare the performance of three GNN training methodolo-
gies using different GNN layers for three different datasets. TRD-GNN operates
within the guard rails to avoid extra leakage while still expanding its scope of
nodes that participate in message passing, thus resulting in higher performance.

On the ogbn-arxiv citation dataset, Table 2 showcases the improvement of
TRD-GNN performance over the directed and undirected message passing graph
for GCN, GAT and GATv2 backbones, respectively, in online or production set-
ting. This shows the efficacy of our approach independent of backbone archi-
tecture and can be easily adapted with other architectures. Furthermore, the
huge drop in the performance of the undirected graph-based model (UD-GNN)
by 5% on average (from offline evaluation to online evaluation) is because of
the consumption of future information during the training of the GNN model.
TRD-GNN prevents this, resulting in higher performance.

It is noteworthy that in the case of TRD-GNN, the model performance during
offline evaluation is close enough to model performance during online evaluation.
This advantage makes the model consistent and reliable to use in production set-
ting. Furthermore, TRD-GNN shows consistent improvement in both inductive
and transductive setting.

Table 2: Table reports the results in terms of accuracy (in %) on the homoge-
neous oghn-arxiv citation dataset and the heterogeneous ogbn-mag dataset with
multiple GNN backbones. TRD-GNN improves over D-GNN by 1-2% and over
UD-GNN by 2-5% during online evaluation. The performance of TRD-GNN is
close to offline evaluation making the approach reliable. The results in red show
huge drop in the performance of UD-GNN model in case of online evaluation,
making it unfit for production setting.

Dataset used| GNN-Layer Type|/Offline Evaluation|Online Evaluation
D-GCN 70.06 69.73
UD-GCN 72.32 67.07
TRD-GCN 71.37 71.87
D-GATv2 68.72 68.89
ogbn-arxiv UD-GATv2 71.30 67.02
TRD-GATv2 69.54 69.26
D-GAT 69.50 68.88
UD-GAT 72.01 66.08
TRD-GAT 69.74 69.82
D-RGCN 36.81 32.73
ogbn-mag UD-RGCN 38.32 28.80
TRD-RGCN 37.21 33.83

For the ogbn-mag heterogeneous dataset, Table 2 also reports 1.1% perfor-
mance improvement from TRD-GNN. Considering the heterogeneous nature of
the graph in account, TRD-GNN still outperforms baseline results. Addition-
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ally, this also demonstrate the ability of TRD-GNN to adapt to different graph
datasets irrespective of their nature.

We attempted to compare our performance with TGN [27] baseline leveraging
the open source code available here3. However, the performance on ogbn-arxiv
dataset was abysmal (~7% validation accuracy), as the loss did not reduce much
after 3 epochs. We tried multiple hyperparameter settings but was not able to
get on-par performance and hence, chose not to include it in the main table.
This is due to the fact that it requires a self-supervised pre-trained model for its
dynamic node classification module. Given the high runtime of TGN as reported
in Table 8, running a hyperparameter sweep was very under-productive.

On the e-commerce dataset, Table 3 showcases that TRD-GNN improves
performance (in terms of AUC-PR) on top of the directed message passing graph
(D-GNN) while ensuring that the time-relaxation does not cause model collapse
in the online setting as compared to undirected message passing (UD-GNN). The
poor performance of the undirected graph-based model during online evaluation
is primarily due to the consumption of future information while training the
GNN model. This is a common pitfall where GNN models can show impressive
performance in offline setup due to leakages of information from the future.

Table 3: TRD-GNN as a leakage-resistant approximation of undirected graph
in time-directed setting on proprietary e-commerce dataset. Results are relative
and absolute numbers are not presented due to confidentiality.

|GNN-layer Type|[Offline Evaluation|OnlineEvaluation)|

D-GNN 2.48x 2.12x
UD-GNN 2.98x 1.00x
TRD-GNN 2.62x 2.22x

3.3 Analysis of TRD-GNN (EQ2)

We attempt to empirically explain the different components of TRD-GNN that
help improve model performance for different GNN layers. For this, we explore
the incremental homophily added by TRD sampling and the impact of the
choice of combination function (). We perform both the analysis on the ogbn-
arxiv dataset, along with a quantitative analysis on the proprietary e-commerce
dataset.

Characteristics of incremental neighbors: To characterise the nature of
orders where incremental edges passed on messages resulting in improved pre-
diction, we investigate orders where the new model predicted the opposite class
as compared to baseline and look at key patterns that turn up in incremental
TRD neighbors on ogbn-arxiv dataset. Given that TRD-GNN acts as a deploy-
able bridge between GNN trained on undirected graphs and those trained on

3 https://github.com/twitter-research/tgn
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directed graphs, we hypothesize incremental homophilous messages from time-
relaxed neighbors to contribute to the improved performance. Multiple research
studies [6,20] have shown that GNN performance is well correlated with the level
of homophily in the node’s neighborhood.

Table 4: % of Nodes whose performance improved due to additional same class
neighbors in the backward neighborhood.

l% increase in homophilous signal\% of Nodes‘

> 10% 99.5%
> 20% 96.8%
> 30% 92.2%
> 40% 87.0%
> 50% 85.6%

Table 5: Quantitative characterisation of orders where TRD-GNN improved clas-
sification prediction over baseline

(a) False Negatives to True Positives (b) False Positives to True Negatives

Type of Signal % Nodes — TyPe of Signal . % Nodes
— - - Existing Signal| TRD Signal
Existing Signal| TRD Signal
<10 < 10 21.6%
v v 19%
< 10 >10 32.6%
X v 25%
v X 18% 10-15 < 10 8.9%
e x 367 10-15 > 10 30.6%
2 > 15 > 10 5.7%

Table 4 showcases how the nodes with additional homophilous (i.e. same
class) neighbors from the backward neighborhood are the ones that help improve
the model’s performance. As expected, the incremental homophilous neighbor-
hood is a key contributor in the correct classification of nodes, which was not
tapped in by directed graph based sampling.

Further, for 56% of the incremental true-positives by TRD-GNN, the back-
ward neighborhood had 100% of nodes from the same class as the node to be
classified. This highlights the importance of including backward neighbor’s con-
nections during message passing.

Quantitative Evaluation on proprietary e-commerce dataset : Table
ba characterises the samples which moved from low-score False Negatives to
True Positives. We consider those positive samples with baseline score < 0.5 and
TRD-GNN score > 0.5. Ezisting Signal refers to cases where the base node was
connected to same-class nodes, and TRD Signal refers to cases where one of N
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is also from same-class nodes. We observe that, in 44% cases, the TRD Signal
added homophily signal (same class neighbor), leading to correct classification.

For the other case of False Positives to True Negatives, we define Existing
Signal and TRD Signal in terms of the number of neighbors sampled for message
passing by each methodology. We divide both signals into buckets and in Table 5b
observe that for 63.2% orders, TRD-Signal increased homophilous neighborhood
by at-least 10 neighbors.

Impact of choice of Combination Function: Table 6 highlights the con-
sistent effect of adding backward neighbors along with forward neighbors in
message passing in terms of incremental performance. We, however, observe that
different choice of v has an impact on the overall performance of the GNN. This
showcases that the nature of neighbors added by TRD sampling is different from
those already available. These were missed in the directed graph sampling.

Table 6: Ablation on combination function () used for aggregation of forward
and backward neighbors, showing the incremental benefit of backward neighbors
[Forward Neighbors[Backward Neighbors|Combination Function (y)[[Accuracy (in %)]

v - 69.73
v v SUM 70.93
v v CONCAT 70.73
v v MAX 71.87
4 v MIN 70.57

3.4 Time Comparison (EQ3)

In this section, we compare the time taken by an epoch (including training and
inference time) with D-GATv2, UD-GATv2 and TRD-GATv2 layers on ogbn-
arxiv dataset and report the time in Table 7. For fair measurement, all the
experiments were conducted on a 64-core machine with 488 GB RAM running
Linux operating system. Table 7 draws out the fact that the average running
time per epoch for TRD-GATV2 is slightly higher than that of D-GATv2 in the
online setting while performing much better compared to UD-GATv2. However,
during offline evaluation, TRD-GATv2 takes lesser time than both D-GATv2 and
UD-GATv2. This is because TRD-GATv2 eliminates all the unused neighbors
from the forward neighbors and keep only necessary neighbors in the backward
neighbors set while maintaining the sanctity of timestamped nature of the graph.

Further, Table 8 brings the observation that TRD-GNN approach is much
more efficient when compared to TGN. In addition, TGN requires two extra
steps before finally training for the downstream node classification task, which
themselves are quite expensive. Even after discounting any data preprocessing
and self-supervised training on the graph, TRD-GNN is efficient, taking less than
half the time required for TGN.
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Table 7: Average time taken (in seconds per epoch) to run each experiment on
ogbn-arxiv dataset.
| Type [[Offline (UD)[Online (D)]
D-GATv2 874 s/epoch |128 s/epoch
UD-GATV2 || 2359 s/epoch |818 s/epoch
TRD-GATv2|| 598 s/epoch |322 s/epoch

Table 8: Run-time comparison of TRD-GATv2 with TGN on ogbn-arxiv dataset,
reported in seconds per epoch.
| Steps/Module [TRD-GATv2] TGN |
Data-preprocessing - 73 s
Self-Supervised Training - 22476 s/epoch
Node classification Training|| 322 s/epoch | 684 s/epoch

4 Related Work

GNNs have become ubiquitous to graph based modeling which is a very com-
mon use-case in industry. The increased penetration of e-commerce and social
networks in human life has increased the scale at which GNNs will be employed.
GNNs today power different business critical solutions that involve user/item rec-
ommendations [26,40], feed ranking [11], fraud detection [15,29] etc. As discussed
in previous sections and demonstrated by experiments section, time-stamp ac-
knowledging training of GNNs is critical for reliable deployable GNN solution.
We deep dive into the literature on directed and timestamped graphs beyond
TGNs as discussion on them is presented in Sec. 2.4.

In [4,5], the authors work on a strongly connected graph by constructing a di-
rected laplacian using random walks to leverage the GCN for directed graphs. [31]
used the PageRank based constructed laplacian in [4,5] in place of the random
walk based one. These methods are not popular among the industry due to scale
challenges involved in deployment. TGNs [12,23,27] are based on the dynamism
that allows node-wise events where new nodes are added or removed as time
progresses and edge-incidents where edges between nodes are either added or
removed from the graph. One key aspect of TGN was the use of RNN-based
memory component that updated the representation of nodes as newer informa-
tion comes in with every passing time. While the approach may seem generic, it
is hard to fine-tune and take considerably longer than static graph methods. [41]
proposed time-aware GNN for aligning entities between the temporally evolving
knowledge graphs. They embed entities, relations and timestamps of different
KGs into a single space and use GNNs to learn entity representations in the
same space. They present a time-aware attention mechanism that assigns differ-
ent weights to different nodes with orthogonal transformation matrices computed
from embeddings of the relevant relations and timestamps in a neighborhood.
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Spatio-temporal graph learning [22,42] is an efficient structure to characterize
the relations between different nodes in a specified spatial and temporal range.
They assume a fixed number of nodes while training and testing and expect
changes only in the adjacency of the graph. These assumptions of fixed number
of nodes make it difficult to extend such approaches to practical industry setting
where nodes are continuously added to the system as new users join the service.

From a production deployment perspective, there is no work, to the best
of our knowledge, that discusses directionality in timestamped graph and cre-
ates any solution around it. A large majority of GNN solutions proposed for
fraud/abuse detection [30,37,39] do not incorporate the timestamped aspect of
observation. Some, however, work on directed graphs [34,38] where the direction
is an outcome of the underlying data generation process. Our work is the first
that discusses the breakdown of undirected graphs in online production setting
and proposes a simple yet effective bridge between timestamp based directed and
undirected graphs, resulting in improved performance. We also create benchmark
performances on public datasets that can be leveraged by community to further
improve along this direction.

5 Application to Industry

Industry specific online ML models are time critical in nature. Therefore, it is
necessary to make sure that online performance matches the expected offline
performance. GNNs are particularly susceptible to label-leakage in industry ap-
plications. TRD-GNN provides a simple yet effective mechanism to make the
graph partially undirected and eliminate label leakage with consistency in train-
ing and evaluation. We showcase that, with TRD-GNN (Algorithm 1), offline
performance of model is in-line with online performance making the GNN model
training process reliable, thus delivering the business objective of abuse detection
(Table 3). We deployed the TRD-GNN in an offline manner where the graph is
updated with new nodes and edges at a fixed cadence, and the GNN model is
used for identifying abuse.

6 Conclusion

We propose an effective relaxation technique (TRD-GNN) for timestamped di-
rected graphs that is resilient to label-leakage and helps improve classification
performance, making the model reliable to use in production. The idea of TRD-
GNN is agnostic to GNN layer and type of graph and is extensible to all GNN-
based tasks where time direction is critical, which is typical to industry produc-
tion use-cases. The relaxation lies on a spectrum with directed sampling on one
end and undirected on the other. We also present an analysis which answers why
TRD-GNN is able to improve over vanilla-directed and undirected GNNs.
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