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Abstract—Transformer architecture has shown great success in
many challenging problems such as natural language processing.
It excels at discovering features and correlations in large amounts
of data. Sensor fusion is another technology that requires this
kind of processing power and reasoning capability. Researchers
have applied transformer architecture in sensor fusion model
technologies. However, most of them focus on self-driving applica-
tions where camera and Lidar are the main data sources. In this
paper, we propose a novel transformer-based model that focuses
on wireless and ultrasound sensors. Specifically, this mainly
targets user localization in a smart home context. The model is
trained on data collected in a real home setup and is compared
with several baseline algorithms. The localization accuracy is
presented as a performance index. Hyperparameters of the model
are also investigated to optimize the trade-off between power
consumption and model performance.

Index Terms—transformer, distributed system, heterogeneous
sensor fusion, localization, convolution neural network.

I. INTRODUCTION

User location information is valuable in consumer elec-
tronics industry. Applications include spatial audio rendering
[1], device arbitration [2], health monitoring [3], and scene
detection [4]. Localization in this setting, however, is difficult
for three reasons. First, indoor environments are cluttered,
which degrades the propagation of both radio waves [5]
and acoustic waves [6]: GPS signals are unreliable indoors,
while radar and ultrasound returns are corrupted by strong
reflections from walls, furniture, and other surfaces. Second,
the bandwidth and transmit power available to consumer-grade
sensors are capped by regulatory limits [7], which in turn
bound the achievable signal-to-noise ratio and sensing range.
Third, most consumers are price-sensitive, so keeping the bill-
of-materials (BOM) cost low is a hard requirement [8] that
constrains component and vendor selection at the hardware
design stage.

There are many sensing technologies for target range, angle,
or location estimation. Wireless signals have been used for
localization purposes for decades [9], [10]. One of the main
signals used is received-signal-strength-indicator (RSSI) [11],
[12]. Distance and trilateration-based localization can achieve
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a certain level of accuracy, but that would require the user
to carry a mobile device to constantly communicate with
stationary anchors [13]. This would be a customer friction.
A large-scale RSSI-based localization system is proposed in
[14]. However, in the consumer electronics domain, this level
of system complexity would result in a prohibitively expensive
product solution. Wi-Fi has seen tremendous growth over
the past couple of decades and its signal has been used for
localization in many ways. One method is called channel state
information (CSI) [15]. However, the algorithms developed
are usually specific to the environment and normally do not
generalize well. Frequency modulated continuous wave radar
technology was developed [16]. It has seen applications such
as heart rate estimation [17]. It has proved to be effective when
implemented on Wi-Fi hardware [18]. The performance of
FMCW architecture heavily depends on the hardware setup. In
the consumer electronics domain where bandwidth is heavily
regulated, performance is usually challenged. Moreover, by
sharing hardware with normal Wi-Fi data traffic, the air-time
for FMCW is also limited. That means traditional classic
signal processing pipelines would perform poorly in those
conditions.

Acoustic-based localization has seen application in robot
positioning and many other ranging tasks [19]. It relies on
sending mechanical vibrations and collecting the bounced-
back signal, computing their time shift or correlation to
estimate the range; frequency modulated continuous wave
is a commonly used method [20]. Time of flight is also
another classic method to estimate range between source and
microphone [21]. However, this would require either the user
or the device to produce sound, creating customer engagement
friction. Ultrasound signals are another popular method for
localization [22] and imaging purposes [23]. Their coverage
is usually limited compared to wireless signals. Researchers
have spent significant effort to improve their coverage [24].
Cameras can achieve great precision with modern convolution
neural network-based models [25]. Information from some
models is so granular that even body pose can be derived
[26]. The main drawback of computer vision is the privacy



concern.
Every sensing modality has its advantages and disadvan-
tages, therefore sensor fusion is important for a lot of applica-
tions [27], such as the range based user localization shown in
Fig. 1. Transformer, introduced in [28], has shown great value
in terms of feature extraction [29] and dimension reduction
[30]. It has great potential for extracting semantics from the
raw data. For example, round-trip time in a satellite network
is estimated using transformer [31]. Transformer can also be
used for CSI matrix compression as discussed in [32]. It has
also provided a novel way to analyze the state-action pairs for
unmanned aerial vehicle positioning purposes [33].
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Fig. 1: An example network of devices with user localization
capability (Three-device example)

The paper is organized as follows: Section II provides a
brief review of relevant technologies and model architectures.
Section III explains the main method used for the proposed
model and relevant analysis methods. Section IV reviews the
data collection procedure, key performance indices and other
analysis results. Section V summarizes the main findings and
future opportunities.

II. BACKGROUND

A. Frequency Modulated Continuous Wave Radar

A Frequency Modulated Continuous Wave (FMCW) Radar
sends out modulated radio waves and analyzes the frequency
shift between the sent and received signal to determine the
target distance and velocity. When the frequency follows a
linear curve, the signal is called a “chirp”, shown in Eq. 1.
The target range and the frequency follow a linear mapping.

s(t) = Acos(2m(f.t + %tQ)) (1)

Where ¢ is time, A is signal amplitude, f is carrier frequency,
B is bandwidth, and T is period. When the signal bounces
back to the receiver, it is mixed with the transmitted signal
and goes through a low pass filter to extract the beat frequency
fv, then the target distance can be computed with Eq. 2
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where c is the speed of light. If given dedicated hardware and
sufficient bandwidth, FMCW can achieve very high accuracy
with very basic fast-fourier transform.

In Wi-Fi radar context, f. is the Wi-Fi traffic carrier
frequency and B is regulated by various local agencies. The
signal is noisy due to the low-cost hardware, the synchro-
nization between the received and sent signal is poor and the
bandwidth is limited by various laws and regulations. This
signal is used as the “IQ Samples” input in Fig. 3.

B. Ultrasound Proximity Sensing

Ultrasound has been used for near-field distance measure-
ment in many fields [34]. The most common method is
measuring the time-of-flight of acoustic signals. The sys-
tem usually has at least one speaker and one receiver. The
speaker sends a modulated signal, and the receiver collects
the bounced-back signal and applies a matched filter between
the reference signal and the received signal. The window of
the matched filter slides along the timeline and generates a
time and correlation plot. In the user localization domain, we
are more interested in the user as a moving target; therefore,
direct derivative style Hilbert transform is widely used. This
signal is labeled as ““acoustic wave” in the bottom signal chain
in Fig. 2.

C. Transformer

Transformer was introduced in [28]. It provides a clear and
concise way to decompose vectors into three components: Q
for query, K for key, and V for value. The attention function
is defined as

Q T

Attention(Q, K, V) = softmax( N

It has shown great success in large language model and many

other applications. This architecture provides a standard way

to estimate the cross correlation between samples from the

same data stream, therefore paves the way for more advanced

model developments in sensing technologies. The “Wi-Fi radar

Encoder”, “Ultrasound Encoder” and the “Distance Decoder”
in Fig. 3 all follow this architecture.

WV 3)

D. Convolution Neural Network

Neural Network was introduced in [35], coupled with back-
propagation proposed in [36] have shown great success in
computer vision and many other fields. It is one of the most
important supervised learning methods. The model starts with
a network of sigmoid functions as shown in Eq. 4, where «
is the input vector, and w is the unknown weights. The w is
usually initialized to random values. A loss function is usually
defined based on the difference between output and the ground
truth. The training data is then fed to the network, and partial
derivatives with respect to the weights are calculated using the
inference results and ground truth. Those derivatives are back-
propagated from the top layer down to the bottom layers. This
approach enables the model to learn the pattern from the data



automatically and systematically. The “Wi-Fi radar CNN” and
the “Ultrasound CNN” block both follow this architecture.

1
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E. Range-Based Trilateration

“4)

The range-based trilateration algorithm, derived from the
spherical-intersection formulation introduced by [37], has been
widely used in many applications. It considers a common setup
of N beacon nodes. Their locations (x;,y;) are known on the
same 2D plane. The goal is to find the unknown node (z,y).
Each beacon node reports the estimated distance d; between
itself and the unknown node. Then the unknown location (z, y)
can be derived by Eq. 5.

X =(ATA)1ATB (5)
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This is an inexpensive and robust way to combine range
estimates from different devices and has seen application in
both acoustic and wireless localization related publications.
This method is used in the post range estimate in our proposal
as shown in Fig. 2.
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Fig. 2: General range based user localization

III. METHOD

In this section, we propose our fusion model for user lo-
calization. The architecture is a convolution-augmented trans-
former model. There are two major inputs to the model: ultra-
sound and Wi-Fi radar. Each of them has its own convolution

network for feature extraction and dimension reduction. The
output tensors are then passed through a transformer model
to compute the fusion-based distance. There have been a few
applications for similar architecture [38]; to our knowledge,
this is the first time it is applied and optimized for our problem
statement.

A. Problem Statement

Consider a room with N devices with Wi-Fi radar and
ultrasound sensors. The locations x;,y;,¢ = 1...IN of the
devices are known. With both sensors operating under separate
microcontrollers streaming the data, assume there is only one
person in the field of view; solve for the location of the person
x,y. The main challenge here is that each sensing modality
has its pros and cons. When traveling in air, the signal strength
of the ultrasound wave gets attenuated heavily, depending on
humidity and many other factors [39]. The radio waves have
low signal-to-noise ratio because of the bandwidth limitation
and digital-domain calculations. Therefore, using only one
modality is not sufficient. Classical fusion approaches, such
as wiener filter, uses inverse-variance weighting to combine
the two range estimates, but they require an explicit noise
model for each sensor and a hand-tuned handoff between
the near-field (where ultrasound dominates) and the far-field
(where radar dominates). These noise models depend on
humidity, room layout, and device placement, none of which
are known at deployment. A data-driven model learns the
range-dependent weighting directly from paired samples and
adapts to the local clutter and device geometry without hand-
tuning.

B. Proposed Model Architecture

The overall system architecture is shown in Fig. 2. Each
device measures the distance to the major moving target and
the results are combined using Eq. 5. The detailed architecture
for each device is shown in Fig. 3. There are three major
algorithm blocks: 1. Wi-Fi radar pipeline with convolution
neural network and transformer encoder, 2. ultrasound CNN
and transformer encoder, 3. transformer decoder for range
estimation.

Ultrasound and Wi-Fi radar have separate processing
pipelines when it comes to convolution neural network. This is
due to the fact that they are fundamentally two different types
of signals: one is radio wave, the other one is mechanical
vibration. Each reflects very differently depending on the
surface and ambient environment [40], [41]. The input to
the Wi-Fi radar branch is the Fourier transformed chirp. In
a classic signal processing pipeline, moving target indication
(MTI) is normally used for range estimation. It is usually prone
to noise, especially in cluttered environments. In our model, a
machine learning centered method is applied. The first step is
the mean over burst in the same frame. This is because those
bursts are repeated measurements of the same signal. There are
no learnable parameters in this step. In the spectral convolution
in Fig. 5, two conv layers slide along the frequency axis to
discover spatial features on the range bins. The first layer takes
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Fig. 3: Device level range estimation model architecture
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Fig. 4: Training Sample and Sensor Data

512 bins as input and uses 32 distinct filters to extract 31
patches by sliding a window on the frequency bins; the second
layer further reduces to 7 patches. The main purpose of this
step is feature extraction. The Wi-Fi radar encoder layer has
2 heads and a 64-wide feedforward. Self-attention lets each
range token condition on all the others, which is what allows
the model to weigh a candidate target peak against leakage
and wall reflections elsewhere in the profile.

The ultrasound branch follows a very similar design pattern.
First the convolution neural network is used as shown in Fig. 5,
then the transformer encoder is applied. The major difference
is the input. Raw mic data stream goes through matched filter
and Hilbert envelope [42]. The ultrasound encoder layer has
2 heads and a 48-wide feedforward. Self-attention operates
over a much finer partition of the range axis than the radar
branch, so it can resolve closely spaced echoes and suppress
the residual direct-path and wall returns that survive the
echogram’s clutter removal.

The last major block is the transformer decoder. Its inputs
are the two outputs from the Wi-Fi branch and the ultrasound
branch. The two embeddings are concatenated together to form
a fused embedding. This embedding is then fed to a one-layer
2-head decoder to generate a 1 by 32 tensor. The tensor is then
passed to a linear transform to become the predicted distance.
Since the embedding is a combination of two modalities, this
model guarantees a completely data-driven fusion approach.
One thing about those two sensors is they have different range
coverage. Ultrasound has shorter range because acoustic waves
are heavily attenuated in air. With this model, we do not have
to manually look for the range coverage; the model learns the
weighting from the data.
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Raw Sample: across bursts Convolution 1 Convolution 2
10 burst, 512
rang bins, 5
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(a) Wi-Fi radar
5x512 24x127  24x62

Convolution 1 Convolution 2

(b) Ultrasound
Fig. 5: Detailed CNN architecture

The Wi-Fi radar updates at 2 FPS and ultrasound updates at
31.25 FPS. The training sample is made up of 2.5 seconds of
data: five Wi-Fi radar frames and about 78 ultrasound frames.
The ultrasound echogram is then averaged from 78 samples
to 5 samples to align with the Wi-Fi radar data. Then the two
modalities are appended to create a new training sample as
shown in Fig. 4.

C. Training and Loss function

Mean squared error (MSE) is the loss function for the
training process as shown in Eq. 9.

1 -
L=~ (di — di)? 9)

Where N is the number of samples considered, d; is the
ground truth distance, and d; is the predicted distance. This
loss function is intentionally left simple, because we want the
data to guide the search process about how to weight the
features from the sensors, or which sensor to trust more in
general.

All initial weights are set to random values. The training
process uses the loss function explained in Eq. 9 as the
objective function and the gradients are backpropagated from
decoder, back to encoders then to the CNNs. During training,



batch normalization and layer normalization are applied. ReL.U
is applied at each layer. The learning rate is a cosine decay
[43].

D. Baseline Methods

To show the efficacy of our proposed model, we also
evaluated the following algorithms as a comparison: 1. End-to-
end transformer. 2. Classic peak finding algorithms 3. Wiener
filter based fusion.

1) End-to-End Transformer: One way to apply transformer
architecture is to directly implement it on the data pipeline
end-to-end, where the raw signal is the input and the user co-
ordinate is the output. The model contains the same branches
at the beginning: Wi-Fi radar and ultrasound branches. The
outputs of those two branches are sent to a localization
transformer. This transformer also accepts device position as
input. The advantage of this approach is it is completely data
driven and model based. The model can discover and correlate
all features from all sensors on all of the devices. However, this
is also its disadvantage: the correlation between devices will
change from room-to-room, therefore, weights learnt from the
training samples will not generalize very well for the validation
dataset.

2) Peak Finding Algorithms: In order to show the benefit
of the model over a classic signal processing pipeline, we
developed a pipeline with basic trilateration and peak finding
algorithms. The IQ samples were fed to the peak finding
algorithms to search for the receiver-transmitter leakage, then
the distance between the 2nd peak and the O range bin is
computed using the FMCW parameters. The resulting distance
is then sent to the trilateration algorithm to find the target
location.

3) Wiener Filter Based Fusion: The Wiener filter is a
powerful tool for sensor fusion and noise reduction, offering
a closed-form optimal solution in both the time and frequency
domains. Its effectiveness, however, depends on an accurate
characterization of each sensor’s noise statistics. In consumer
electronics this is difficult to obtain: because devices are
manufactured at very high volume, unit-to-unit variation is
large, and the noise characteristics of any individual device
may depart substantially from the population mean. Kalman
filter is not considered in this paper because it was mainly for
dynamic tracking, a different type of problem.

IV. EXPERIMENTS AND RESULTS

In order to show the efficacy of our proposed model and its
robustness to various environments, we conducted a large-scale
data collection. The results are compared with classic signal
processing pipelines mentioned in Sec. III-D. In all scenarios,
our model shows great improvements over previous methods.

A. Data Collection Procedure

Two actors were recruited and three different room arrange-
ments were considered. They were both compensated for their
time spent in the data collection. They were instructed to do
normal activities such as walking, watching TV, or standing

up/sitting down. The furniture and the devices were rearranged
into three different layouts. There are five types of devices,
all of them have Wi-Fi radar and ultrasound capability. They
all have different antenna, speaker, and microphone designs.
This is to ensure that the data is not specific to any of the
hardware configurations. It is known that antenna placement
has a huge impact on the signal quality [44] and speaker design
also contributes to acoustic characteristics [45].

The three rooms mentioned above all had ordinary furniture
layouts. One room was around 4.00m x 4.00m, the second one
was around 4.27m x 5.58m, the third one was 4.27m x 4.8m.
The first room was a living room with a three-cushion sofa
and a TV stand with TV on it. There were five devices placed
around the room. The second and third room had similar layout
with two functional areas: a living room area and a dining
room area. The living room area contained a TV stand, an
L-shaped sofa, and a coffee table. There were one TV remote,
one bag of chips, and one cup of drink on the coffee table.
The dining room area had one dining table, one chair, and
some cabinets. The data collection devices were placed around
the room following normal use cases. In all three rooms, two
devices were placed on either side of the TV while the other
two were placed either behind the sofa or on the tables. One
room additionally had a fifth device on the far left of the
TV. During data collection, the participant was asked to first
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Fig. 6: Three Room setups (Black dots are the smart home
devices. Red diamond are user locations.)

stand up and then sit down on the sofa. Then he/she was
instructed to watch TV and/or enjoy snacks and drinks at
their own pace. This is to make sure their behavior stays as



normal as possible so that the data collected is a close match
to an ordinary smart home environment. Each capture lasts
120 seconds. This process repeated until all positions were
collected. All devices were controlled by one single computer
to ensure synchronization.

B. Data Augmentation

In order to improve the data quality, a couple of augmenta-
tion techniques were used during training. First, when gener-
ating training samples, the window slides 2 frames every time,
effectively having 60% overlap between consecutive frames.
Secondly, zero-mean Gaussian noise is added to the post-FFT
radar data and the ultrasound echogram to diversify the data.
Third and more importantly, the Wi-Fi radar and ultrasound
signals have very different dynamic ranges; a normalization is
applied on both before being used for inference/training.

C. Model Validation Results

The model was trained on a dataset with 12 hours of sensor
data recordings. The dataset was broken down into training
and validation sets based on location. Data from the same
location will not show up in both training and validation sets.
This is to avoid data leakage and overfitting because signals
from the same location are generally similar. The validation
error reduced steadily during training and the performance is
at the same level as the training dataset, proof that the model
is generalizing the pattern well. Also, in Fig. 7, noise-based
data augmentation is turned off to show that the final values
of training and validation converge to the same level.
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Fig. 7: Training and validation error vs. training epochs for
proposed model without noise data augmentation

In Fig. 8, accuracy error comparison between four algo-
rithms is presented. The first boxplot is the Wi-Fi radar plot.
A basic peak finding algorithm mentioned in Sec. III-D2 is
then applied. The second box is ultrasound signal based and a
similar peak finding algorithm is applied on the echogram. The
third box is a Wiener filter-based fusion using prior knowledge
about the sensors [46]. The last box is our proposed range
model. Our approach clearly performs better than all the other

TABLE I: User Location Accuracy Comparison Summary

method MAE (m) | median (m) | < 1m%
Wi-Fi radar peak 2.045 2214 0.0
USPS peak 1.803 1.674 0.0
Wiener fusion (range) 1.742 1.668 0.0
ML distance model 1.225 1.128 49.9

TABLE II: Training and Testing Performance Comparison for
End-to-End Transformer Model

Method
End-to-End Transformer

Training (Rm1)
1.05m

Testing MAE (Rm2)
2.50m

comparisons. Classic signal processing methods can produce
reasonable results, but they are not enough when it comes to
discovering features and correlations in large amounts of data.
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Fig. 8: Range estimation error comparison between different
methods

If we pipe the range estimation results from Fig. 8 through
the trilateration method mentioned in Sec. II-E, we can derive
the overall performance of Fig. 2 shown in Tab. I. The errors
follow the same trend as the range estimation; this is intuitive
because for the trilateration algorithm we applied, the device
map is ground truth, so the only thing that influences the user
localization accuracy is the range estimation error.

The baseline model mentioned in Sec. III-D1 is another
obvious choice for machine learning-based methods; we built
a similar-sized model based on it and summarized the results
in Tab. II. This model fits the training data reasonably well
but failed to generalize the pattern to other rooms. The main
reason is the model has to learn the relationship between the
signal and device location from scratch, rather than using the
physics-based multilateration algorithms. This is too difficult
to learn given the model size. The model memorized room-
specific information rather than deriving features from the
received signals.

D. Hyper Parameter Tuning

One of the most important trade-offs in model design is
complexity/power consumption vs. accuracy, either in vision
transformers [47] or in speech recognition [48]. In this section,



TABLE III: Model Configuration Summary

Config Params | Embedding | heads | layers | Fusion emb. dim. | Cross-attention Train Val Gap MAE Median
small (proposal) 46,409 32/24 2 1 32 1 0.7031 | 0.5220 | 1.35 | 0.8289 | 0.6782
small-2layer 59,825 32/24 2 2 32 1 0.6399 | 0.6159 | 1.04 | 0.8406 | 0.6240
medium 93,105 48/32 4 1 48 1 0.3294 | 0.5935 | 0.55 | 0.7175 | 0.7051
large 269,345 64/48 4 2 64 2 0.3735 | 0.6242 | 0.60 | 0.7614 | 0.6078

Params is the total trainable parameter count. Embedding is the attention width inside encoder of that branch, the two values are given as
radar/ultrasound. Heads is the number of attention heads. Layers is the depth of each per-modality encoder. Fusion emb. dim. is the
common width of the tokens, which those two branches are projected to. Cross-attention is the number of decoder layers.

five hyperparameters are examined: embedding dimensions,
number of attention heads, number of layers of encoders,
fusion embedding width, and cross-attention depth. The main
performance index is the mean absolute error during train-
ing and validation. The results are summarized in Tab. III.
The medium configuration achieves the lowest MAE, while
the large configuration begins to overfit the training data
despite having roughly three times more parameters. The
small (proposal) configuration used throughout this paper
offers a favorable trade-off between accuracy and model size,
which matters for on-device deployment. It is an application-
dependent decision about which set of parameters is the best.
Therefore, we focus on presenting some typical configurations
and leave it for the downstream applications to determine the
optimal configuration.

V. CONCLUSION AND FUTURE WORK

In this paper, we investigated fusion-based localization prob-
lems in challenging environments. A novel transformer-based
machine learning model is proposed. Its accuracy is presented
and compared with traditional methods. Also, hyperparameters
are tuned to optimize the trade-off between accuracy and
model complexity. The model showed great improvements
over past methods. Note that all the data was collected from
Wi-Fi radar, microphone, and speaker on smart speakers, a set
of zero-cost sensing solutions. This system architecture is a
great choice for the consumer electronics market, given that
most customers are cost-sensitive.

Future work will focus on generalizing the results to more
challenging environments such as non-line-of-sight or multi-
user scenarios. The quality of the signal will degrade in
those settings; however, this architecture can be extended by
combining more sensor data. Also, tuning the loss function of
the model is another interesting direction.
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