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The recent rapid progress of deep learning algorithms in generating realistic images, especially in Generative Adversarial 

Networks (GAN) and Variational Auto-Encoders (VAE), has helped advance new applications. Examples of such applications 

range from generating and manipulating new synthetic data for self-driving cars, to building/urban architectures, to interior 

design, and gaming. Furthermore, several applications have benefited from deep learning generative advancement, such as 

robotics manipulations in structured and unstructured environments, virtual fashion clothes try-on, and item identification on 

the go. This survey paper provides a review of techniques for image generation from background outdoor scenes, to building 

facades and objects, and anything in between. In particular, we will cover scene generation such as outdoor landscapes, 

building facades and indoor scenes. For each category, we will compare the existing state of the art algorithms and 

techniques, and discuss their performance and gaps limitations on a wide variety of inputs. Additionally, we will discuss 

challenges and future trends to advance the state of the art in realistic image generation. 

Additional Keywords and Phrases: Deep Learning, Generative Adversarial Networks, Autonomous Systems, Robotics, 
Synthetics Data Generation. 

INTRODUCTION 

Recent advances in deep learning algorithms in generating realistic images, specifically Generative Adversarial 

Networks (GAN) [1-14], have inspired break-throughs in multiple applications. Examples of such applications 

range from generating and manipulating new synthetic data for self-driving cars [15-16], to building/urban 

architectures [24, 25], to interior design [26, 27], and gaming [28]. Furthermore, several applications have 

benefited from deep learning generative advancement, such as robotics manipulations in structured and 

unstructured environments, virtual fashion clothes try-on, and item identification on the go.  

Some of the most prevalent applications of deep learning are object recognition and detection models in 

robotics and autonomous driving systems (e.g., self-driving cars, self-manipulating robots). Deep Learning 

helps these systems to learn primitives and features that provide an input to a downstream robotic control 

system [16] through perception [17,18], prediction [19,20] and planning [21].  Furthermore, autonomous driving 

system evaluation requires the ability to realistically replay a large set of diverse and complex scenarios in 

simulation capturing sensor properties, seasons, time of day, and weather. Developing simulators that support 

the levels of realism required for autonomous system evaluation is a challenging task. There are many ways to 

design simulators, including simulating mid-level object representations [22, 23]. Frameworks for autonomous 

driving that support realistic sensor simulation are traditionally built on top of gaming engines such as Unreal or 

Unity [22]. The environment and its object models are created and arranged manually, to approximate real-

world scenes of interest. The overall process is time-consuming and not scalable. Real-life testing of robotic 

systems is expensive and slow.  

Furthermore, a fundamental challenge of applying deep supervised learning and deep reinforcement 

learning to several applications such as robotics and self-driving cars is data availability and real-world data is 

difficult to collect. In fact, state-of-the-art deep learning algorithms are data-hungry and need millions to tens of 

millions of labeled examples with variety in it for each application domain [29, 30]. However, obtaining labeled 

real-world data for robotics or self-driving cars, is challenging because robots and autonomous cars are 

expensive, 3-dimensional data can be particularly difficult to label [19], and collecting data with robotic systems 

or autonomous vehicles can be dangerous [20].  Moreover, setting up hardware and sensors to collect data, 

training a team of labelers, and pruning labeling errors adds months to R&D and weighs heavily on project 

budgets. Synthetic data enables companies to test their robotics solutions in thousands of simulations, 

improving their robots and complementing expensive real-life testing.  
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Therefore, the role of synthetic data in Deep Learning is increasing rapidly. This is not only true for Deep 

Learning algorithms training but it can also play an important role in the creation of algorithms for image 

recognition and similar tasks that are becoming the baseline for Artificial Intelligence (AI) [29, 30]. Furthermore, 

the latest innovations in machine learning and deep learning techniques are promising to help generate 

synthetic data with higher quality and in larger quantities. We call it Machine Learning for Machine Learning. 

In the next sections, we briefly review the state-of-the-art in realistic scene generation such as outdoor 

landscapes and building facades and indoor scene such as bedrooms. For each category, we will compare the 

existing state-of-the art algorithms and techniques, discuss their performance and limitations on a wide variety 

of inputs. Additionally, we will discuss challenges and future trends to push the state of the art in realistic image 

generation. 

1 SCENE GENERATION FROM OUTDOOR LANDSCAPES TO BUILDING FACADES TO INDOOR 

SCENES 

The most prevailed applications of deep learning are object recognition and detection models in robotics and 

Autonomous driving systems (self-driving cars, self-manipulating robots) such as robotic control system [16] 

through perception [17,18], prediction [19,20] and planning [21].  Furthermore, autonomous driving system 

evaluation requires the ability to realistically replay a large set of diverse and complex scenarios in simulation 

capturing sensor properties, seasons, time of day, and weather. Developing simulators that support the levels 

of realism required for autonomous system evaluation is a challenging task. The traditional way of creating 

simulated environments and it objects are created and arranged manually, to approximate real-world scenes of 

interest and are often built on top of game engines [22, 23]. The overall process is time-consuming and not 

scalable. Synthetic data enables companies to test their robotics solutions in thousands of simulations, 

improving their robots and complementing expensive real-life testing. On the other hand, Synthetic data enables 

healthcare data professionals to allow the public use of record data while still maintaining patient confidentiality. 

A common approach to deal with a limited number of labels is data augmentation [1]. Translation, noise, 

and other deformations can often be applied without changing the labels, thereby effectively increasing the 

number of training samples and reducing overfitting. In [39] the authors, propose to automatically learn 

augmentations with GANs.  Just as GANs learn a generative model of data, conditional GANs (cGANs) learn a 

conditional generative model [1]. This makes cGANs suitable for image-to-image translation tasks, where it is 

conditioned on an input image to generate a corresponding output image. Figures 1(a), 1(b) and 1(c) show 

examples of results from the algorithm pix2pix [39] on Cityscapes labels to image translation, building facades 

labels to image translation, and day to nigh image translation, respectively. 

Realistic image manipulation is challenging because it requires modifying the image appearance in a user-

controlled way, while preserving the realism of the result. Understanding and modeling the natural image 

manifold has been a long- standing open research problem. But in the past recent years, there has been rapid 

advancement, fueled largely by the development of the generative adversarial networks [1]. In particular, several 

earlier papers [40 - 43] have shown visually impressive results sampling random images drawn from the natural 

image manifold. However, two reasons prevent these advances from being useful in practical applications at 

this time. First, the generated images, while good, are still not quite photo-realistic (plus there are practical 

issues in making them high resolution). 

 

https://www.frontiersin.org/articles/10.3389/frobt.2018.00066/full#B21


3 

  

 

(a) (b) (c) 

Figure 1: Examples of results from pix2pix paper [39] on (a) Cityscapes labels -> photo compared to ground truth and (b) 
Day-> night photo compared to ground truth (c) Facade labels -> photo compared to ground truth 

Second, these generative models are set up to produce images by sampling a latent vector-space, typically 

at random. So, these methods are not able to create and manipulate visual content in a user-controlled fashion. 

In [44], the authors proposed DCGAN, where they used a GAN to learn the manifold of natural images, but 

without employing it for image generation. Instead, they used it as a constraint on the output of various image 

manipulation operations, to make sure the results lie on the learned manifold at all times. This idea reenabled 

to reformulated several editing operations, specifically color and shape manipulations, in a natural and data-

driven way. The model automatically adjusts the output keeping all edits as realistic as possible. Figure 2 shows 

some examples of DCGAN generating a new image from scratch based on user’s initial drawings (or 

renderings)/landmarks, called in the form of a segmentation map with labels. The user interactively can edit the 

generated images and the model transfers the resulting changes in shape and color back to the original image. 

The low resolution and missing texture and details as well as low quality on general imagery limits how far the 

editing approach of DCGAN can get, as shown in Figure 2. 

 

Figure 2: Examples of results from DCGAN paper [44] on Interactive image generation where the user uses a brush tool to 

generate an image from strokes and adding more to refine the results. The last raw shows the most similar real images to 

the generated image. 

Specifically, there is a need to control the layout of the generated image using a segmentation mask that 
has labels for each semantic region and “add” realistic styles to each region according to their labels. For 
example, a face generation application would use region labels like eyes, hair, nose, mouth, etc. and a 
landscape painting application would use labels like water, forest, sky, clouds, etc. While there are multiple 
proposed architectures [39, 47, 48, 49] that address synthesizing photorealistic images given an input semantic 
layout, the most popular method for is spatially-adaptive normalization (SPADE, also known as GauGAN) [45] 
as shown in Figure 3. SPADE is a spatially-adaptive normalization, which is a simple but effective layer for 
synthesizing photorealistic images given an input semantic layout.  Previous method directly feed the semantic 
layout as input to the deep network, which is then processed through stacks of convolution, normalization, and 
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nonlinearity layers. This is suboptimal as the normalization layers tend to “wash away” semantic information. 
To address the issue, SPADE uses the input layout for modulating the activations in normalization layers 
through a spatially-adaptive, learned transformation. 

 

 

 

 

 

 

 

 

 

Figure 3: Examples of results from SPADE [45] where a segmentation map (with labels specifying the region of interest 

such as sky, grass and a tree) and a target style image are provided as an input and a landscape image is generated. 

However, SPADE image generation is limited to only one style for each image. This can be a problem if for 
example different output styles are desired for the image’s different compositional elements. Recent studies 
[50, 51, 52] have demonstrated that higher quality results can be obtained if style information is injected as 
normalization parameters in multiple layers in the network, for example using AdaIN [53]. Therefore, in [46] the 
authors proposed SEAN that aims at addressing SPADE’s architectural shortcomings of only inputting its style 
information at the beginning of network processing. Figure 4, shows a visual comparison of results from pix2pix 
[39], SPADE [45] and SEAN [46] results on segmentation labels for ADE20K (indoor scenes: bedrooms), 

Cityscapes (outdoor urban scenes), Facades (building facades for outdoor scenes). 

 

 

 

 

 

 

 

 

 

 

 

Figure 4: Visual comparison of pix2pix [39], SPADE [45] and SEAN [46] algorithms of semantic image synthesis results on 

the ADE20K, CityScapes and Facades datasets: images source [46] 

Based on experiments with SPADE, some types of segmentation labels “bleed” into other labels and the 

generated images have a lot of artifacts as shown in Figure 5. In order to better control the quality of the 

generated images by SPADE, we recommend careful choice of the segmentation labels to use first. In fact, we 
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recommended to use a “strong” segmentation label first and then add on the “weaker” segmentation labels to 

create a separation. Examples of “strong” segmentation labels include: Grass, Rock, Mountain, Sand, Bush, 

Wall-stone, Clouds, Sky, Sea, and Stone. 

 

Bad Example Good Example 

Segmentation Map SPADE Generated Image Segmentation Map SPAE Generated Image  

 
 

 
 

  
 

 

Figure 5: Generated images using SPADE (GauGAN) [45] that shows a good and bad example of strong (Grass) vs. weak 

(Gravel) labels to control the sky vs. pavement and gravel 

CONCLUSION 

In this survey paper, we provided a review of deep learning techniques for image generation from diverse areas 

including background outdoor scenes to building facades that can provide synthetic data to advance several 

applications including autonomous driving and robotics. However, there are several challenges when 

applications need very specific data. Most of the deep learning based synthetic data generation algorithms, 

while providing great diverse and new data, fall short on controlling the generation process to provide the best 

distribution and content variety for the application at hand. For future work, it would be interesting to explore 

procedural synthetic data generation covering cases when simply placing the objects at random is not enough. 

The nature of the model used for procedural generation may differ depending on the specific field of application. 

This will allow for both learning from real or manually prepared synthetic data and then generating new samples. 
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